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Abstract 

This poster presents the activities, aims, and resources of the TEI SIG CMC, focusing on the recently established 
CMC module and Chapter 9 of the TEI Guidelines. It outlines encoding features, best practices, and ongoing 
corpus projects adopting the standard. Additionally, the poster highlights shared resources, including a wiki, and 
sample files and style sheets in a GitHub repository. 
 
Keywords: TEI, CMC corpora, Computer-mediated Communication, Encoding 

1. The TEI Special Interest Group 
CMC 

This poster abstract reports about recent and 
ongoing activities, aims, and resources of the 
TEI SIG CMC. The Text Encoding Initiative (TEI) 
is a consortium that maintains a set of guidelines 
for the encoding of texts in digital form. A Special 
Interest Group (SIG) is an organised subgroup 
within the broader TEI community whose 
members share a focus on a particular domain, 
in this case computer-mediated communication 
(CMC), a form of language use found in digital 
interaction such as chat, instant messaging, and 
social media. 
The aim of the SIG lies in discussing and 
exchanging experiences with the new module 
and Guidelines chapter, in developing further 
customisations based on resources and needs 
from the various research and encoding projects 
represented in the SIG, and to share tools, 
sample data and corpora related to CMC-TEI.1 
Since 2024, the new TEI module and chapter 
based on the SIG’s work (see Beißwenger and 
Lüngen 2020) serves as a community standard. 
New projects do not need customisations any 
more to start but can use the TEI as is. 

2. Overview of CMC module and 
chapter in the TEI Guidelines 

The SIG launched a feature request in the github 
repository of the TEI Council suggesting basic 
features for CMC encoding that were lacking in 
the official TEI in 2019. It corresponded to the 
customisation cmc-core as presented in 
Beißwenger/Lüngen (2020). Based on cmc-core, 
a working group consisting of members of the 
TEI Council and members of the SIG developed 
the new TEI CMC module and chapter (Chapter 

1 See mission statement at 
https://tei-c.org/activities/sig/cmc/. 

9) in the Guidelines. The new chapter contains 
much more than the introduction of basic 
encoding features for CMC (notably the new 
element <post>), such as a subchapter on best 
practices for encoding CMC phenomena using 
standard TEI encoding features. 
The TEI module and chapter on CMC have not 
previously been presented in a dedicated 
publication. The poster will provide a synoptic 
overview of the  important features and best 
practices for CMC encoding including examples 
from current corpora. 

3. Projects 
The poster will list several current international 
CMC corpus-building projects that use the new 
CMC-TEI module and chapter such as 
Diderichsen and Jensen (2025), Reimann et al. 
(2024), Mäkkinen (2023), Stemle et al. (2024). 

4. Resources 
Beside corpus data released by the individual 
members, the SIG provides resources that are 
helpful when working the CMC module and 
Guidelines:  

4.1 Wiki 
The TEI SIG CMC Wiki2 is currently edited by the 
SIG convenors and provides an overview of 
recent and past activities, meeting memos, CMC 
project schemas and customisations by SIG 
members. 

4.2 GitHub repository 
To help get started with CMC-TEI, the TEI SIG 
CMC GitHub repository3 provides as of spring 
2026:  

3 https://github.com/TEI-CMC-SIG 

2 
https://wiki.tei-c.org/index.php/SIG:Computer-Mediate
d_Communication 
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● New TEI documents with encoding 
examples (from the CMC genres private 
chat, IRC, 2nd Life, and Wiki talk), 
updated from cmc-core 

● Stylesheet cmc-core2CMC-TEI - useful 
for projects that want to upgrade from 
cmc-core to CMC-TEI 

In the near future:  
● Sample file(s) generated by the style 

sheet cmc-core2CMC-TEI 
● IDS Wikipedia Talk corpus in CMC-TEI  

5. Organisation and communication 
Besides the Wiki and the GitHub repo, there is a 
page introducing the SIG at the TEI website4, as 
for all other TEI SIGs. 
We use a mailing list5 for communication within 
the SIG - you are invited to sign up any time.  
Finally, we conduct SIG meetings online, at TEI 
conferences, or other at relevant  conferences 
such as the CMC corpora series. Welcome! 
Participation is open to all interested. 
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Abstract 
Research on public crisis communication has highlighted the importance of studying publics’ reactions to crises 
(e.g., Coombs and Holladay, 2014). By reacting to authorities’ messaging during a crisis, citizens contribute to the 
shaping and interpretation of the crisis as it develops (Falco, 2022; Limatius and Koskela, 2024). In studying modern 
crises, social media discourse can provide important insights into what kind of language is used in such responses. 

The poster presents a corpus-assisted critical discourse analysis (Baker, 2012) of UK-based social media 
communication during the COVID-19 pandemic. Specifically, we focus on the representation of minoritized ethnic 
groups in citizens’ responses to government social media accounts on Twitter (now ‘X’). By zooming in on tweets 
featuring the term BAME (‘Black, Asian and Minority Ethnic’), we address the following questions: 

(1) How are minoritized ethnic groups referenced and discussed in COVID-19 tweets addressing UK government 
accounts? 

(2) How is authorities’ communication regarding these groups evaluated by the citizens? 

Our work draws on a larger corpus of tweets constructed as part of the TRAC:COVID project (Kehoe et al., 2021). 
For this poster presentation, we focused on tweets responding to or mentioning seven official government accounts 
(ca. 12 million words). After establishing the range of terms related to ethnicity in the corpus, we decided to focus 
on the term BAME. 

Our analysis of the tweets combines quantitative and qualitative perspectives. First, we look at the frequencies of 
words co-occurring with BAME to establish the contexts in which BAME groups are represented. Second, we 
conduct a critical discourse analysis (Fairclough, 2013; van Dijk, 1995) of the tweets, focusing particularly on the 
terms that co-occurred frequently with BAME (e.g., the word “report”, certain pronouns and interrogatives). Our 
results show that most tweets criticize the UK government’s actions towards marginalized groups during COVID-
19 and portray BAME as a vulnerable group in need of protection. However, some Twitter users’ responses to 
government communication also portray minorities as irresponsibly noncompliant, which contributes to racist and 
stereotyping discourses. Importantly, the findings of the study contribute to both crisis communication research and 
research on discourses related to minoritized ethnic groups (e.g., Malik et al., 2026).   

Keywords: corpus-assisted discourse studies, COVID-19, critical discourse analysis, health communication, social 
media 
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Abstract

Registers are often treated as uniform text categories, although individual registers frequently exhibit systematic
internal variation. We present a data-driven exploration of register subtypes within pre-established register categories
by combining supervised multilingual register classification with unsupervised clustering. Using fine-tuned XLM-R
models, we classify one million web documents in three languages (English, Finnish, and Swedish) into a 25-class
register taxonomy. Focusing on social media registers, we cluster the resulting register-specific embeddings. The
clusters reveal both topical and functional subtypes, including gradients of interactivity within social media.

Keywords:web-as-corpus, social media registers, machine learning

1. Introduction

Registers—text varieties associated with recurring
linguistic patterns in specific contexts (Biber and
Conrad, 2019)—are often described in broad cat-
egories, though texts within a single register fre-
quently exhibit systematic internal variation. These
di!erences may reflect distinct subregisters, topi-
cal groupings, or gradual shifts along register con-
tinua (Biber and Egbert, 2023), but identifying such
patterns typically requires labor-intensive, corpus-
specific analysis. This paper presents a computa-
tional approach to uncovering fine-grained structure
within web-based registers, focusing on social me-
dia. To this end, we combine supervised register
classification with unsupervised clustering. We in-
vestigate the types of social media patterns that
emerge and their cross-linguistic consistency.

2. Methods and Corpus

We fine-tune multilingual XLM-R models (Conneau
et al., 2019) on a 25-class register taxonomy (Hen-
riksson et al., 2024) to classify one million doc-
uments per language from English, Finnish, and
Swedish web corpora drawn from the HPLT dataset
(Burchell et al., 2025). This produces large register-
specific subsets (e.g., →490,000 Narrative Blogs,
→79,000 Interactive Discussions), with 5–15% of
documents assigned multiple registers depending
on language.

3. Findings

Clustering the document embeddings using the reg-
ister fine-tuned model reveals both topical and func-
tional subtypes. For instance, Finnish Narrative
Blog + Opinion texts divide into consumption- ver-
sus culture-oriented clusters, while sports-related

clusters emerge in English Interactive Discussion.
Functionally, clusters capture gradients of interactiv-
ity: across all languages, Narrative Blogs separate
by degree of reader engagement, with comment-
enabled blogs forming distinct hybrid clusters.
We validate the findings using UMAP visualiza-

tion (McInnes et al., 2018) and keyness analyses,
showing that clusters correspond to distinctive lin-
guistic features. SVM classifiers predict cluster
membership with 95–99% accuracy, indicating ro-
bust, learnable patterns. In contrast, clustering
baseline pretrained embeddings yields less mean-
ingful groupings driven by formatting and boiler-
plate. Fine-tuning thus reshapes embedding space
to better capture nuanced register variation.
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Abstract
Spanish conditional constructions constitute a complex linguistic category, exhibiting a wide range of semantic and 
pragmatic functions and a close syntactic interdependence between their components. Their form, distribution and 
interpretation are known to vary across communicative contexts (e.g. Dancygier and Sweetser, 2006). For example, 
studies have identified formal variations in written/spoken registers, the latter often favoring simplified or non-
canonical patterns (e.g. Nueva gramática de la lengua española; Montolío, 1999; Santana Marrero, 2003). Similar 
non-canonical patterns are attested in computed-mediated communication (CMC), e.g. Oye amiga un filtro más y 
empiezas a purificar el agua del Mapocho. As a type of communication displaying features associated with both 
conceptual orality and conceptual literacy (Koch and Oesterreicher, 2007), CMC therefore provides a particularly 
relevant setting for observing such variation. However, the use of conditional constructions in CMC remains
underexplored, partly due to the lack of adequately annotated resources.

This poster presents a proposal for the design and annotation of a multilayer-annotated corpus of Spanish CMC, 
specifically developed to investigate conditional constructions. The corpus currently contains ≈500,000 tokens and 
includes different CMC genres such as microblogging, long-form publishing and forum interaction, encoded in a 
TEI-based XML schema. The annotation workflow relies on a pipeline that combines semi-automatic lemmatization 
and POS-tagging with an adaptive normalization lexicon, which stores manually validated analyses of recurrent 
non-standard forms; and includes manual annotation of conditional constructions. Conditional constructions are 
annotated at semantic (e.g. factual, hypothetical, counterfactual) and pragmatic (e.g. speech acts, politeness) 
levels. Texts include contextual metadata (e.g. familiarity between participants, communication channel, public vs. 
private setting), enabling corpus partitioning and quantitative analyses based on parameters of the communication 
situation.

The proposal discusses annotation and methodological challenges related to conditional constructions in CMC and 
explores the potential of this approach for analyzing their form–function relationships in CMC discourse.

Keywords: Corpus linguistics, Corpus design, Multilayer annotation, Conditional constructions
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Abstract 
This study investigates how users announce their departure from online discussions and, more broadly, from the online 
communities that have developed within the Wikipedia project. Based on an automatic extraction of all posts in the English 
and French Wikipedia talk pages that are likely to contain such an announcement, we have conducted two analyses. The 
first aims to globally characterise the context in which these posts occur within the overall dynamics of the discussion: who, 
when, and what happens afterwards. The second expands on this analysis on a subsample with a manual annotation 
allowing a qualitative description of the type of departure announced, what is being left behind and the reasons why the user 
chooses to leave. 

Keywords: Wikipedia talk pages, departure message, corpus linguistics 

 

1. Introduction 
The present study investigates how users announce 
their departure from online discussions, and more 
broadly from online communities. 
Beyond its descriptive interest, characterising 
departure announcements has potential practical 
implications. Being able to identify such 
announcements automatically could help anticipate 
editor attrition, a recurring concern for online 
communities that depend on volunteer participation. 
Combined with markers of emotion or conflict, these 
expressions could also contribute to assessing 
contributors' well-being within online communities — 
an increasingly pressing issue given the documented 
prevalence of harassment and interpersonal conflict 
on collaborative platforms. 
In that perspective, we focus on Wikipedia, which is 
particularly concerned by membership turnover, as 
every Wikipedian is free to come and leave, and 
which has been extensively studied in this 
perspective. 

Indeed, leaving Wikipedia has been approached from 
various angles. For instance, Jian et al. (2008) 
considered that an absence of edits on Wikipedia 
within 3 months or more constituted a leaving signal, 
possibly associated with burn-out or the reversion / 
deletion of their edits, as well as page stabilization, 
which may discourage further involvement from a 
user on their topic of choice. Of course, the problem 
lies in the fact that an absence of activity is not 
necessarily correlated with a departure and, in any 
case, does not provide any indication of the reasons 
and motivations underlying it. Users themselves may 
besides apply a template on their user pages to signal 
a leave, which may be temporary (see the Wikibreak 

 
1 https://en.wikipedia.org/wiki/Wikipedia:Wikibreak  
2 https://en.wikipedia.org/wiki/Wikipedia:Retiring  

template1 for instance), or definitive (Retiring2 and 
Leaving gracefully3).  

Working on questionnaires, Konieczny (2018) 
identifies factors that may explain the departures of 
the most prolific editors, such as burn-out, but also 
inter-personal conflicts, which account for 71% of the 
reasons reported by the contributors who had 
reduced their activity. Various other motives may 
explain the departures, including personal reasons. 
Miquel-Ribé et al. (2021) propose a framework paper 
that concentrates specifically on users’ drop-off in 
Wikipedia. They aim to study the phenomenon using 
three criteria that resonate with the studies we 
mentioned: abrupt interactions / conflicts with others; 
excess in the number and spread of interactions 
(which echoes the burnout phenomenon) and the lack 
of interactions with similar editors, in terms of 
seniority, age, gender or ideological views. 
What makes our perspective original is that we focus 
on the speech act of departure declarations. In that 
respect, the formulation of the announcement is 
crucial to observe as it may reflect the emotional 
states of the contributors (e.g., leaving Wikipedia 
angry or happy), or the explicit formulation of the 
reasons to leave. An attention might be paid to the 
newcomers, who may have an ideal vision of 
Wikipedia that may not fit to the reality.  
We will concentrate on departure declarations on 
Wikipedia talk pages in French and English, which will 
naturally exclude the numerous - and perhaps 
predominant - cases in which people leave without a 
word. 

The next section outlines the method and data we 
used to identify messages likely to contain an 
announcement of departure. Section 3 presents an 
initial analysis that characterizes the context in which 

3 https://en.wikipedia.org/wiki/Wikipedia:Leave_gracefully  
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these posts appear within the overall dynamics of the 
discussion. Section 4 presents the results of a manual 
annotation process, providing a qualitative description 
of the type of departure announced, what is being left 
behind and the reasons why the user chooses to 
leave.  

2. Corpus and 'departure' patterns  
Departure announcements represent a pragmatically 
complex speech act, which may serve various 
illocutionary functions, such as threats, complaint or 
implicit request for retention, while they do not 
necessarily precede an actual departure. Moreover, 
they are not always expressed directly, as editors 
might signal their withdrawal through indirect forms, 
such as marking a final contribution or declaring no 
further participation, without explicitly stating that they 
are leaving. This ambiguity raises the question of how 
departure announcements can be identified in large 
corpora of interactions. 
Our study draws on the EFG Wiki Corpus (Ho-Dac 
2024), a comparable corpus containing all the talk 
pages related to articles extracted from the August 
2019 dump of the English and French versions of 
Wikipedia and encoded according to the TEI CMC-
core schema (Beißwenger and Lüngen 2020). The 
total corpus size is around 22 million posts and more 
than 2 billion words. Tanguy et al. (2024) provide an 
overview of the main characteristics of the 
interactional structure of talks in the 
EFG_WikiCorpus. 

Figure 1: Example of a thread ending with a 
departure message 

https://en.wikipedia.org/wiki/Talk:Somaliland/Archive_1#%22Som
aliland:_What_Somalia_Could_Be%22 

Figure 1 shows an example of the phenomenon we 
are targeting. In this collapsed version of an entire 
English thread, the last post (Middayexpress, you [...] 
shrill freak.) contains an explicit declaration of 
departure: I quit all involvement with Wikipedia.  
We automatically selected all the posts in French and 
English in which at least one 'departure' pattern 
possibly announcing a departure occurs. 23 patterns 
were designed targeting the different possible ways of 
expressing a departure. Two different strategies were 
applied to design these patterns.  
The first strategy uses linguistic knowledge and 
corpus-based observations. We started from a set of 
key phrases consisting of three core elements: a first-

person subject pronoun, a verb of leaving (e.g. quit, 
leave, stop, abandon in English; quitter, se retirer, 
abandonner in French), and a mention of the object 
being left (Wikipedia, the article co-editorial group, or 
the discussion). These key phrases were then 
expanded to account for surface variations. Finally, 
the patterns were tested on a sample subcorpus and 
manually adjusted to reduce the main sources of 
noise, particularly those related to the possible tokens 
between the three main elements. This strategy 
resulted in 2 patterns in English, and 3 patterns in 
French, as regular expressions.
The second strategy uses generative AI (ChatGPT 
5.3) to generate the patterns. We designed a prompt 
that describes the extraction task and asks the LLM 
to give a first set of regular expressions for English 
and a second set for finding the equivalent on French 
data (the exact prompt is given in Appendix A). As a 
result, the LLM provided 6 categories in English and 
5 in French, with 1 or 2 patterns (versions) per 
category. The sets of patterns are given in 
Appendices B and C. As they were designed 
independently, the two sets show a degree of 
overlapping.
All the patterns were projected on the text of each 
post. In total, 5,098 English posts and 455 French 
posts were found to contain at least one pattern. As 
indicated in Table 1, the phenomenon is extremely 
rare as it occurs in around 2.5 posts and 7.5 threads 
per 10,000 in both languages. The number of 
matching posts and threads are different but very 
close (1% difference), indicating a few cases of 
multiple posts with matches in the same thread (i.e., 
several quitting messages or other reasons).

Feature English French

Total number of threads 
in the corpus

6,636,783 608,858 

Total number of posts in 
the corpus 

20,038,153 1,833,443 

Threads with at least one 
match 
(per 10,000 threads) 

4962 
 
7.5 

440  
 
7.2  

Posts with at least one 
match 
(per 10,000 posts) 

5098 

 
2.5 

455 

 
2.5 

Table 1: Quantitative data overview 

The two strategies used for designing patterns show 
a striking asymmetry: linguist-designed patterns 
dominate in French (90% coverage) while LLM-
generated patterns prove far more productive in 
English, which may reflect the greater formal diversity 
of departure announcements in English. 
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Figure 2 shows an example of a post in English 
matching with the LLM_2a pattern [I + am + done + 
with]. In this example, user John from Idegon 
seemingly announces his departure (I'm done with 
this discussion, do what you want) along with other 
speech acts expressing reproaches and even a 
definitive condemnation of the other Wikipedians 
involved. 

Figure 2: True positive extracted post (I'm done with) 
https://en.wikipedia.org/wiki/Talk:Annapolis,_Maryland#Removal_

of_Taney_statue 

In order to assess the accuracy of the extraction, a 
subset of 163 extracted posts in English and 140 in 
French has been manually validated. We considered 
any post where the user did not mention his own 
departure as a false positive. 76% of the extracted 
posts in French are true positives; and only 56% in 
English, mainly because of the ambiguity of the 
expression "I'm done with" as in the post in Figure 3 
where user Potapych simply informs others that they 
have finished their task. 

Figure 3: False positive extracted post (I am done 
with) 

https://en.wikipedia.org/wiki/Talk:4th_Panzer_Division#War_Crim
es_2   

Table 2 gives the relative frequencies of the patterns 
after regrouping them according to the speech acts. It 
shows that direct departure declarations dominate in 
both languages, although this figure should be 
interpreted with caution in English, as it includes the 
indirect 'Declaration of completion' category 
(Figure 3). More broadly, the distribution across 
categories suggests that departure announcements 
are not systematically realized through direct speech 
acts, which raises the question of how they can be 
more finely characterized.  

 

 
 

 

 
 

Speech act 
type 

Examples English French 

Direct 
declaration 
of quitting 
(incl. 
Declaration 
of 
completion) 

I quit 
Wikipedia 

I'm going to 
leave this 
discussion 

I'm done with 
this 

69.2% 72,2% 

Marking of 
final 
contribution 

This is my 
last comment 

Last 
message 
from me 

9.6% 4,6% 

Declaration 
of future 
non-
participation 

I won't be 
responding 
any further 

I have 
nothing more 
to say 

14.7% 0,9% 

Distancing / 
withdrawal 

I'm stepping 
away 

I’m out of 
here 

6.5% 26,5% 

   N=5098 N=455 

Table 2: Speech acts underlying departure 
announcements in the two languages and % of posts 

matching with dedicated patterns 

The most striking cross-linguistic differences concern 
the patterns associated with 'Distancing / withdrawal', 
which are considerably more frequent in French 
(26.5% vs 6.5%), while those associated with 
'Declaration of future non-participation' are almost 
absent in French (0.9% vs 14.7%), although this may 
partly reflect differences in pattern coverage. Note 
that Table 2 includes false positives that are 
particularly frequent with the I’m done with pattern 
(Direct declaration of quitting category) and partly 
account for the high proportion of this category in 
English. To investigate further the phenomenon, 
Sections 3 and 4 will now analyse the extracted posts. 

3. The departure message in the 
discussion: who, when, and what 

happens afterwards 
This section presents the analyses of all the posts 
with at least one match (5,098 for English and 455 for 
French). In the following, we consider all these posts 
as a “departure message” (DM) and its author as 
“departure message’s author” (DMA), regardless of 
the validity of the extraction and the exact meaning of 
the message itself. 
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We begin with the raw observations of all the 
occurrences, with a focus on the position of the DM in 
the overall dynamics of the discussion. In order to do 
this, we extracted the following information for every 
post in every thread: identity of the author 
(pseudonym of the registered user or their IP address 
if anonymous), time of the post if available, post's 
order in the thread, and of course the full text of the 
post. 
We begin with an observation of the rank of the DM 
in the thread4. In 15% (E) / 10% (F) of the cases the 
message is the first in the thread. In other words, the 
DMA specifically created a new thread in which they 
announce their departure. Such cases are naturally 
based on previous events or interactions in other 
threads and/or on other channels of communication. 
Table 3 gives the details for the subset of DMs when 
they are the first post in the thread. It shows that in the 
majority of these threads a discussion takes place 
which frequently involves subsequent posts by the 
DMA.  

Feature English 
#             % 

French 
#          % 

DM is the first in the 
thread 

744  14.6 50 11.0 

No response 
afterwards (single 
post thread) 

255 34.3 23 46.0 

Mean number of 
posts in thread 

4.8±0.3 5.3±1.0 

DMA posts another 
message 
afterwards 

489 66.0 2 56.0 

Table 3: Statistics when DM is the first post

The following analyses apply only to cases where DM
is not the first in the thread.

We first considered the rank at which the DM is posted 
(85/89 % of the cases). The mean absolute rank of 
the DM is 13.7±0.2 for English and 15.4±0.7 for 
French, indicating a late announcement of departure 
in the thread. The average thread length is 22.2±0.3 / 
25.1±1.3 posts in our data, which is clearly in the high 
range of the spectrum when compared to the average 
thread length (4.9±0.0 / 5.6±0.2 in the whole corpus, 
excluding 1-post threads which constitute around 50% 
of all discussions). Threads containing a DM would 
therefore be longer in terms of the number of 
messages than the standard.

We then measured the rank of appearance of the 
DMA. If we use A, B, C etc. to identify the users in 
order of appearance (A is the author of the 1st post), 
this gives the distribution shown in the histograms in 
Figure 4.

 
4 All calculations shown consider English and French separately 
and in that order when written (E/F). M±SE gives the mean value 
and standard error. 

Even if the departure message is not the first, the 
creator of the thread (A) can be the DMA, although it 
is more frequently the second one (B). Subsequent 
participants can also post DM, up to rank Z for English 
and T for French. As could be expected the DMA is 
very rarely anonymous and in less than 1% of cases 
for English, and never for French the DM is signed by 
the user’s IP address rather than their username. 

Figure 4: Rank of the DMA when the post is not the 
first  

Naturally, the position of the DM depends on the 
length of the thread. We calculated its relative rank 
(normalised on the number of posts in the thread) and 
crossed it with thread length:  Spearman’s ρ is 
significantly negative in both corpora (-0.17/ -0.25). 
This can be seen in more detail in Figure 5: the 
colored trend lines are obtained by LOESS and the 
gray area shows the standard error. 

Figure 5: Relative position of the DM in the thread. 
(0=first post, 1=last), versus thread length. Not 
considering threads where the DM is the first post 
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Figure 5 shows that in longer threads the DM is 
posted relatively earlier than in shorter ones, 
indicating that early DMs entail longer subsequent 
discussions.  
If we consider the previous posts by the DMA, in 
only 21%/16% of the cases the DM is the first 
message written by the DMA in the thread. In other 
words, most of the time the DMA are already engaged 
in the discussion before expressing their departure. 
Another interesting aspect is the delay between the 
DM and the previous one in the thread. Although 
there is a huge variance in terms of time profiles in the 
threads, 55%/51% of the DMs are posted less than 1 
hour after the preceding post. This is the case for only 
33%/35% when considering all the messages in our 
corpus: DMs are thus written more quickly than usual 
as a response. 

As with cases where the DM appears first in the 
thread, we examined what happens afterwards. The 
DMA posts a subsequent message in 48% of the 
cases (for both languages), which is a bit lower when 
compared to threads in which the DM is the very first 
message (66%/56%). Another feature expresses the 
fact that announcing a departure is not the end of the 
discussion: the DM is the last of the discussion in only 
14.8%/17.6% of the threads. 

The final feature we examined is the location of the 
departure pattern inside the message itself. We 
calculated the relative amount of text preceding the 
occurrence of the pattern (number of characters). 
Results are shown in Figure 6, which shows a similar 
trend in both languages: the departure pattern is 
either at the very beginning of the message (25%) or 
at the end (~30%, as in Figure 2) (note that the 
relative position is dependent on the length of the 
pattern itself, and that most posts comprise a 
signature and an automated timestamp at the end). In 
both cases, this means that the departure 
announcement is preferably positioned at a salient 
position in the post. 

Figure 6: Relative position of the quitting pattern in 
the message. (0=beginning, 1=end).  

As a temporary conclusion, these analyses show a 
remarkable homogeneity across the two languages, 
which should be further refined with a more accurate 
extraction. Although quite rare, the DMs also present 
a number of interesting variations across the contexts 
(in terms of chronology and global interaction) which 
hint at more detailed aspects such as the motivation 
and reality of the departure. These require a manual 
examination and further analysis which we present in 
the next section. 

4. Leave … in Wikipedia - particularities 
and motivations 

In this section we present the annotation that we 
carried out on the candidate DMs described in the 
preceding section, in order to characterise the type of 
departure expressed in the DM and the reasons given 
by the user to explain their decision to leave. 
4.1 A typology of departure announcements 
We manually annotated two samples, one for each 
language, each comprising 110 messages. The two 
samples were divided among the five authors, with 
three annotators assigned to each item. Each coder 
annotated 60 DMs per language using the following 
procedure: read the content of the post in which the 
pattern has been highlighted and for which contextual 
information was provided (title of the article and the 
thread, position of the post in the thread and author's 
pseudo and rank, link to the whole discussion on the 
Wikipedia talk page if necessary); then indicate in a 
spreadsheet the categories listed in Table 3. 

Category Values / Description 

Type What is the user expressing: [D1] an 
actual departure; [D2] a possible 
departure; [T] a threat to leave; [O] 
something else i.e., false positive item 
(may be commented).  

Temporality How long will the departure last: [P] 
Permanently or [T] Temporarily 

Object What is being left: [D] the discussion 
(the thread or the talk page in general); 
[A] involvement in editing the article 
and consequently involvement in the 
talk page [W] the entire Wikipedia 
community 

Motivation  What is the reason for the departure 
(multiple values allowed): [IC] 
Interpersonal conflict (exhaustion or 
annoyance related to the behavior of 
one or more other users); [CP] Conflict 
of principle (disagreement on a point in 
the article or when a Wikipedia rule is 
violated); [GL] graceful departure; [PU] 
the Page’s or talk's Uselessness 
(indifference or disillusion); [O] other; 
[no] No explanation is given. 

Table 3: Categories for annotating the DMs. 

56



 

 

The Type feature is used to annotate both the type of 
departure and false positive items5. If the Type 
involves a departure (even if it is a threat), the coder 
must specify the Temporality, the Object and 
whether the Motivation is explicit or not. The type of 
motivation is annotated in a second stage, after a 
curation phase (see below). 
Krippendorff's alpha (Paun et al. 2022) calculated for 
the Type feature gives an inter-annotator agreement 
of 0.55 for English and 0.65 for French, up to 0.58 and 
0.71 respectively when merging the Types [D1] 
(actual departure) and [D2] (possible departure). 
These scores give us confidence in our annotation 
grid. 70/110 English posts and 86/110 in French were 
triple annotated with the same type. Possible 
departures [D2] and threats to leave [T] are very rare 
and proved particularly difficult to annotate, given their 
inherent pragmatic ambiguity - inter-annotator 
agreement was only reached on 2 items in English 
and 7 in French. In English, the two main types are 
[D1] and [O]ther. These two Types are those that 
show the greatest hesitation and, indeed, 
disagreement, as illustrated in Figure 7., where it is 
not clear whether the user Shane King will leave the 
discussion or not, given the vague nature of the 
expression "I'm done" used twice in the post ("I'm 
done with it" and "be done with it"). 

Figure 7: Annotators disagreement between 
announcing a departure or something else ([D1] or 

[O]) 
https://en.wikipedia.org/wiki/Talk:Atheism/Archive_9#Request_for

_comment  

We decided to conduct a curation phase involving the 
5 coders in order to provide a consensual dataset for 
French only, given the lower number of false positives 
(24%) and of items with disagreement (24 on 110) in 
this language. The curation focuses solely on the 
"Type" category as we found that when coders agreed 
on the Type category, they generally agreed on the 
others as well. 
4.2 How to leave, what to leave and why 
Table 4 shows the number of French posts for each 
category and their distribution relative to the 88 true 
positives curated French items.  

 

 

 
5 The multiple annotation of false positive items has been 
supplemented by a single annotation of a few dozen additional 
items for each language. 

Type # % 

[D1] actual departure 81 74 

[D2] possible departure 5 4.5 

[T]threat to leave 2 2 

[P]ermanent departure  76 86 

Object of departure: [D]iscussion 52 59 

   [A]rticle editing 15 17 

   Multiple objects 16 16 

   [W]ikipedia 5 5 

Explicit motivation 83 94 

[IC] Interpersonal conflict 36 33 

[CP] Conflict of principle 22 20 

[GL] gracefully leaving 22 20 

[PU] the Page’s or talk's 
Uselessness 9 8 

[O] other 2 2 

Total of True Positives 88 100 

Table 4: Curated dataset for French with % on the 
88 True Positives (TP) 

The results of the human annotation show that, when 
expressing a departure, users confidently state that 
they are leaving permanently, most often from the 
discussion only, less frequently from the article co-
editing group, and very rarely from the Wikipedia 
project as a whole. It is not uncommon, however, for 
users to announce a departure from both Wikipedia 
and the discussion as in Figure 1. 
Most of the time, they explain the reasons for their 
departure. In 20% of cases where a reason is given, 
they "leave gracefully" the discussion, as in Figure 8 
where the user Racconish opens a new thread to 
announce the end of a conflict ("Fin de la médiation") 
and, by the way, the end of its involvement in this 
discussion ("; et je me retire de la discussion"). This 
post is followed by a series of thank you posts ("Merci 
Racconish…" )6. 
 

 

 

 

6 No example of this kind occurs in the English sample.  
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Figure 8: Leaving gracefully7 
https://fr.wikipedia.org/wiki/Discussion:Olivier_Voinnet#Fin_de_la_ 

m%C3%A9diation

Unfortunately, such departure on relatively good 
terms is not the most common scenario. Most of the 
time, users leave because of a conflict (53%) that may 
be inter-personal (Figure 1 and Figure 2), a matter 
of principle or both. Figure 9 shows a post in which 
user William announces his departure from the 
discussion because of both an inter-personal conflict 
("An editor who has accused me falsely of lying and 
won't retract it or apologize") and a conflict of principle 
("An editor who [...] don't know at least 4 WP 
policies").

Figure 9: Leaving because a conflict 
https://en.wikipedia.org/wiki/Talk:2010_Israeli_Air_Force_CH-

53_crash#Contested_deletion   

The post in Figure 9 is the 18th in a thread made of 
21 posts involving only two users: the "Editor who…" 
and William, the one who is leaving. In this debate, a 
user is contesting the deletion of the article, deletion 
that William supports by citing concerns about the 
reliability of sources, one of the pillars of Wikipedia 
policies8. 

5. Conclusion  
Overall, the annotation confirms that departure 
announcements on Wikipedia talk pages constitute a 
pragmatically rich and heterogeneous phenomenon. 
From a methodological perspective, the 
complementarity between humans and LLMs has 
proved valuable, although the question of whether our 
current patterns fully capture the phenomenon 
warrants further investigation. 
Further research could extend this work in several 
directions: combining the analysis with user page 
templates such as wikibreak or retired to obtain a 
more complete picture of editor withdrawal; and 
exploring whether the current context of threats and 
harassment is associated with an increase in 

 
7 "Thank you Lewisiscrazy, [...]. As all the issues [...] have now been 
resolved, I consider the mediation to be concluded with three 

departure announcements. In this perspective, Lerner 
et al. (2011) offers a counterintuitive finding that would 
be worth exploring further: participation in 
controversial pages would not necessarily predict 
departure, suggesting that the relation between 
conflict and departure is more complex than it might 
appear. 
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Appendices 
A. Prompt for defining quitting patterns 
I'm analysing a large corpus of online interactions 
between contributors to Wikipedia (in wikipedia talk 
pages). I'm interested in identifying all situations in 
which one of the contributors declares that he/she is 
quitting the current discussion, or even his/her 
participation in Wikipedia. This generally happens 
after a difficult or harsh discussion or deep 
disagreements with the other participants. I need to 
design a set of regular expressions that can match 
most of these declarations based on the raw extracted 
text (not normalised nor corrected). I'm targeting 
expressions using verbs such as "leave", "abandon", 
"quit", and similar. This can be either first-person verb 
phrases ("I quit Wikipedia") or other syntactic 
structures. 
You will provide several regular expressions that will 
be used conjunctively. The regular expressions need 
to be robust and take into account the variations in 
terms of word forms and insertion of other words. Use 
PCRE syntax. Give a first set of regular expressions 
for English and a second set for finding the exact 
equivalent on French data. 

B. Patterns for announcing a departure in 
English 

Linguist_1: 
\b((I\sam|I'm|Im)\sgoing\sto|I\swill|I)\s 
(quit|stop)\s([\w\'\-
]+\s){0,8}(WP|wikipedia|discussion|page|talk)s?\
b 
Linguist_2: 
\b((I\sam|I'm|Im)\sgoing\sto|I\swill|I)\sleave\s
([\w\'\-
]+\s){0,2}(WP|wikipedia|discussion|page|talk)s?\
b 

LLM_1a: 
\bI\s*(?:am|'m)?\s*(?:just\s+|now\s+|officially\
s+)?(?:going\s+to\s+)?(?:quit|leave|abandon|exit
|drop)\s+(?:this\s+)?(?:discussion|thread|conver
sation|page|debate|wiki|wikipedia)\b 
LLM_1b: 
\bI\s*(?:quit|leave|left|leaving|abandon(?:ed|in
g)?|exit(?:ed|ing)?)\b.{0,40}\b(?:wikipedia|this
\s+(?:discussion|thread|page))\b 

LLM_2a: 
\bI\s*(?:am|'m)\s*(?:completely\s+|totally\s+)?(
?:done|finished)\s+(?:with|here|with\s+this)\b 

LLM_2b: 
\bI\s*(?:am|'m)\s*out\b.{0,30}\b(?:of\s+here|of\
s+this\s+discussion)\b 

LLM_3a: 
\bthis\s+is\s+my\s+last\s+(?:comment|post|messag
e|reply)\b 

LLM_3b: 
\blast\s+(?:comment|post|message)\s+(?:from\s+me
|by\s+me|here)\b 

LLM_4: 
\bI\s*(?:won't|will\s+not)\s*(?:be\s+)?(?:partic

ipating|responding|commenting|replying)\s+(?:any
\s+)?(?:more|further)\b 

LLM_5a: 
\bI\s*(?:am|'m)?\s*(?:just\s+)?(?:stepping|step)
\s+(?:away|back)\b 

LLM_5b: 
\bI\s*(?:am|'m|will|'ll)?\s*(?:leave|leaving)\s+
(?:this\s+)?(?:discussion|thread|conversation)\b 

LLM_6a: 
\b(?:no\s+further|no\s+more)\s+(?:comments|respo
nses|replies)\s+(?:from\s+me)?\b 

LLM_6b: 
\bI\s+have\s+(?:nothing\s+more|nothing\s+further
)\s+to\s+say\b  

C. Patterns for announcing a departure in 
French 

Linguist_1: 
\b(je\s|j')(?!vous\s|ne\s|n\'|ne\svous\s)([\w\'\
-
]+\s){0,5}(arr[êe]te(r|rais?)?|stoppe(r|rais?)?|
cesse(r|rais?)?|quitte(r|rais?)?|abandonne(r|rai
s?)?)\s([\w\'\-
]+\s){0,5}(discussion|débat|page|wp|wikip.dia)s?
\b  
Linguist_2: 
\b(je\s|j')(?!vous\s|ne\s|n\'|ne\svous\s)([\w\'\
-]+\s){0,5}me\sretire(r|rais?)?\s([\w\'\-
]+\s){1,5}(discussion|débat|page|wp|wikip.dia)s?
\b 

Linguist_3: 
\bje\s(?!vous\s|ne\s|n\'|ne\svous\s)([\w\'\-
]+\s){0,5}laisse(r|rais?)?\stomber([\w\'\-
]+\s){0,5}(discussion|débat|page|wp|wikip.dia)s?
\b  
LLM_1a:   
\bj[e']\s*(?:vais\s+)?(?:quitter|laisser|abandon
ner|arrêter)\s+(?:cette\s+)?(?:discussion|page|c
onversation|débat|wikipédia)\b  

LLM_1b:   
\bj[e']\s*(?:quitte|quitterai|quittais|quitté|qu
ittant|abandonne|abandonnerai|abandonne)\b.{0,40
}\b(?:discussion|page|wikipédia)\b  
LLM_2:   
\bje\s+suis\s+(?:fatigué|las|lassé)\s+(?:de\s+ce
tte\s+discussion|de\s+discuter)\b  
LLM_3a:   
\b(?:c['’]est|ceci\s+est)\s+mon\s+dernier\s+(?:c
ommentaire|message|post)\b  
LLM_3b:   
\bdernier\s+(?:commentaire|message)\s+(?:de\s+ma
\s+part)\b  
LLM_4: 
\bj[e']\s+(?:ne\s+)?(?:vais\s+)?plus\s+(?:partic
iper|répondre|intervenir|commenter)\b  
LLM_5: 
\bj[e']\s*(?:vais\s+)?(?:me\s+retirer|me\s+retir
e)\s+(?:de\s+)?(?:cette\s+)?discussion\b  
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Abstract
This study investigates the spread of personal pronoun declarations as a sociolinguistic innovation in large digital 
social media networks. Previous research has shown that linguistic innovations spread primarily via weak network 
ties, while strong ties inhibit language change. However, this difference has been shown to level out in large 
networks. Pronoun declarations as a sociolinguistic phenomenon have been studied with respect to social activity 
and online connectedness, but there are no studies that investigate the innovation in networks of different sizes and 
strengths. This study analyzes pronoun declarations in large digital social networks, considering both network 
strength and size to test whether the weak-tie hypothesis holds in the context of pronoun declarations on social 
media. The results suggest that contrary to previous findings, pronoun declarations seem to be more prevalent in
strong-tie networks. The leveling effect of larger networks is nevertheless observed. 

Keywords: social networks, personal pronouns, social media, network strength, network size

1. Introduction
Declaring personal pronouns as a form of gender 
identity expression has become widespread 
across a range of social settings and varieties of 
English (Baron, 2020: 6). Individuals use 
declarations such as they/them, she/her, or any 
pronouns in their email signatures or social media 
profile descriptions to express their unique gender 
identity (Baron, 2020: 6; King and Crowley, 2024). 
This highly visible sociolinguistic innovation 
spreads across geographical regions and 
varieties of English, which is particularly evident 
in the context of digital social networks. As 
communities of social support and exchange of 
information, individuals’ social networks play a
major role in the spread of linguistic innovations 
(Milroy and Llamas, 2013). Studies have 
suggested that innovations spread primarily in 
weak, loose-knit networks rather than strong, 
close-knit networks, which is often referred to as 
the weak-tie hypothesis (Milroy and Llamas, 
2013; Laitinen and Fatemi, 2023).
Previous work has investigated pronoun 
declarations on social media with regard to social 
activity and connectedness of pronoun-declaring 
users (Jiang et al., 2023; Tucker and Jones, 
2023). However, most analyses have focused on 
US-based data rather than expanding to other 
varieties of English. Moreover, previous studies 
have examined network aspects by looking at 
social media users’ overall connections, without 
considering individual networks and additional 
factors such as network strength and size. Finally, 
no previous research has looked at the 
phenomenon of declaring personal pronouns in 
the specific context of the weak-tie hypothesis. 
This study works with the concept of ego networks 
to analyze more fine-grained network structures 
than previous studies, considering both network 
size and network strength in an analysis of

pronoun declarations as social phenomenon on 
social media. It uses large-scale social media 
data from three different English-speaking 
regions, thereby expanding previous analyses 
beyond the US-based context. 
The aim is to trace the social phenomenon of 
pronoun declarations in social media data 
organized as ego networks. The empirical part 
observes the phenomenon in networks of different 
strengths and sizes to gain insight into the 
application of the weak-tie hypothesis in large 
digital social networks. The study addresses the 
following research questions: 

RQ1 To what extent is network strength 
associated with users’ pronoun declaration 
choices? 

RQ2 What role does network size play in potential 
differences in users’ pronoun declaration habits in 
networks of different strengths? 

The empirical part is quantitative, and the study 
links to previous research on the weak-tie 
hypothesis by investigating a novel sociolinguistic 
innovation in large digital social networks. 

2. Theoretical Background 
This section presents previous studies 
investigating linguistic innovations in social 
networks. Subsequently, it provides an overview 
of research on pronoun declarations in digital 
social networks. 

2.1 Ego Networks and Weak Ties 
An individual’s social network is the combination 
of all relationships they form with other individuals 
(Milroy and Llamas, 2013). Social networks are 
crucial to humans as they provide social support 
and access to information (Milroy and Llamas, 
2013). The connections that individuals form with 
each other vary in strength according to quality 
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and frequency of interactions (Laitinen and 
Fatemi, 2023). According to Granovetter (1973), 
weak network ties are particularly well-suited for 
transmitting novel information, as they tend to be 
located on the periphery of communities and 
connect several close-knit groups. Milroy and 
Milroy (1985) were the first to apply Granovetter’s 
weak-tie hypothesis to language, suggesting that 
the spread of linguistic innovations is facilitated by 
weak network ties, while strong ties inhibit 
linguistic change. They conducted several case 
studies of phonological variation, each of which 
confirmed that individuals that are in the center of 
close-knit communities tend to adhere more to the 
vernacular norm than individuals that are less 
integrated in the community (Milroy and Milroy, 
1985). 

The ethnographic nature of Milroy and Milroy’s 
(1985) analysis limited their work to networks of 
around 30 to 50 individuals. However, studies 
have shown that human networks can be much 
larger, with individuals successfully maintaining 
more than 200 social connections (McCarty et al., 
2001). More recent research has thus reviewed 
the weak-tie hypothesis in much larger networks. 
Del Tredici and Fernández (2018) investigate 
lexical innovations in Reddit forums and find that 
users who first use an innovation have many 
weak-tie connections to other users, while strong-
tie connections are important for further spreading 
innovations once they have been introduced. Zhu 
and Jurgens (2021) likewise analyze the spread 
of neologisms in Reddit networks and find that 
certain network structures such as lack of within-
network clusters and a high number of inter-
network connections facilitate the spread of 
neologisms. In addition, they observe network 
size to play a substantial role in the spread of 
lexical innovations, with large networks providing 
fruitful ground for the spread and retention of 
neologisms. 

Laitinen and Fatemi (2023) use a large social 
media dataset to investigate the spread of two 
linguistic innovations in two varieties of English 
(UK and US). They measure network strength 
based on interactional data such as frequency of 
communication and connectedness in the 
network. Their analysis of smaller networks with 
up to 60 nodes confirms that both innovations are 
significantly more prevalent in weak-tie networks 
than in strong-tie environments. However, when 
expanding the analysis to larger networks with 
more than 60 nodes, the difference between 
strong- and weak-tie networks is much less 
pronounced. Laitinen et al. (2025) obtain similar 
findings in their analysis of swearing on social 
media in three English-speaking regions 
(Australia, UK, US): users swear substantially 
more frequently in weak-tie environments than in 
strong-tie environments, but the difference 
disappears once networks become larger. These 
findings call for further studies to better 

understand the interaction between network 
strength and size with respect to linguistic 
phenomena in digital communication. 
2.2 Pronoun Declarations in Social 

Networks 
Pronoun declarations as a social phenomenon 
constitute a novel topic that has mostly been 
researched by early-career researchers. While 
the phenomenon has not been investigated 
regarding the weak-tie hypothesis, previous work 
has studied it in relation to other network factors. 
Tucker and Jones (2023) find that users who 
declare pronouns tend to have more friends and 
followers who also declare pronouns than those 
who do not declare pronouns. Similar clustering 
effects are observed by Jiang et al. (2023), who 
measure the strength of connections between 
users based on how often they retweet and 
mention each other. They find that users who 
retweet and mention many users who declare 
non-binary pronouns are likely to start declaring 
pronouns themselves (Jiang et al., 2023). 
Prior research has thus found evidence on the 
clustering of pronoun-declaring users in digital 
social networks. However, previous work is either 
solely based on data from the United States or 
does not focus on specific English-speaking 
regions. Moreover, these findings elicit further 
questions about what types of networks facilitate 
the spread of pronoun declarations: do the size 
and strength of a network play a role in how this 
innovation spreads? Further research that takes 
into account more elaborate network structures is 
necessary to investigate the spread of pronoun 
declarations in large digital social networks. 

3. Material and Methods 
This section introduces the material and gives a 
brief overview of pronoun declarations in the data. 
It describes the algorithm used to evaluate 
network strength and presents the methodology. 

3.1 Data 
The dataset used was collected from one social 
media platform (Twitter) in a national digital 
humanities infrastructure project (Fatemi and 
Laitinen, 2025). It consists of user-generated 
messages from 435,460 user accounts. Metadata 
includes background information on tweets, 
users, and their interactions with each other, such 
as retweets, replies, likes, and mentions. The data 
span from 2006 to mid-2023 and come from three 
English-speaking regions (Australia, United 
Kingdom, United States). The collection of 
genuine human accounts was facilitated by filters 
in the data collection process, which excluded 
celebrities, public figures and businesses or 
organizations. User accounts are organized in 
ego networks that consist of one central user 
(ego) and all users connected to them through 
friend relations (alters). The three regional 
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datasets differ in size, the Australian dataset 
being the largest with 201,686 user accounts and 
3,943 million words. The US dataset follows with 
179,484 user accounts and 2,931 million words, 
and the UK dataset is the smallest with 54,290 
user accounts and 960 million words.  
The data are enriched with the network strength 
index (NSI), which measures the strength of ego 
networks based on the connectedness of nodes 
and interaction between them. It is calculated 
based on eight different parameters of 
connectedness and interaction and lies on a scale 
from 0 to 1, where higher values indicate stronger 
networks (Fatemi, 2026; Laitinen and Fatemi, 
2023). 

3.2 Pronoun Declarations in the Data 
Pronoun declarations were extracted from user 
profiles using regular expressions. The 
phenomenon is rare in all three regional datasets: 
5.3% of users in the US dataset declare pronouns 
in the user profile, 3.1% in the UK dataset, and 
2.7% in the Australian dataset. The US dataset 
thus exhibits the highest share of pronoun-
declaring users, with a significant difference to the 
other two datasets (Fisher’s exact test, p-value < 
2.2e-16). The UK and Australian datasets show a 
much smaller, though likewise significant 
difference in pronoun-declaring users (Fisher’s 
exact test, p-value < 0.0005). While the five most 
frequent declarations she/her, he/him, they/them, 
she/they, and he/they make up at least 85% in 
each of the three datasets, the remaining 
declarations exhibit a high variety of diverse 
pronoun combinations. Although this study 
examines the proportion of users who declare 
pronouns rather than the pronouns themselves, 
the creativity and diversity of these declarations 
merit brief acknowledgment. Albicker (in 
preparation), which underpins this study, offers a 
detailed account of the pronoun declarations in 
the dataset. 

3.3 Methods 
The first step explores pronoun-declaring users’ 
tendency to cluster together. This is tested using 
a logistic regression modeling pronoun use as a 
function of the number of pronoun-declaring 
friends within a network. Pronoun use is modeled 
as binary variable (1: declares pronouns, 0: does 
not declare pronouns). The user’s total number of 
friends within the ego network is taken as an 
additional predictor, and an interaction between 
the two predictors is included to allow the effect of 
pronoun-declaring friends to vary with the overall 
number of friends within the network. A random 
effect allows for variation across networks. The 
full model is displayed in Equation (1). Due to 
missing data, the model is limited to include only 
those friends for which profile data is available. 
Within a network, the proportion of friends with 
missing profile data is close to zero across users. 
The model is run and evaluated in R. 

(1) 𝑝𝑟𝑜𝑛𝑜𝑢𝑛𝑈𝑠𝑒 ~ 𝑛𝑢𝑚𝑃𝑟𝑜𝑛𝑜𝑢𝑛𝑈𝑠𝑖𝑛𝑔𝐹𝑟𝑖𝑒𝑛𝑑𝑠
∗ 𝑛𝑢𝑚𝐹𝑟𝑖𝑒𝑛𝑑𝑠𝑊𝑖𝑡ℎ𝐷𝑎𝑡𝑎
+ (1|𝑛𝑒𝑡𝑤𝑜𝑟𝑘𝐼𝐷) 

A subsequent analysis relates the share of 
pronoun-declaring users within a network to the 
network’s strength as measured by the NSI. Using 
k-means clustering, the ego networks are divided 
into two groups according to their strength. 
Although network strength is likely to be linear, it 
is treated as a binary category here to enable 
meaningful analysis of complex data. Networks 
with an NSI of up to 0.415 are considered weak 
networks, and networks with an NSI larger than 
0.415 are classified as strong networks. Networks 
are further pooled into two groups according to 
their number of nodes to test networks of different 
sizes: networks with 50 nodes or less are 
considered small networks, while large networks 
have more than 50 nodes. The threshold of 50 
nodes roughly corresponds to the median of 
number of nodes in the US and UK data, while the 
median in the Australian data lies around 90. 
Despite the differences, a common threshold 
allows for splitting the data into large and small 
CMC networks. The difference in network size in 
the Australian dataset should nevertheless be 
kept in mind when interpreting results. Analyses 
of network strength and size are done in Python. 

4. Results 
Analyzing pronoun declarations and network 
factors provides insights into the spread of 
sociolinguistic innovations in digital social 
networks. The observations shed light on the 
extent to which pronoun-declaring users cluster 
together. Analyses of the size and strength of 
networks enable detecting further patterns of how 
declarations spread in social networks. This 
section presents the results of the network 
analyses described in Section 3.3.  

4.1 Connectivity Analysis 
The first analysis tests the strength of the 
association between a user’s pronoun declaration 
choices and the number of their friends who 
declare pronouns in the network. Figure 1 shows 
the results of the logistic regression described in 
Section 3.3. 

Figure 1: Association of pronoun declaration 
choices and pronoun-declaring friends. 
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The first observation is that the number of a user’s 
pronoun-declaring friends is positively related to 
the user declaring pronouns themselves. The 
effect is present in all three regions, although 
slightly weaker in the Australian dataset. This 
shows that pronoun-declaring users tend to form 
groups with each other. In the UK and US 
datasets, users’ overall number of friends in a 
network is negatively related to their pronoun-
declaration habits, indicating that pronoun-
declaring users tend to have less friends than 
non-pronoun-declaring users. In the Australian 
dataset, this effect is positive, indicating slightly 
more friends for pronoun-declaring users than for 
users who do not declare pronouns. The 
interaction between the two predictors is small but 
significant in all three regions (p-value < 2e-16 in 
all three regions). This suggests that the effect of 
pronoun-declaring friends on a user’s pronoun 
declaration choices gets weaker for users with 
more overall friends in the network.  
These results show effects of connectedness on 
pronoun declaration across regions. Further, they 
suggest that network size plays a role in how 
users’ connections with each other influence their 
pronoun declaration choices. The next subsection 
takes a closer look at the effects of network 
strength and size on pronoun declaration. 
4.2 Network Strength in Small 

Networks 
Figure 2 displays the distribution of pronoun-
declaring users in networks with 50 nodes or less. 
When looking at the full distribution of pronoun 
declarations across all networks, the picture is 
dominated by networks that do not have any or a 
very low number of pronoun-declaring users, 
making visual interpretation difficult. For this 
reason, the figure shows only networks with more 
than one pronoun-declaring user. This is merely 
for the purpose of visualization, keeping in mind 
that any further analyses of the association 
between pronoun declarations and network 
strength should include the full set of networks. 

Figure 2: Distribution of pronoun-declaring users 
in small networks, excluding networks with zero 

or one pronoun-declaring user. 

Figure 2 shows a clearly higher median of 
pronoun-declaring users for strong networks in all 
three regions. However, the overlapping notches 
indicate that the differences are not significant. 
Thus, although strong networks seem to exhibit 
more pronoun-declaring users on average than 
weak networks, more elaborate analyses are 
required to confirm the validity of any association 
between pronoun declaration and network 
strength. 
4.3 Network Strength in Large 

Networks 
Larger networks with more than 50 nodes exhibit 
a slightly different picture. Figure 3 shows the 
respective distributions of pronoun-declaring 
users in each of the three regions. As was done 
for the smaller networks, only networks with more 
than one pronoun-declaring user are included for 
the sake of visibility. 

Figure 3: Distribution of pronoun-declaring users 
in large networks, excluding networks with zero 

or one pronoun-declaring user. 

Figure 3 shows a slight hint of the effect observed 
for small networks (Section 4.2, Figure 2), but 
overall, the differences seem to level out in larger 
network environments. However, these 
observations require more elaborate analysis and 
testing to confirm their validity and to draw 
conclusions regarding differences between 
strong-tie and weak-tie environments, as well as 
smaller and larger networks. 

5. Discussion and Conclusions 
This study investigated the spread of pronoun 
declarations as a sociolinguistic innovation in 
digital social media networks. It analyzed patterns 
of pronoun-declaring users’ connectedness, as 
well as potential effects of network size and 
strength on pronoun declaration. The analysis of 
pronoun-declaring users’ friends within a network 
revealed that pronoun-declaring users tend to 
generally have more pronoun-declaring friends 
than users who do not declare their pronouns. 
This effect was observed across regions, but it 
weakens slightly the more friends a user has 
within the network. The clustering of pronoun-
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declaring users may be explained by two 
processes: pronoun-declaring users form close 
communities with each other based on their 
pronoun declaration habits (pronoun-based 
homophily), and/or users adopt pronoun 
declarations based on other pronoun-declaring 
users in the network (social contagion). Both 
processes may lead to close communities of 
pronoun-declaring users. A subsequent analysis 
of network strength led to similar conclusions: 
when looking at networks with more than one 
pronoun-declaring user, stronger networks 
exhibited more pronoun-declaring users than 
weaker networks. 

Addressing the first research question, network 
strength does seem to be related to the extent of 
pronoun declaration in social networks. When 
looking at larger networks, the differences 
between weak-tie and strong-tie networks were 
much less pronounced. This suggests that any 
differences in prevalence of pronoun declarations 
level out in networks larger than 50 nodes, which 
was used as a threshold. Regarding the second 
research question, network size substantially 
influences the relationship between network 
strength and the pronoun declaration 
phenomenon. It is thus crucial to take both 
network strength and size into account when 
investigating the spread of this innovation in 
digital social networks. This finding is consistent 
with previous observations on linguistic 
innovations (Zhu and Jurgens, 2021; Laitinen and 
Fatemi, 2023). 
The findings on pronoun-based homophily and/or 
social contagion support previous results from 
limited data (Jiang et al., 2023; Tucker and Jones, 
2023). Previous research has found evidence for 
pronoun-based homophily in US-based social 
media data, but this study confirms these findings 
across three varieties of English. This pattern 
emphasizes the social function of pronoun 
declarations in not only forming individual gender 
identity but also signaling group membership and 
building communities of support. The results 
obtained in this study further highlight the global 
nature of pronoun declarations as a relevant 
sociolinguistic innovation, which spreads not only 
within the United States, but across geographical 
regions and varieties of English. 
In the context of small networks, the observations 
suggest that this social innovation is more 
prevalent in strong-tie networks than in weak-tie 
networks. Based on Milroy and Milroy’s (1985) 
work on offline networks and recent studies on 
online networks (Laitinen and Fatemi, 2023; 
Laitinen et al., 2025), it would be expected that 
weak-tie networks exhibit higher proportions of 
pronoun-declaring users than strong-tie networks. 
A distinction should be drawn between internal, 
unconscious changes from below, and conscious 
changes from above (Labov, 2007). Pronoun 
declarations are likely to be a conscious change, 

where individuals actively choose to declare 
pronouns to express gender identity. Conscious 
changes are often associated with loose-knit 
communities rather than close-knit networks, 
which maintain linguistic norms (Milroy and 
Llamas, 2013; Kerswill and Williams, 2000). 
However, the present observations suggest that 
this conscious change is facilitated in strong-tie 
environments, thus challenging previous findings. 
Conscious changes from above have sometimes 
been associated with prestige and elite social 
groups, while pronoun declarations do not seem 
to be connected to social status. Milroy (2003), on 
the other hand, draws a distinction between 
ideology-free changes, which occur 
independently from social factors and across 
speech communities, and ideologically motivated 
changes, which are driven by social factors. 
Rather than a prestige-based change, pronoun 
declarations may perhaps be characterized as 
ideologically motivated change, where speakers 
use pronoun declarations to feel and indicate a 
sense of belonging to a certain social group. 

These findings call for a reconsideration of 
pronoun declarations as a sociolinguistic 
innovation. Pronoun declarations differ from other 
linguistic innovations in that they are 
predominantly used by members of the LGBTQ+ 
community and supporters thereof. Such 
communities could be close-knit groups based on 
mutual trust and social support, which would 
explain the higher prevalence of pronoun 
declarations in stronger networks. Owing to the 
amount of trust and comfort often required for 
disclosing one’s personal pronouns, it may be that 
for the spread of this innovation in particular, 
strong network ties are more important than weak 
network ties. However, the results obtained in this 
study should be tested for their significance to 
support these conclusions. 
This study also observed that differences 
between strong-tie and weak-tie networks 
substantially decreased in larger networks with 
more than 50 nodes. This finding is in line with 
recent research on the weak-tie hypothesis 
(Laitinen and Fatemi, 2023; Laitinen et al., 2025). 
In this setting in specific, the leveling in larger 
networks suggests that pronouns are shared 
specifically in small, close-knit groups that create 
a safe space for gender identity expression. Once 
communities become larger and less 
overseeable, declaring one’s pronouns may be 
riskier even in strong-tie communities. The 
relationship between pronoun declarations and 
networks of different strengths and sizes should 
be studied further to confirm these insights. 

The observations presented are limited by the 
rarity of the pronoun declaration phenomenon. 
The data contains many networks with no or very 
few pronoun-declaring users, which is why 
meaningful variation could only be observed for 
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networks with a minimum number of pronoun-
declaring users. More elaborate statistical 
methods such as zero-inflated models (Cameron 
and Trivedi, 2013: 139–141) may give better 
insight into the significance of results. Future work 
will revisit pronoun declarations in social networks 
of different strengths and sizes using a model-
based approach. 

This study is further limited by the lack of 
diachronic data due to profile data and network 
structures being recorded only at the time of data 
collection. Since comparisons of different stages 
of the same profile were thus not possible, the 
study did not track changes in pronoun 
declarations over time. Access to large diachronic 
social media data would enrich future studies that 
investigate the spread of pronoun declarations in 
digital social networks. 
The choice of social media platform in this study 
may influence the results in several ways. Twitter 
is described as news-centered social media 
platform that is particularly representative of vocal 
individuals and influential figures (Bruns and 
Stieglitz, 2014). Identity expression may be less 
in focus for users than the expression of opinions. 
Twitter is further dominated by male users, a 
finding that is based on assigned gender labels, 
but roughly translates to a prevalence of users 
who identify as male (Mislove et al., 2011). The 
data studied here shows binary she pronouns to 
be the most prevalent, indicating that users 
identifying as female are more likely to declare 
their pronouns than users identifying as male. 
Both gender bias and the focus on news and 
opinion expression may affect the proportion of 
pronoun-declaring users in networks. Other social 
media platforms may show both higher and lower 
representation of pronoun-declaring users, 
leading in turn to differences in network dynamics. 
In the future, additional platforms could be 
considered in a comparative approach, 
investigating whether this innovation spreads in 
the same way in different social media contexts. 
Despite the phenomenon being rare, the data 
provides ample basis for more close-up analyses 
of pronoun declarations in social networks. This 
will enable future research to investigate the 
phenomenon with regard to specific network 
environments and pronoun combinations. 
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 Abstract 
This study evaluates the ability of a Large Language Model (LLM) to analyze discourse-pragmatic phenomena in 
English-language social media threads by going beyond simple agreement with human-assigned annotations to 
incorporate the LLM’s reasoning. Content analysis methods are employed to compare Gemini 2.5 Pro and human 
annotators along multiple dimensions with respect to their annotation of two Reddit threads for speech acts and 
politeness using Computer-Mediated Discourse Analysis (CMDA) methods. Taking its reasoning into account 
reveals Gemini to be performing these tasks at a higher level than exact human-LLM agreement metrics do; it 
shows the LLM making few actual errors of either code assignment or reasoning, except for over-coding politeness. 
We argue that LLM reasoning, as an emerging genre of AI-mediated communication, is both a source of analytic 
insight and a promising object for discourse analysis.  

Keywords: Generative AI, CMDA, Reddit 

1. Introduction 
Large language models (LLMs) are a new and 

rich resource for CMC studies, praised for their 

potential to assist human analysts and allow 

phenomena previously considered to be 

qualitative in nature to be automated and 

analyzed at scale (e.g., Han et al., 2025). A 

common way to evaluate their performance is to 

compare LLM annotations to human annotations 

of the same text sample(s), much like interrater 

reliability is measured between human coders. 

However, exact-match agreement with human 

annotators may not be the best way to assess 

LLMs’ ability to analyze online discourse. 

Exact-match agreement is limited as a measure 

of accuracy because it treats human annotation 

as the reference standard. This assumption can 

lead to overestimation of LLM performance when 

human annotators and LLMs converge on the 

same interpretation, even if that interpretation is 

suboptimal. In such cases, agreement reflects 

consistency with human judgments rather than 

correctness. 

Exact-match agreement can also 

underestimate LLM performance. Unscripted 

discourse is often ambiguous and may support 

multiple plausible interpretations. When an LLM 

assigns a reasonable code that differs from the 

human annotation, its response is counted as 

incorrect despite being defensible. As a result, 

exact-match agreement may fail to capture the 

quality of the LLM's underlying analysis. 

In addition to these issues, taking human-LLM 

agreement as the sole measure can lead 

researchers to overlook other important evidence 

of an LLM’s ability. In this paper, we argue for an 

interpretive pluralism that supplements 

agreement measures with qualitative analysis of 

the LLMs’ reasoning. Reasoning in LLMs is an 

emergent capability arising from large-scale 
language modeling, in which models generate 

outputs that resemble logical reasoning without 

performing formal symbolic inference (Naveed et 

al., 2025). Although reasoning is structured by the 

instructions in the prompt provided to the LLM (for 

example, the instruction to follow a sequence of 

intermediate steps), an LLM can reason beyond 

its literal instructions to describe abstractions, 

inferences, and cause-and-effect relationships, 

using learned patterns of how similar data are 

typically discussed. In this study, we treat LLM 

reasoning as an emerging genre of AI-mediated 

communication (Hancock et al., 2020) that can be 

mined as both a source of insight and an object of 

analysis. 

Specifically, we analyze the reasoning of 

Google’s Gemini 2.5 Pro when tasked with 

analyzing speech acts and politeness in two 

social media threads. We demonstrate that the 

LLM’s reasoning about its interpretations is a 

more revealing indicator of its capacity to interpret 

these discourse-pragmatic phenomena than 

simple LLM-human agreement measures. In 

addition to indicating why it made certain 

annotation choices and whether its reasons for 

doing so were consistent with the guidelines it 

was provided, Gemini’s reasoning included 

interpretations that the human researchers found 

insightful and that they sometimes evaluated as 

superior to their own. The results of the reasoning 

analysis led us to upgrade our assessment of the 

LLM’s capacity to analyze online discourse 

compared with earlier LLM-human agreement 

results reported in Herring et al. (forthcoming).  

2. Previous Relevant Work 
Significant research has been conducted on the 

linguistic evaluation of LLMs (e.g., Chang et al., 

2023; Curry et al., 2024). This includes, in recent 
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years, their ability to analyze discourse-pragmatic 

phenomena that are traditionally analyzed using 

qualitative methods, such as speech acts 

(Sherstinova et al., 2024; Su and Ye, 2025; Yu et 

al., 2024), impoliteness (Andersson and McIntyre, 

2025), sarcasm (Bojić et al., 2025), and hate 

speech (Breazu et al., 2024). These studies 

predominantly operationalize LLM performance in 

terms of agreement with human annotations as a 

single reference, even in domains where multiple 

interpretations may be plausible, and treat 

correctness as alignment with human judgments. 

Some report near human-like performance 

according to this measure, while other studies 

report middling agreement, along with problems 

such as limited contextual awareness (Han et al., 

2025; Sherstinova et al., 2024).  

However, it is difficult to know what to take away 

from these agreement findings as a whole. The 

studies draw on diverse analytical traditions, 

ranging from latent content analysis (Bojić et al., 

2025) to speech-act theory and corpus 

pragmatics (Sherstinova et al., 2024; Su & Ye, 

2025; Yu et al., 2024) and qualitative thematic 

analysis (Breazu et al., 2024; Meng et al., 2025). 

They also employ disparate data types that 

challenge LLMs to different degrees, including 

single sentences from existing databases (Bojić et 

al., 2025), sentences selected for their 

characteristic grammatical features (Su & Ye, 

2025; Yu et al., 2024), experimentally elicited 

messages (Meng et al., 2025), and natural, 

extended discourse sequences in both speech 

and CMC (Breazu et al., 2024; Sherstinova et al., 

2024). Moreover, prompt descriptions are often 

limited, making it difficult to determine whether 

differences in reported performance reflect 

differences among LLMs, differences in 

prompting strategies, or both. 

Existing studies also generally evaluate the 

outputs produced by LLMs without engaging 

systematically with the reasoning processes that 

underlie them, despite the interpretive nature of 

the tasks. Recent work in NLP has begun to 

exploit LLM reasoning to assess answer 

correctness, including by examining whether 

explanations genuinely support the answers they 

accompany (Lanham et al., 2023; Wang et al., 

2022). However, despite growing interest in 

reasoning-based evaluation, few studies have 

incorporated this perspective into assessments of 

LLM performance on discourse-pragmatic or 

other interpretive linguistic tasks. 

 
1 The full taxonomy, with definitions and examples, is 
available at https://homes.luddy.indiana.edu/herring/ 
cmc.acts.html. 

3. Methodology 
This study builds on an earlier study (Herring et 

al., forthcoming) that used an exact-agreement 

metric to calculate the accuracy of three LLMs in 

annotating politeness, speech acts, and two 

meta-acts according to guidelines from the 

Computer-Mediated Discourse Analysis (CMDA) 

methodological paradigm (Herring, 2004). The 

politeness coding scheme (Herring, 1994), 

building on Brown and Levinson (1987), 

distinguishes four categories: observations of 

positive politeness (+P), violations of positive 

politeness (-P), observations of negative 

politeness (+N), and violations of negative 

politeness (-N). The CMC Act taxonomy (Herring 

et al., 2005) consists of 18 acts (Accept, 

Apologize, Behave, Claim, Congratulate, Desire, 

Direct, Elaborate, Greet, Inform, Inquire, Invite, 

Manage, React, Reject, Repair, Request, Thank), 

as well as two meta-acts: Bona-fide vs. Non-

bona-fide and Self vs. Reported Perspective.1  

The CMDA framework is particularly well-suited 

to evaluating LLM discourse analysis because it 

treats discourse as analyzable along multiple 

intersecting dimensions. It provides theoretically 

grounded categories and interpretive procedures 

for analyzing discourse-pragmatic phenomena in 

computer-mediated contexts. It also recognizes 

interpretive multiplicity, ambiguity, and context 

dependence, thereby enabling evaluation of not 

only annotation outcomes but also the adequacy 

of the reasoning underlying them.  

3.1 Data 
The discourse analyzed in the earlier study, and 

relevant to the present study as well, was 

sampled from two public English-language Reddit 

threads. In the first thread, the original poster (OP) 

describes his experiences in juvenile detention 

after shooting his mother's abusive boyfriend at 

the age of 14. OP’s post, which appears in an 

"Ask me anything" subreddit, ends by inviting 

others to ask him questions about his time in 

prison, and the commenters’ questions are 

overwhelmingly supportive. The first 257 

utterances were sampled from this thread, 

referred to as the Prison thread.  

In the second thread, an OP wonders if it is 

normal for his friends to lose interest in playing an 

online game with him just because he had already 

finished playing it on his own. Although his post is 

framed as a request for advice, commenters 

respond mostly with criticism of OP. We refer to 

this sample, which consists of the first 260 

utterances of the thread, as the Game thread. 

Together, the threads total 517 utterances.2 

2 The threads were collected by students in the CMDA 
course taught by the first author as "toy samples" for 
analysis; such samples typically have ~250 utterances. 
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3.2 Analytical Methods 
The prompt for the LLMs consisted of general 

instructions (including assigning the LLM the role 

of a CMC researcher); the CMC acts, Meta-acts, 

and Politeness coding rubrics; examples of each 

code; and procedural instructions, including 

performing chain-of-thought reasoning (Wei et al., 

2022). Since discourse context is vital for the 

interpretation of pragmatic phenomena such as 

speech acts and politeness, each message was 

embedded within a rich contextual window, 

including the OP, the target utterance and the 

message containing the target utterance, and the 

preceding and following message. 

Across the three sets of CMDA phenomena, 

Herring et al. (forthcoming) found only moderate 

agreement between the LLMs’ annotations and 

master annotations created independently by the 

two authors (one of whom is the originator of the 

CMDA paradigm), taking into account agreement 

that could have occurred by chance. Cohen’s 

kappa scores were between 0.43 and 0.54 for 

ChatGPT-4o, between 0.51 and 0.62 for Gemini 

2.5 Pro, and between 0.51 and 0.72 for Claude 

Sonnet 4. Of the three LLMs, Gemini performed 

best on certain CMC acts and categories of 

(im)politeness that human analysts find most 

challenging to identify consistently. For that 

reason, Gemini’s output and reasoning were 

chosen for further analysis, with a focus on CMC 

acts and politeness. These two phenomena are 

functionally intertwined: Speech acts are the 

social actions that are performed, while politeness 

strategies modulate how those actions are 

realized in context. Analyzing them together 

enables a more complete account of interactional 

meaning and provides a more rigorous basis for 

evaluating LLMs’ ability to interpret discourse.  

In the present study, the human code 

assignments and Gemini’s code assignments 

were compared qualitatively, taking into account 

the LLM's reasoning. We first created a content 

analysis coding scheme, following an iterative 

grounded theory approach in which relevant 

categories emerged from the data, guided by the 

overarching goal of evaluating the LLM's output 

beyond simple agreement with the human-

assigned codes. The codebook consists of four 

variables. It includes a variable for the degree of 

acceptability of a CMC act code assignment (0. 
Better than humans, 1. Same as humans, 2. 

Acceptable but not preferred, 3. Unacceptable) 

and a variable for the politeness code assignment 
(1. Same as humans, 2. No code where humans 

have code, 3. Code where humans have no code, 

4. Different code from human code). Additional 

variables were created for the quality of the LLM’s 

reasoning about those code assignments (1. 
Correct, 2. Partially correct, 3. Incorrect), for both 

CMC acts and politeness. Note that there is no "0. 

Better than humans" code for reasoning, because 

human reasoning was not evaluated. Correctness 

was operationalized as adherence to the CMDA 

guidelines and rubrics that were provided in the 

LLM’s prompt.  

Using this codebook, the two authors manually 

classified Gemini’s code assignments in 

comparison with the human code assignments for 

each utterance in each of the two samples. For 

the Prison thread, interrater agreement was 

82.5% or higher for all four variables. Interrater 

agreement for the Game thread was better than 

88% for each variable.  

4. Results 
The results of the content analysis for the CMC 

acts are reported in Table 1. Percentages in red 

font indicate the percentages of LLM code 

assignments or reasoning that we classified as 

unacceptable or incorrect for each thread. The 

overall incidence of act code assignments that we 

judged to be erroneous is low, only 9.1% on 

average. Errors in reasoning about act codes are 

even less common, only 1.5% on average. 

Code 
Value 

Act Code  
- Prison 

Act Code  
- Game 

Act 
Reasoning 
- Prison 

Act 
Reasoning 
- Game 

0 9.7% 12.3% n.a. n.a. 
1 63.4% 59.2% 73.9% 73.1% 

2 18.7% 18.5% 24.9% 25.0% 

3 8.2% 10.0% 1.2% 1.9% 

All 100% 100% 100% 100% 

Table 1: CMC (speech) act results 

(Act code: 0. Better than humans, 1. Same as humans, 2. 
Acceptable but not preferred, 3. Unacceptable. Act 
reasoning: 1. Correct, 2. Partially correct, 3. Incorrect) 

A majority of Gemini’s act codes agreed with the 

human codes, and its reasoning was judged to be 

correct in more than 73% of the utterances (code 

value 1). An additional 19% of code assignments 

were considered acceptable if not optimal, and 

25% of Gemini’s reasoning was at least partially 

correct (code value 2). Finally, 11% of all act 

codes on average were judged to be even better 

than the human-assigned codes (code value 0).  

An example of Gemini’s interpretation being 

rated better than the humans’ can be found in the 

Prison thread. A commenter responded to the OP 

who murdered his mother’s abusive boyfriend: 

"You had to choose between your freedom or 

allow your sister and mother to continue living in 

fear." The human researchers coded this as a 

Claim act; Gemini coded it as a Congratulate act. 

In its reasoning, the LLM stated: 

The intent is to show understanding and to validate the 
OP's decision by portraying it as a necessary choice 
made under extreme duress. The primary goal is to 
offer emotional support and justification. 
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In response to the prompt instruction 

to "Consider the 2-3 most plausible act options," 

Gemini reasoned as follows: 

**Claim:** The utterance is a subjective assertion 
about the nature of the OP's past situation. It frames the 
event as a binary choice, which is an interpretation or 
opinion. This makes `Claim` a plausible option 

**Congratulate:** This is a very strong candidate. The 
definition for `Congratulate` includes "Validate, 
support". The primary function of this utterance in its 
context is to validate the OP's past actions and offer 
support. By framing the situation as an impossible 
choice, the speaker implicitly justifies the OP's actions, 
which is a clear act of validation. The surrounding 
sentences ("I'm sorry that that asshole put you in that 
position," "you did what you had to do") reinforce this 
supportive function. 

The researchers acknowledged Congratulate as 

a legitimate answer, convinced by Gemini’s 

arguments, which are consistent with the 

definitions for each act code. What persuaded us 

that it is a better answer is that Gemini followed 
the principle of CMDA coding which states: When 

two different acts can plausibly apply, choose the 

less common, and thus, more informative act. 

Claim acts are very common; Congratulate acts, 

less so. The human researchers failed to apply 

this principle. 

Table 2 shows the results of the content 

analysis for politeness. A majority of code 

assignments agreed with the human coders, and 

roughly 89% of Gemini’s reasoning was judged to 

be correct (code value 1) or partially correct (code 

value 2). The percentages of LLM code 

assignments that were judged to be errors are 

again indicated in red font. 

Code 
Value 

Polite 
Code        
- Prison 

Polite 
Code      
- Game 

Polite 
Reasoning 
- Prison 

Polite 
Reasoning 
- Game 

1 73.2% 69.6% 81.3% 78.8% 
2 0.8% 3.8% 10.9% 8.8% 

3 24.5% 19.6% 7.8% 12.3% 

4 1.6% 6.9% n.a. n.a. 

All 100% 100% 100% 100% 

Table 2: Politeness results 

(Politeness code: 1. Same as humans, 2. No code where 
humans have code, 3. Code where humans have no code, 4. 
Different code from human code. Politeness reasoning: 1. 

Correct, 2. Partially correct, 3. Incorrect) 

The incidence of errors is higher for politeness 

than for CMC acts, largely because Gemini over-

applied the +P (observations of positive 

politeness) code in the Prison thread and over-

applied the -P (violations of positive politeness) 

code in the Game thread in cases where the 

researchers did not assign any politeness code 

(code value 3). A smaller number of type 2 and 

type 4 coding errors in politeness also occurred, 

notably in the Game thread.  

An example of Gemini over-coding for positive 

politeness violations is found in the Game thread. 

A commenter posted: "But it may be the last time 

his friends bother including him when they play a 

game together." This utterance is part of a 

comment criticizing the OP for repeatedly 

progressing far ahead of his friends in multiplayer 

games and then being surprised when they lose 

interest in playing with him. Gemini characterizes 

the commenter’s intent as follows (emphasis 

added by the authors): 

The speaker's primary goal is to predict a negative 
outcome for the OP. By stating that OP's friends might 
stop including him, the speaker is highlighting the 
severity of OP's social misstep. This functions as a 
strong criticism of OP's actions and a warning about the 
potential damage to his friendships. 

In response to the prompt’s instruction to "Code 

for politeness/impoliteness," the LLM reasoned: 

The utterance is a strong criticism of the OP's behavior. 
By predicting that OP will be socially excluded by his 
friends, the speaker is attacking OP's positive face—
the desire to be liked, accepted, and seen as a good 
friend. This is a face-threatening act that frames OP as 
socially inept and at risk of losing his friendships. This 
constitutes a violation of positive politeness. Therefore, 
the code is `-P`. It's not a direct insult, but a harsh 
criticism that damages OP's public image. 

In the reasoning samples above, the strongly 

negatively valenced expressions that we italicized 

appear to constitute the basis for Gemini’s 

decision to apply a -P code. Although we 

acknowledged when coding this thread that the 

target utterance could constitute a positive face 

violation in some contexts, we did not think it was 

intended as a serious face threat here, because 

the point the commenter is making had been 

made earlier in the thread, and the commenter 

seemed mostly to be recalling it to set the stage 

for more substantive criticism to follow.  

Andersson and McIntyre (2025) found that 

ChatGPT 3.5 also overcoded impoliteness, 

"erring on the side of hypersensitivity to potential 

offense and mistakenly interpreting neutral 

expressions/non-offensive uses as offensive" (p. 

33). In the present case, in contrast, Gemini’s 

over-application of politeness codes could be 

considered evidence of its ability to analyze 

pragmatic meaning. In our earlier study, Gemini 

was the only one of the three LLMs to apply all 

four politeness codes (+P, +N, -P, -N), and its 

overall degree of accuracy in applying a 

politeness code was almost twice that of the other 

LLMs. We speculate in Herring et al. 

(forthcoming) that in the process of iteratively 
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refining the prompt, we over-optimized it for codes 

that caused the LLMs difficulty,3 leading Gemini to 
over-apply some difficult codes. 

5. Discussion 
Compared to the exact-match accuracy results 

reported in Herring et al. (forthcoming), the results 

of this study paint a more nuanced and more 

positive picture of an LLM's ability to analyze 

online discourse using CMDA methods. First, a 

majority of Gemini code assignments agreed with 

human code assignments. Some were evaluated 

by the humans as even better than human 

assignments, and others were acceptable, even if 

not the humans’ first choice. This captures some 

of the ambiguity inherent in authentic online 

discourse. When "better than human codes" and 

"acceptable but not preferred" responses are 

included, the total percentage of outright errors in 

code assignment is very low for CMC acts (9.1%). 

This would be an excellent interrater agreement 

score in human-conducted CMDA. At an average 

of 28.7% for both threads, the politeness code 

assignment has the highest error rate, mainly due 

to Gemini over-assigning politeness codes.  

Moreover, even in many cases where the 

researchers did not accept Gemini’s code 

assignments, the LLM’s reasoning was evaluated 

positively. Reasoning error scores in Table 1 are 

one-sixth those of act assignment errors, and 

reasoning error scores in Table 2 are less than 

half those of politeness code error scores. Gemini 

reasoned overwhelmingly correctly about the 

discourse-pragmatic phenomena we analyzed, as 

evidenced by these very low error scores. 

6. Conclusions 
In this paper, we demonstrated that LLM 

reasoning can provide valuable analytic insight 

into an LLM’s ability to interpret and classify 

discourse-pragmatic phenomena. Systematically 

evaluating Gemini’s reasoning led us to upgrade 

its performance from moderately good (based on 

exact agreement with human master annotations; 

Herring et al., forthcoming) to very good, overall.4 
In light of this encouraging evidence, we argue for 

supplementing human-LLM agreement measures 

with qualitative analysis of LLM reasoning when 

analyzing discourse phenomena. Such an 

approach can be useful in the early stages of 

evaluation of an LLM, as well as in evaluating 

future LLM versions with evolved capabilities. It is 

especially well-suited for evaluating LLMs for 

discourse phenomena that can have multiple 

plausible interpretations, such as stance, irony, 

 
3 Unlike CMC act codes, which are assigned to every 
utterance, politeness coding in CMDA is selective. One 
must first determine if an utterance is performing 
(im)politeness or not before assigning a politeness 
code, and this determination can be subjective. 

intertextuality, and participant alignment, as 

instantiated, for example, in hate speech (cf. 

Breazu et al., 2024). These phenomena often 

admit multiple plausible interpretations, making 

them difficult to evaluate in terms of a single 

correct analysis. 

We also recommend that researchers evaluate 

LLMs and chain-of-thought reasoning using 

extended sequences of authentic discourse as 

test data, rather than contextless sentences or 

constructed messages, in order to better assess 

LLMs' capabilities in realistic communicative 

settings. Such discourse is readily available in 

social media and other online environments 

across multiple languages. While LLM 

performance and reasoning processes are known 

to vary across languages, evidence suggests that 

key reasoning capabilities generalize cross-

linguistically (Shi et al., 2023; Zhao et al., 2026). 

Multilingual, naturally occurring discourse is 

therefore a particularly valuable resource for 

robust evaluation. 

The present study represents only a first step in 

this direction. We analyzed English CMC from a 

single platform, Reddit, and focused on specific 

discourse-pragmatic phenomena within a single 

methodological paradigm. Addressing these 

limitations will require expanding not only the 

range of data and languages but also the methods 

used to evaluate LLM performance. 

Finally, we propose that LLM reasoning is itself 

a promising object for discourse analysis. When 

cognition is externalized as reasoning, it becomes 

linguistically organized and oriented to an implied 

audience, properties of discourse. Accordingly, 

the discourse through which LLMs externalize 

reasoning can be viewed as an emergent genre 

characterized by recurrent patterns of 

explanation, justification, and analytic sequencing 

that are amenable to systematic discourse 

analysis. At the same time, LLM reasoning 

exhibits novel properties: it is semi-autonomous, 

and communicative agency is distributed across 

training data, the prompting user, and the model’s 

generative processes. These properties 

challenge existing assumptions about 

communicative agency but also create an 

opportunity to adapt and extend discourse-

analytic methods such as CMDA for the 

systematic study and evaluation of AI-generated 

discourse. 

More broadly, LLM reasoning can be viewed as 

a form of AI-produced discourse that extends 

Hancock et al.'s (2020) concept of AI-mediated 

communication (AI-MC) beyond human-human 

4 However, multiple iterations and refinements of the 
prompt were required to achieve this level of 
performance (see Herring et al., forthcoming). 
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interaction. Whereas prior work focused on 

situations in which AI mediates communication 

between people, contemporary communicative 

environments increasingly include interactions in 

which AI acts as a discourse participant, whether 

in human-AI or AI-AI exchanges. Conceiving of 

these phenomena within a common framework 

highlights the shared role of AI in shaping 

discourse production, interpretation, and 

circulation and has the potential to contribute to a 

more integrated theorization of AI-related 

communication.  
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Abstract 
This study looks at whether large language models (LLMs) can annotate reply relations in computer-mediated 
communication. We split the task into two steps, similar to anaphora resolution: target identification, that is finding 
the post that is being replied to, and relation classification, that is deciding what kind of reply it is. We use a 
German Wikipedia talk page corpus that already has a manually checked gold standard, with targets and relation 
types fully annotated, and we test two reasoning-oriented models, Claude Sonnet 4.6 and Qwen3-30B. Both 
models do a decent job at finding the right target. Classifying the type of reply is harder and separates the two 
models clearly: Claude handles all three tested types with balanced predictions, while Qwen assigns the large 
majority of instances to a single type of reply relation.  
Keywords: Reply relations, Wikipedia, CMC 

1. Introduction 
One central aspect of research on 
computer-mediated communication (CMC) 
concerns how participants interact with one 
another and how their contributions are 
structurally and functionally related within a 
discourse. In this context, reply relations 
constitute a key analytical concept, as they 
capture how one post replies to, responds to, or 
generally reacts to specific previous 
contributions. This abstract presents a 
continuation of the work by Herzberg and 
Lüngen (2024) beyond the annotation framework 
by investigating whether such relations can be 
reconstructed automatically using large language 
models (LLMs). 
Reply relations are a specific type of interactional 
relation between posts, where the content of one 
or more previous posts is directly addressed. 
Importantly, they are not limited to explicit 
question-answer patterns but include “any 
response or reaction that occurs when two 
authors communicate” (Herzberg and Lüngen, 
2024, p. 107). This broad definition reflects the 
complexity of CMC interactions, where replies 
can take diverse forms depending on 
communicative intent, platform conventions, and 
discourse context. 
A key challenge in reconstructing reply relations 
lies in the limitations of formal structural 
indicators. On platforms such as Wikipedia (WP) 
talk pages, threaded reply structures are 
encoded by adding indentation in the wiki text 
markup. However, this mechanism is often 
incompletely or inconsistently applied by WP 
users, see Example 1. Consequently, many reply 
relations must be inferred through interpretation, 
relying on linguistic and structural cues such as 
addressing, quotations, or anaphoric references 
(Herzberg and Lüngen, 2024, p. 107).  

Does this complete the article 
cleanup? Smack (or others): you 
decide. -- hike395 02:16, 31 May 
2005 (UTC) 

It looks pretty good. There are still 
many things to be done, but as far as I 
can tell, you've taken care of the big 
problems. […] --Smack (talk) 19:24, 31 
May 2005 (UTC) 
Example  1: Reply relation QA-relation, with 
contradicting indentation1  

In Example 1, the formal indentation tells us that 
the second post is not a reply to the first because 
it is one indent level higher, however we can infer 
a reply relation from the content. Smack’s post 
targets the previous contribution by hike395, 
establishing the reply target, and the connection 
between the two posts can be classified as 
instances of the relation types QA-relation and 
(forward) addressing (through the use of  
“Smack”). 
This observation aligns with previous findings 
that reply targets often do not strictly follow 
structural cues such as indentation. Herzberg 
and Lüngen (2024) show that the post indicated 
by indentation corresponds to the annotated 
reply target in about 64% of cases. In other 
words, in more than one third of the instances, 
the indentation does not correctly represent the 
actual reply relation (Herzberg and Lüngen, 
2024, p. 128). 
To systematically capture subtypes of reply 
relations, Herzberg and Lüngen (2024)  
introduce a taxonomy of eight categories of 
interpretative reply relations, named title-relation, 
addressing, 2ndPerson, anaphor, quoting, 
response-token, QA-relation, and implied, based 
on the various linguistic and structural cues by 
which relational links between posts can be 
established (Herzberg and Lüngen, 2024, pp. 
120-121). 
Building on this foundation, this abstract 
investigates whether LLMs can assist in or 
automate the annotation process, particularly in 
cases where relations must be inferred rather 
than being explicitly and correctly marked by 

1https://en.wikipedia.org/wiki/Talk:Hiking/Archive_1. 
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technical means as on other CMC platforms 
such as forum communication.  

2. Related Work 
Herring and Chae (2021) analyse reply relations 
in YouTube comments. Their concept of reply 
relations is similar to ours, they pay additional  
attention to the relation between addressees and 
topics. Holmer (2008) describes addressee 
relations in chat communication, a genre without 
threads i.e. without technical indication of replies. 
Ferschke et al. (2012) introduce automatic 
annotation of dialogue acts in Wikipedia talk, and 
finally, Landiado et al. (2011) derive discussion 
trees from reply relations on Wikipedia talk 
pages.  
We consider our task as an instance of automatic 
discourse relation annotation, applied to a set of 
relations holding between (pairs) of dialogue 
turns. The annotation of discourse relations 
requires the understanding of the contents of 
pairs of turns and reasoning about the possible 
semantic relations between them while 
considering a set of target candidates for each 
decision. Hence it is a more complex task than 
dialogue act annotation (as in Ferschke et al. 
2008) where single turns are labelled. 
Chang et al. (2024) offer a survey of tasks for 
which LLMs have been evaluated in studies in 
the past. Amongst the tasks on which they were 
found to perform well are language 
understanding, reasoning, and various NLP 
tasks. Complementing this perspective, Strutz 
(2026) evaluates LLMs on TEI encoding across 
dimensions ranging from syntactic validity to 
semantic recognition, a setting closely related to 
ours. The author finds that LLMs handle 
structural and schema-related subtasks fairly 
reliably while semantically demanding 
dimensions remain more variable and often need 
human oversight. 

3. Research Questions 
This study investigates the extent to which LLMs 
can automate the reconstruction of reply 
relations. In particular, the study addresses 
whether recent reasoning-oriented LLMs are 
capable of approximating the complex 
interpretative decisions required in manual 
annotation. 
The central research questions are therefore: 
RQ1: To what extent can LLMs assist in or fully 
automate the annotation of reply relations in 
computer-mediated communication? 
RQ1.1: Target identification: Can LLMs reliably 
identify the correct reply target(s) of a given post, 
i.e., determine which previous contribution(s) are 
being addressed? 
RQ1.2: Relation classification: Given an 
identified target, can LLMs accurately classify the 
type of reply relation according to the established 
taxonomy?  

The subdivision of the research question into 
RQ1.1 and RQ1.2 is based on its structural 
likeness to another task in discourse processing, 
namely anaphora resolution, which is usually 
subdivided in the two consecutive steps 
antecedent detection and anaphoric relation 
classification (Goecke and Witt 2002).  

4. Data and Method 

4.1 Data 

The dataset used in this study consists of a 
Wikipedia (WP) subcorpus comprising eight 
German-language talk pages: Berlin (Berlin), 
Streifenhörnchen (Chipmunk), Großer Panda 
(Giant panda), Fernglas (Binoculars), Stadtbahn 
Bonn (Bonn city rail), Schwarzweißfotografie 
(Black and white photography), Grammatik 
(Grammar), and Wandern (Hiking).  

Size in tokens 19,813 
#Pages 
#Threads 
#Posts 
#Non-initial (NI) posts 
    #relation targets at NI posts 
    #relation target is parent 
    #relation target is preceding 

8 
133 
380 
243 

           261 
124 (47%) 
144 (55%) 

Table 1: Sizes of pages, threads and posts in the WP 
dataset. Note that one post can have more than one 

relation target. 

Relation type # assignments  percentage 

title-relation 5 0.01 

response-token 54 0.15 

anaphor 86 0.23 

QA-relation 57 0.15 

2ndPerson 56 0.15 

quoting 31 0.08 

addressing 19 0.05 

implied 19 0.05 

NO_RELATION 44 0.13 

∑ 371 1.00 

Table 2: Distribution of relation types at non-initial 
posts in the WP dataset. Note that one post can have 
more than one relation assignment. 

This dataset, see Table 1, corresponds to the 
German “neutral talk pages” subcorpus 
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introduced by Lüngen and Herzberg (2023, 
p.144), encoded in TEI-I5-XML (Lüngen and 
Sperberg-McQueen, 2012). The corpora in the 
2023 and 2024 studies were originally compiled 
and annotated (see Appendix I) with future 
machine learning applications in mind. Since 
then, the rapid development of large language 
models has changed how such tasks are 
approached. While the dataset can still be used 
for training purposes, its role shifts more toward 
evaluation in the LLM context. This is largely due 
to one of its key features: the existence of a 
manually annotated and adjudicated gold  
annotation, which can serve as the gold standard 
for the present study. The availability of our  
adjudicated gold standard also has significant 
methodological implications. Rather than relying 
on approximate evaluation metrics or indirect 
validation, the study is able to perform direct 
comparisons between LLM-generated 
annotations and expert-validated data. 

4.2 Operationalisation 

Methodologically, the annotation task is 
implemented as a two-stage pipeline reflecting 
the research questions. In the first stage, models 
are prompted to identify the most likely reply 
target(s) for a given post within a discussion 
thread. In the second stage, models classify the 
relation between the post and its predicted target 
according to the predefined taxonomy. As in 
anaphora resolution, this separation is intended 
to reduce task complexity and to align model 
processing with the underlying annotation logic.  

We presented I5-based XML versions of the talk 
pages (see Appendix I and Herzberg and 
Lüngen 2024) to the model (for the runs shown 
in the evaluations as well as while developing the 
prompts), where in the second stage, the 
@relationTarget attribute was left empty 
(exemption: for one run in Table 4, we tested 
providing training material, i.e. two talk pages 
with annotated reply targets, different from those 
used in the test set). In the 2nd stage, the 
@relationTarget attribute contained a pointer to 
the correct target post according to the gold 
standard, and the @relationType attribute was 
left empty. This means that in the current project 
phase, we have fully separated the stages, i.e. 
we present correctly annotated targets according 
to the gold standard to the LLM in the 2nd stage.  
In the future, we will also test both stages in one 
go. Unfortunately, with our current models and 
access license (esp. the Anthropic Pro plan) we 
reached the processing limit with the combined 
task.  

Furthermore, note that we evaluated the 
assignment of reply relations only from the 
non-initial posts within a thread, because the 
initial posts always trivially reply to the thread 
topic i.e. heading (after Laniado et al. 2011). 

4.3 Baselines and human agreement 

While one would expect that the for the most 
part, the most plausible reply relation would 
always have the post one indent level up as its 
target (because this is how the indenting should 
be used in Wikipedia talk), in Herzberg and 
Lüngen (2024), we showed that it is actually a 
safer baseline to assume that the immediately 
preceding post (which in many cases but not 
always coincides with the post one indent level 
higher) is the reply target. For the non-initial 
posts in the current corpus, the percentage of 
relation assignments where the target is the post 
one indent level higher, is 47%, and the 
percentage of relation assignments where the 
target is the immediately preceding post is 55%.  
So if we could exceed this last and slightly 
stronger baseline with our method while keeping 
a reasonable precision, it would mean that using 
LLMs is a valid and promising method for the 
task. 
Formulating a baseline for the relation 
assignment task is less straightforward, so as a 
fallback, we look at the largest class in the 
distribution of relation assignments, which is 
anaphor with a share of 23% (see Table 2). We 
would however hope to achieve a much better 
recall than this baseline. Note also that when first 
creating the corpus and having it annotated with 
reply relations by two human annotators, the 
inter-rater agreement between their annotations 
amounted to κ = 0.632. This shows that there is 
still a degree of ambiguity in the task at least 
when interpreted by humans, and that 
accuracies of 90-100% will probably be difficult to 
achieve in automatic annotation. 

4.4 Method 

One part of the experiments was conducted 
within the Chat AI infrastructure provided by the 
Gesellschaft für wissenschaftliche 
Datenverarbeitung Göttingen, which allows 
access to multiple LLMs for research. The study 
focuses on a reasoning-oriented open-weight 
models, i.e. 
Qwen3-30B-A3B-Thinking-2507-FP8, selected 
for its capacity to understand German, and  to 
perform multi-step reasoning which is particularly 
useful when annotating complex interpretative 

2 Disregarding the trivial relation title-relation 
which typically holds at initial posts. 
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relations. The other part was conducted using 
the Model Claude Sonnet 4.6 via the 
anthropic.com chat interface, which appeared to 
be the best Claude model that was freely 
available for coding and reasoning. The sonnet 
model is especially optimized for fast processing. 
We varied the prompts step by step. We started 
with detailed prompts that included category 
definitions and annotated examples from the 
guidelines. We then tested zero shot prompts 
with only a task description to see how the 
models performed without examples. Finally, we 
refined the prompts based on the errors the 
models made. Shorter prompts often led to better 
results, which suggests that more concise 
instructions work better for the models. The final 
version of our prompts are shown in Appendices 
II and III. 
For the current exploratory study, we focused on 
a subset of reply relation categories, namely 
addressing, quoting, and QA-relation as they are 
situated at the top of the decision tree that was 
used in the coding guidelines for human 
annotators. Addressing captures explicit 
addressee marking through names or markers 
such as “@” or generic greetings. Quoting 
identifies the direct reuse of linguistic material 
from preceding posts. QA-relation captures 
question-answer structures, which, although 
variable in form, follow a recognizable functional 
pattern based on interrogative intent and 
corresponding responses. The relations were 
each tested in a single-label classification setting 
(e.g. with prompts only for addressing, quoting, 
or QA-relation, respectively), in two-label 
classifications (e.g. addressing vs. quoting), and 
the corresponding three-class setting, assigning 
addressing, quoting, QA-relation in one run. 

5. Results 
5.1 RQ1.1 Target identification 

Addressing RQ1.1, both models identify reply 
targets at promising levels, see Table 2, with 
Claude outperforming Qwen on both metrics. On 
the full corpus, Claude reaches 0.83 precision 
and 0.78 recall, compared to Qwen's 0.78 
precision and 0.74 recall, so Claude selects the 
correct antecedent post more often and misses 
fewer valid targets.  

Model Precision Recall F1 

Claude 0.83 0.78 0.80 

Qwen 0.78 0.74 0.76 

Table 3: Target annotation evaluation for non-initial 
postings3. Precision and recall are shown for both 
models.  

Still within RQ1.1, we additionally assessed the 
contribution of more contextual information given 
in the prompts by comparing two prompting 
conditions for Qwen, one with training material, 
i.e. annotated files from the gold annotation 
containing fully annotated reply relation 
instances including multi-target cases attached 
to the prompt, and one without. 

Prompt variants in 
Qwen 

P R F1 

with training material 0.71 0.68 0.69 

without training 
material 

0.83 0.83 0.83 

Table 4: Target annotation evaluation for non-initial 
postings with varying prompts in Qwen4.  

Table 4 shows that Qwen performs better without 
the training file, reaching 0.83 precision and 0.83 
recall, compared to 0.71 precision and 0.68 
recall when the training file is attached, 
suggesting that the additional material introduced 
noise or overly constrained the model's 
interpretation of the task rather than guiding it 
toward more accurate predictions. 

5.2 RQ1.2 Relation classification 
Turning to RQ1.2, classifying the type of reply 
relation is markedly harder than identifying the 
target, and here the two models diverge. Starting 
with the simplest setting, in which the task is 
reduced to classifying addressing alone, the two 
models converge in output volume (both predict 
16 addressing instances, cf. the FP+TP sums) 
but not in accuracy: Claude reaches 0.81 
precision and 0.74 recall, Qwen 0.62 precision 
and 0.63 recall, see Table 5.  
 

Relation 
type 

Model LLM Gold F1 

FP TP Prec FN TP Rec 

NO_RELA
TION 

Claude 44 320 0.88 43 320 0.88 0.88 

Qwen 51 312 0.86 51 312 0.86 0.86 

addressing Claude 3 13 0.81 5 14 0.74 0.77 

Qwen 6 10 0.62 7 12 0.63 0.62 

Table 5: Precision and recall for one relation type in 
Claude and Qwen. FP is the false positives returned 
by the LLM, TP is the true positives (matches between 

4 Note that Tables 3 and 4 are not directly comparable: 
Table 4 was evaluated on a sample of individual pages 
rather than the full corpus and is intended to contrast 
the two prompt variants. 

3 Slightly different prompts were used to accommodate 
the two different LLM models. The goal was to 
optimize performance per model and obtain the best 
possible output quality. Therefore, small prompt 
adaptations were applied accordingly. 
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LLM and Gold), and FN is the number of annotations 
on the gold annotation side the LLM did not find.5  

In the setting combining two relation types, 
addressing and quoting, see Table 6, Claude 
achieves 0.93 precision and 0.74 recall for 
addressing and 0.71 precision and 0.48 recall for 
quoting, indicating that the addition of a second 
type does not degrade addressing precision but 
in fact slightly improves it compared to both the 
single type and the three way setting. Qwen, by 
contrast, assigns addressing to 143 posts 
against 19 in the gold standard, yielding 0.95 
recall but only 0.11 precision for addressing and 
0.31 precision and 0.29 recall for quoting, 
suggesting a tendency to default to a single 
dominant class when multiple types must be 
distinguished simultaneously. 
 

Table 6: Precision and recall for two relation types in 
Claude and Qwen. TP shows the number of correct 
matches, on the LLM side and the gold annotation 
side respectively. 

This tendency intensifies in the full three way 
setting covering QA-relation, addressing, and 
quoting, where Qwen assigns QA-relation to 199 
posts against 58 in the gold standard, yielding a 
recall of 0.97 but only 0.28 precision, while 
producing just 3 addressing predictions at 0.67 
precision and 0.16 recall and a single quoting 
prediction at 1.00 precision and 0.13 recall, see 
Table 7. 

5 The figures of NO_relation and addressing do not 
add up to the same sum for LLM and Gold because of 
the given possibility to annotate multiple relation types 
at a post. Since in the Gold standard, multiple 
annotations of the same relation types can exist as 
well, the numbers of TPs do not fully match on the 
LLM and on the Gold side. 
 

Table 7: Precision and recall for three relation types in 
Claude and Qwen. 

Claude behaves very differently: predictions are 
distributed more evenly across the three classes, 
and per class precision is consistently high, with 
QA-relation at 0.78 precision and 0.67 recall, 
addressing at 0.81 precision and 0.79 recall, and 
quoting at 0.64 precision and 0.45 recall. Quoting 
remains the most difficult class for Claude, too. 
With regards to RQ1, the results point to a 
distinction between the two subtasks that also 
structures the answer to whether LLMs can 
assist in or fully automate the annotation of reply 
relations. Both sub tasks require interpretation, 
but they differ in the weight of the structural and 
the semantic component. Target identification 
under RQ1.1 leans more on structural cues, 
namely locating the previous post that is being 
addressed, and both models handle it at 
comparable, usable levels with precision and 
recall in the high 0.70s to low 0.80s, in any case  
clearly better than the baseline of 0.55.  Relation 
classification under RQ1.2 is an interpretative 
decision requiring semantic distinctions between 
categories, and at this level the models differ 
most, with Claude maintaining per class F1 
measure above 0.53 across all three types.   

6. Discussion and Outlook 

The present exploratory study is intended as a 
first evaluation into the feasibility of LLM based 
annotation of reply relations. The aspects 
outlined below therefore follow from the open 
questions that this initial investigation has 
surfaced.  
The corpus used in this study was restricted in 
size and genre, and scaling the evaluation to a 
larger dataset, e.g. the Wiki Demo Corpus 
(WDC) that includes conflictual Wikipedia talk 
pages (Ho-Dac 2024), would help determine 
whether the patterns observed here also hold for 
other data. Likewise, the current evaluation 
covers only a subset of the available relation 
types, and extending the task to the full 
taxonomy is necessary to test whether model 
behaviours such as Qwen's tendency to default 
to a single dominant class persist. Unfortunately, 
our current access licenses limit the upload and 

Relation 
type 

Model LLM Gold F1 

FP TP Prec FN TP Rec 

NO_RELA
TION 

Claude 55 297 0.84 45 297 0.87 0.85 

Qwen 46 181 0.80 161 181 0.53 0.64 

addressing Claude 1 13 0.93 5 14 0.74 0.82 

Qwen 127 16 0.11 1 18 0.95 0.20 

quoting Claude 4 10 0.71 16 15 0.48 0.57 

Qwen 9 4 0.31 22 9 0.29 0.30 

Relation 
type 

Model LLM Gold F1 

FP TP Prec FN TP Rec 

NO_RELATI
ON 

Claude 66 237 0.78 292 237 0.81 0.79 

Qwen 38 139 0.79 292 139 0.48 0.60 

QA-relation Claude 11 38 0.78 58 39 0.67 0.72 

Qwen 144 55 0.28 58 56 0.97 0.43 

addressing Claude 36 13 0.81 19 15 0.79 0.80 

Qwen 1 2 0.67 19 3 0.16 0.26 

quoting Claude 5 9 0.64 31 14 0.45 0.53 

Qwen 0 1 1.00 31 4 0.13 0.23 
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processing of the bigger corpus and the full 
taxonomy. 
The prompting strategy is not yet fixed. Since 
this was an exploratory study, we tested several 
prompt versions across two models, but future 
work should check whether the annotation 
guidelines alone are enough to get reliable 
results or whether extra input such as annotated 
examples is still needed. 
A related open question is whether combining 
target identification and relation classification into 
a single prompt yields comparable  results, 
although some noise will be introduced in the 
relation target annotation. Should precision and 
recall reach sufficient levels in follow-up studies, 
the method could be built into an automated 
routine that tags reply relations on its own. 
Apart from this specific dataset, the method 
should be tested on other genres of CMC such 
as chat data, where the absence of explicit 
threading creates different structural conditions. 
Cross-linguistic studies should also be 
conducted to establish whether the observed 
model behaviour also holds for languages other 
than German.  
Finally, one task that logically precedes reply 
relation annotation but was not addressed here 
is post segmentation, that is, the identification of 
relevant units within a contribution before their 
relational structure can be annotated. 
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Appendix I

Gold standard annotation - section of the I5-based XML of the talk page for the 
article on “Grammatik”

<div type="thread">

    <head id="h38">Grammati(kali)sch</head>

    <posting id="p90" indentLevel="0" relationTarget="h38" relationType="title-relation">

        <p>Was ist der Unterschied zwischen grammatisch und grammatikalisch? --Alien4 16:08, 13. Apr

            2005 (CEST) </p>

    </posting>

    <posting id="p91" relationTarget="p90" relationType="QA-relation" indentLevel="1">

        <p> Duden Band 9: "grammatikalisch / grammatisch: Beide Wörter werden heute in gleicher

            Bedeutung verwendet. Häu;g wird das kürzere Wort vorgezogen." --Matthäus Wander 18:39,

            15. Apr 2005 (CEST) </p>

    </posting>

    <posting id="p92" relationTarget="p91" relationType="anaphor" indentLevel="2">

        <p>Trotzdem bin ich nicht sicher, ob der gleichzeitige Gebrauch (im selben Artikel)

            stilistisch (und zum besseren Verständnis) sehr hilfreich ist. --Alien4 22:08, 15. Apr

            2005 (CEST) </p>

    </posting>

    <posting id="p93" relationTarget="p92" relationType="response-token 2ndPerson" indentLevel="3">

        <p>Wahrscheinlich nicht. Such dir aus, welcher dir besser gefällt, und änder es ;)

            --Matthäus Wander 02:06, 16. Apr 2005 (CEST) </p>

    </posting>

    <posting id="p94" relationTarget="p90" relationType="QA-relation" indentLevel="4">

        <p>Als uralter Greis, kenne ich nur den BegriC "grammatikalisch"; wenn ich "grammatisch"

            sehe, läuft mir der Schauer kalt den Rücken herunter. (Auch wenn ich ans Englisch lernen

            denke: "grammatical".) --Alien4 19:09, 17. Apr 2005 (CEST) </p>

    </posting>

    <!-- ... -->

</div>
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Appendix II

Relation target identification — final version of the prompt used for results in
Table 3

You are helping me with a project for annotating reply relations in Wikipedia talk pages.

 Attached is an XML version of eight German Wikipedia talk pages

For each posting <p>, I want you to identify the previous posting or postings in the dialogue, 

to which the current posting is a reaction or reply, judging from the contents of the postings 

and the flow of the dialogue.

Please add the correct reply targets into all the empty relationTarget=”” attributes by filling in 

the reply target <posting> or <head> @id (or multiple ids) inside the “”. Please treat a thread-

initial posting as replying to its immediately preceding <head> .

There is a basic hierarchical thread structure reflected in the @indentLevel attributes. 

However, users did not always correctly indent when inserting their posting. Therefore, you 

have to pay attention to postings that might reply to an earlier posting other than the one that 

is one level up in the hierarchy, or the immediately preceding one. Check who replies to 

whom.

Leave the relationTarget attribute empty ("") in the rare cases where no clear reply target 

exists.

Do not change anything else in the XML. And do not forget to put out the whole annotated 

file:  Please return the complete input file with your annotations.
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Appendix III

Relation type classification — final version of the prompt used for results in 
Table 7

You are helping me with a project for annotating reply relations in Wikipedia talk pages.

Attached is an XML encoded version of eight German Wikipedia talk pages.

For each post in the XML, it is indicated in the @relationTarget attribute to which previous 

post(s) it represents a reply, or reaction.

You should help me annotate the nature of the reply relation in the attribute @relationType. 

Indicate “QA-relation” in the attribute @relationType if a clear question–answer relation 

holds between the current post and its target. That is, if the target post literally contains a 

question and the current post contains an answer to it. Note also that a question may 

sometimes lack a ‘?’ because users sometimes write sloppily.

Indicate “quoting” in the attribute @relationType if a quoting relation holds between the 

current post and its target. That is, if the current post directly reuses or refers to linguistic 

material from the target post, with or without quotation marks. Only consider material quoted 

from other users’ posts on the talk page. Do not annotate “quoting” if the text reproduces or 

refers to content from the corresponding Wikipedia article, from external sources, or from 

literature cited in the article. Do not annotate “quoting” when the repetition concerns single 

words only.

Indicate “addressing” in the attribute @relationType if the reply relation is established 

though addressing the author of the target post. Addressing can be achieved through the use

of greetings plus the name of the author of the target post as in “Hi Maria” or “Hallo Jens”, or 

through using the addressing marker “@” as in “@Peter”, or simply the name as in “Mark”.  

(Note: a simple use of the 2nd person pronoun does not constitute an addressing. Neither do

greetings without a name. The mentioning of a name in the 3rd person does not constitute an

addressing, either. Finally, someone replying to themselves cannot constitute an addressing, 

either.)

You should annotate multiple relation types in the @relationType attribute if multiple 

definitions hold, as in relationType=”addressing quoting”

Leave all the other @relationType attributes blank and return the complete annotated file.
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Abstract
The study examines written accounts that patients provide of their discussions about weight with healthcare 
providers. The data consist of about 70 personal narratives written in Finnish and shared in closed groups on a 
social media platform in 2020–2023. The participants gave their informed consent for the use of the data for 
research purposes. The study draws on qualitative research on narratives and social interaction both offline and 
online: the narratives are understood as “constructive processes” (Mattingly and Garro, 2001) through which 
participants create meaning in and make sense of their lives based on the sociocultural context and their 
(interactional) histories (e.g. Bamberg, 2020; Drew, 1998; Koivisto, Vepsäläinen, and Virtanen, 2023; Luig, Keenan, 
and Campbell-Scherer, 2019; Stommel and Koole, 2010). The study explores how teller–patients construct their 
narratives in systematic ways to highlight key moments of healthcare encounters and weight talk as bearing 
particular relevance to them. The study focuses on two storytelling practices: 1) narrative prefaces that align with 
or deviate from, often negative, expectations of healthcare encounters (see, e.g. Jefferson, 1978; Labov and 
Waletzky, 1967; Sacks, 1974) and 2) stretches of reported speech assigned to healthcare providers, which display 
both patient and provider perspectives (see, e.g. Clift, 2000; Holt, 2000; Niemelä, 2005). Studying how teller-
patients recount their experiences of weight talk provides an important window into weight bias and weight-based 
discrimination in healthcare, including language use and behaviour that patients with obesity perceive as judgmental 
or blaming and misinterpretations of intent and misjudgements of the patient’s character or efforts. Furthermore, it 
shows how repeated negative experiences reinforce negative stereotypes about individuals with obesity, among 
both healthcare providers and patients, and, correspondingly, how the accounts themselves reinforce negative 
stereotypes about healthcare encounters (e.g. Farrell, 2021; Mold and Forbes, 2013; Ryan et al. 2023; Talumaa et
al. 2022).

Keywords: interaction, narrative, social media 
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Abstract

Present approaches of authorship analysis make use of stylometric methods that build on the assumption of
an author’s socio-demographic characteristics driving linguistic variation. In the context of computer-mediated
communication, there are numerous additional factors that influence linguistic choice. We investigate two such
factors relevant in the context of online communication: medium and register. Using features typically used as input
for forensic analyses, word n-grams and part-of-speech, we show that the medium and in parts also register explain
more variation between documents than the individual authors of the texts.

Keywords: individual variation, medium, register, authorship analysis

1. Introduction

Linguistic variation is driven by numerous possible
factors. In the context of computer-mediated com-
munication (CMC), such factors are the medium
and its a"ordances (e.g., character limits, multi-
modal elements), the communicative setting (e.g.,
comments, private chats, forum posts, etc.), the au-
thors’ intention/communicative purpose, etc. The
latter two are also subsumed under the term ‘regis-
ter’ (cf. Zhao et al., 2013; Biber and Conrad, 2019).
To better understand how linguistic variation comes
about is crucial for analyses in forensic linguistics,
as many methods build on the assumption of in-
dividual features of language use being able to
attribute texts to their authors (Coulthard, 2004).
One methodological approach for quantifying lin-
guistic variation is using stylometric methods that
build on the assumption that certain individual fea-
tures also influence linguistic choice (Stamatatos,
2009). Recently, it has been proposed that patterns
of register variation are better suited for explaining
patterns of variation than, e.g., socio-linguistic fac-
tors (Grieve, 2023). This observation addresses an
issue raised by Grant (2022): Stylometric analyses
often focus on features on the linguistic surface
without taking more structural factors into account.
And while there are newer stylometric analyses
on genre that partly address this issue (Gianitsos
et al., 2019; Päpcke et al., 2023), few such studies
actually relate their findings to register and medium.
Another problem is that methods of authorship

analysis are focused on attributing texts all com-
ing from the same domain, with the predictive
power in cross-domain analysis settings dropping
significantly (Overdorf and Greenstadt, 2016). In
contrast, real-world forensic authorship attribution
tasks often lack in-domain data from some of the
authors under consideration. Especially in the con-
text of forensic analysis of social media, it is not

always possible to collect data from each author
across all platforms relevant to the investigation.

The present study aims to quantify the influence
of register, medium, and the individual on linguis-
tic variation, thus addressing both of the problems
outlined above. We apply a clustering method to
our data to identify which linguistic features (word
n-grams and part-of-speech tags) explain structural
variation between di"erent mediums and register
dimensions. Our results show that both medium
and register, but not the individual, are factors that
significantly explain variances between the docu-
ments used in our analysis, and provide insights
into how texts coming from these di"erent domains
di"er from each other structurally.

2. Data and Method

2.1. Data: TwiBloCoP

We use TwiBloCoP (Sche!er et al., 2023), a Ger-
man multi-platform corpus, as data for our study.
The corpus contains 468 blog posts (approx. 360k
word tokens) and 81,440 tweets (approx. 1.2 mil-
lion tokens) that cover family-related topics (e.g.,
ideas for crafting, discussion of family-related poli-
cies), from 44 individual authors who are active in
both media. The corpus has been annotated for
register dimensions based on extra-linguistic fac-
tors such as communicative purpose (e.g., showing
expertise vs. announcements), overarching topic
(e.g., milestones in personal life vs. recipes), in-
volvement of the author (degree of personal opinion
expressed), and interactivity (degree of addressing
the reader). The individual blog posts and each
author’s tweet collection have been assigned one
of the three register dimensions informative, narra-
tive, or persuasive. In case no single label could be
assigned to a tweet collection, intermediate labels
such as narrative-persuasive have been assigned
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(cf. Biber and Egbert, 2018). Table 1 shows the dis-
tribution of register labels across media as reported
in Sche!er et al. (2022).

blogs tweets
informative 33.85 20.45
narrative-informative – 18.18
narrative 52.56 45.45
narrative-persuasive – 9.09
persuasive 13.59 6.82

Table 1: Distribution of register labels in blog posts
and tweet collections, in %, as reported in Sche!er
et al. (2022).

2.2. Method

Before analysis, authors with mixed labels in their
tweet collections were excluded, leaving 31 authors’
documents. For each of these authors, we created
one document per combination of medium and reg-
ister (thus aggregating all blog posts written in the
same register), as illustrated in Figure 1.

Figure 1: Exemplary breakdown of documents per
user by medium and register used for the analysis.
All further analyses are conducted using these doc-
uments.

To use n-grams as a feature, we count the in-
dividual bi- and trigrams of tokens and calculate
the relative frequency of the 50 most frequent n-
grams in each document. For POS tagging, we
use SoMeWeTa, a tagger for annotating CMC data
(Proisl and Uhrig, 2016). Our documents are rep-
resented as i) a list of word n-grams and ii) POS
profiles including the relative frequency of each
POS tag in the document.
We apply Principal Component Analysis (PCA),

a dimensionality reduction algorithm, to our docu-
ments. PCA identifies factors influencing variation
between data points, indicating which features (n-
grams or POS elements) explain which part of the
variance between documents (cf. Jolli"e, 2002; Jol-
li"e and Cadima, 2016). For the analysis of bi-
and trigrams, we reduce to three dimensions; for
the analysis using POS tags, we reduce to two di-
mensions.1 In addition to the PCA, we run a PER-
MANOVA, a non-parametric test for multivariate

1We use only two dimensions since including addi-
tional dimensions does not explain significantly more vari-

data that tests the distance between data points
over all principal components, for each of the analy-
ses, to test whether medium and register are statis-
tically significant factors that explain variation within
an author’s documents (Anderson, 2001).

3. Results

In the PCA analysis using n-grams as features,
the first three principal components explain 76%
(bigrams, reported in Table 2) and 77% (trigrams,
Table 3) of the variance in the data.

BIGRAMS No. of groups f-value p-value
medium 2 62.18 < 0.001
register 3 0.87 0.45
individual 31 0.39 1

Table 2: PERMANOVA results for PCA using bi-
grams as input features. Number of permutations
for each analysis is n = 999.

TRIGRAMS No. of groups f-value p-value
medium 2 60.32 < 0.001
register 3 2.57 < 0.05
individual 31 0.41 1

Table 3: PERMANOVA results for PCA using tri-
grams as input features. Number of permutations
for each analysis is n = 999.

With both bigrams and trigrams as input features,
the medium (blog posts vs. tweets) explains a sta-
tistically significant share of the variance between
documents. Register as an explanatory factor only
reaches significance in the analysis using trigrams
as features. Neither of the analyses indicates that
the individual authors are suitable factors to explain
patterns in the data.
Since the PCA analyses using n-grams do not

allow for an informative interpretation of the results
concerning the individual n-grams used as input,
we additionally run an analysis using POS tags as
features. The two principal components reported
here explain 30% of the variance in the data. In
this PCA, high loadings in PC1 correspond to fea-
tures typically associated with CMC (e.g., emojis,
!-mentions) and informal language (e.g., interjec-
tions, contractions), see Table 4.

PC2 (Table 5) shows association with expressive
features (cf. Gutzmann and Turgay, 2025): more
expressive features, such as onomatopoetica or
intensifiers, lead to a lower score in PC2; concrete

ance; a third dimension would explain 5.6% additional
variance, and subsequent dimensions even less.
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POS-Tag Loading Example
addressing 0.225 ![USER]
interjection 0.224 ouch
non-word 0.220 D2XW3
answer particle 0.201 yes, no
contraction 0.198 don’t, we’ll
past participle, 0.192 [he] must have
modal understood
finite verb, auxiliar 0.192 [she] has
emoji 0.178
part participle, full 0.164 [she] has told
emoticon 0.155 ;), :-)

Table 4: Top 10 loadings for PC1, both positive and
negative. English examples used for illustration.

words like nouns, prepositions, etc. lead to a higher
score in PC2.

POS-Tag Loading Example
noun 0.298 house, child
personal pronoun -0.281 he, she
onomatopoetica -0.253 splish-splash
finite verb, full -0.242 run, write
negation particle -0.238 not
intensifier -0.232 so, totally
preposition 0.199 for, with
cardinal number 0.192 1, 2
first compound 0.186 ballet [and hip
segment hop dancers]
adjective, attributive 0.173 [the] cute [cat]

Table 5: Top 10 loadings for PC2, both positive and
negative. English examples used for illustration.

Figure 2 shows the results of clustering PC1 and
2 for medium and register. Figure 2a shows that
blog posts and tweet collections form separate clus-
ters in PC1: All tweet collections have higher val-
ues in this principal component, indicating more
pronounced CMC features than blog posts. The
distribution in PC2 shows no clear clustering trend
for medium. The register dimensions, on the other
hand, show the most distinct patterns in PC2. In-
formative texts are associated with higher values in
this PC than narrative texts, indicating that expres-
sive features might be more present in narrative
than in informative texts. Persuasive documents
show no clear trend, neither in PC1 nor 2.

The results of the PERMANOVA show that both
medium and register significantly explain the vari-
ance between the tested groups, while the individ-
ual authors do not (Table 6).

POS No. of groups f-value p-value
medium 2 41.30 < 0.001
register 3 5.76 < 0.001
individual 31 1.07 0.297

Table 6: PERMANOVA results for PCA using POS
tags as input features. Number of permutations for
each analysis is n = 999.

4. Discussion

Our results indicate that both register and, espe-
cially, the medium used for communication, in-
fluence an author’s language use in computer-
mediated communication. However, they do so
on di"erent dimensions: The analysis using POS
tags as input revealed that features typically as-
sociated with CMC explain the most variance be-
tween our tested blog posts and tweet collections.
On the other hand, di"erences between register
dimensions are best captured by the degree of ex-
pressivity in the documents. The clustering results
for documents in the persuasive register dimension
showed no clear trend, which matches the distri-
bution of topics in the documents upon manual
inspection: Some persuasive texts argue for more
personal or intimate topics (e.g., family or gender
politics), while other texts labeled as persuasive
advertise a product or a service and hence use
fewer expressive features.
These results indicate that expressivity may be

a particularly fruitful dimension for analyzing lin-
guistic variation in social media data, and that the
addressed register influences the expressivity phe-
nomena present. Due to a focus on propositional
meaning in computational linguistics, there is a lack
of in-depth analyses of expressive language and
its realizations (apart from hate and toxic speech)
based on authentic empirical data (Sche!er, 2026).
Our data suggests that the expressive/descriptive
distinction may be teased out with stylometric ap-
proaches.

The tendencies reported here are stable across
all authors, while our analyses show no reliable
patterns for within-author variance. Our findings
have implications concerning factors limiting tra-
ditional methods used for authorship analysis in
mixed CMC data: The medium explains more vari-
ation than the individual author as a source of the
document. In addition, taking the register into ac-
count appears to be fruitful for explaining the dis-
tribution of data points in at least some analytical
approaches. Thus, incorporating ways to account
for texts coming from di"erent domains will increase
the reliability of forensic methods in authorship anal-
ysis.
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(a) PCA for medium using POS tags as input. Blog
posts are displayed in blue, and tweet collections in
orange.

(b) PCA for register using POS tags as input. Documents
labeled as informative are in blue, narrative documents
in orange, and persuasive is displayed in green.

Figure 2: PCA for medium and register using POS tags as input features.

Limitations

Certain limitations are imposed by the use of our
input features: Using word n-grams explains a suf-
ficient amount of variance between data points, but
does not yield interpretable results. The analysis
based on POS tags reveals informative patterns
in our data, but explains only 30% of the overall
variance. The latter analysis indicates that there
are other factors driving variation not captured by
these specific features, which are subject to future
work.

Another limitation concerns the exclusion of au-
thors with mixed-label tweet collections. While we
focused on data points that could be attributed to a
clear label, analyzing texts from the mixed group
will provide additional insights about linguistically
more variable individuals.
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Abstract 
This paper examines the use of Low German in commercial Instagram posts to demonstrate how regional and 
minority languages in online spaces can be analysed using multimodal corpora. The described research project 
combines mixed-methods approaches of qualitative and quantitative analysis to investigate linguistic practices, 
associations with Low German, and strategies to construct regional identities. It draws on the concepts of 
enregisterment, postvernacularity, and commodification. The findings show that Low German is primarily used to 
index regionality and authenticity, while its communicative value is limited. The paper highlights the broader 
applicability of these approaches to other multilingual and RML contexts on social media. 

Keywords: Instagram, Low German, Regional and Minority Languages 

1. Introduction 
It has been established that social media 
platforms and the internet in general offer vast 
opportunities for speakers of regional and minority 
languages (RML), many of which are endangered 
today (see, e.g., Belmar and Glass, 2019). Online 
spaces can, for example, support the use and 
maintenance of RML, language learning, and the 
formation of communities (Cunliffe, 2019; Dołowy-
Rybińska, 2013; Reershemius, 2010). 

To illustrate how multimodal RML social 
media corpora can provide insights into current 
language use and dynamics, this paper draws on 
a recent research project on the regional 
language Low German on Instagram (Schram, 
2023, 2025a, 2025b, 2026). The research project 
focused on commercial content, as RML serve as 
markers of authenticity and identity, both for 
individuals and increasingly for businesses and 
their marketing practices. By narrowing the focus 
to commercial content, this paper sheds 
especially light on the symbolic value of RML in 
digital spaces. 

By discussing the following topics, the 
research project suggests different approaches to 
social media data and RML in online spaces: 

• Low German language use in the 
captions and written texts of the visuals 

• Associations with Low German and its 
speakers 

• Constructing regional identity  

2. Background 
2.1 Symbolic RML use 
In recent times, the active language use and the 
communicative value of many RML have 
declined, whereas their symbolic value has 
increasingly been foregrounded. This research 
project draws on the concepts of enregisterment, 
postvernacularity, and commodification to 

analyse linguistic practices in commercial 
Instagram data.  

Enregisterment encompasses “processes 
and practices whereby performable signs become 
recognized (and regrouped) as belonging to 
distinct, differentially valorized semiotic registers 
by a population” (Agha, 2007, p. 81). Linguistic 
features that previously were not socially 
recognised as indexical of a specific group are re-
evaluated and recontextualised within their 
societal contexts and based on beliefs and 
ideologies (Johnstone, 2009). Enregistered forms 
serve to ascribe identity to others and to construct 
identity of oneself.  

Postvernacularity describes how a language 
is not primarily used for everyday communication 
but rather for symbolic and performative 
purposes, such as the construction of identity and 
expression of group affiliation (Shandler, 2006). 
As it is not required to have full command of a 
language, the use of a small set of words and 
phrases in a postvernacular language are 
sufficient for these purposes (Reershemius, 2009; 
Shandler, 2006). 

Commodification refers to the process in 
which language “are transformed into objects for 
sale in a capitalist economic system” (Hearn, 
2017, p. 43). In addition to being a means of 
communication, language becomes a marketable 
resource. In the context of RML, enregistered 
forms and postvernacular language practices are 
consciously employed in marketing and product 
design to evoke notions of authenticity, regional 
identity, heritage, and tradition, thereby 
strengthening the distinctiveness and appeal of 
products (e.g. Brennan and O’Rourke, 2019). 

2.2 Low German 
Low German, a non-standardised regional 
language dominantly spoken in Northern 
Germany, has approximately 2.5 million speakers 
(Reershemius, 2024). Despite this seemingly 
substantial number, the language is used less and 
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less in daily communication, with the more fluent 
speakers belonging to older generations and 
intergenerational transmission being limited 
(Arendt et al., 2017). The current use of Low 
German can be described with the concepts 
outlined in the previous section, which means that 
the role of Low German is often symbolic. It is 
commonly employed as a resource for indexing 
regional identity of individuals and groups as well 
as a tool in marketing (Jürgens, 2016; 
Reershemius, 2009). In these contexts, Low 
German is used in a restricted form and typically 
occurs alongside the dominant High German.  

Previous studies on the online use of Low 
German have covered Wikipedia and Twitter, now 
X, (Wiggers, 2017), Low German-themed online 
forums (Reershemius, 2010), a Facebook group 
(Reershemius, 2017), and Instagram 
(Reershemius, 2024). These show different 
patterns and language policies, depending on the 
studied platform. Low German is rarely used in 
online forums (Reershemius, 2010) and is limited 
on Wikipedia (Wiggers, 2017). By contrast, 
codeswitching between Low German and High 
German occurs Twitter (Wiggers, 2017), whereas 
Low German is more extensively and flexibly used 
in the Facebook group (Reershemius, 2017). The 
use of Low German on Instagram is versatile, 
occurring to varying extents in monolingual and 
multilingual texts (Reershemius, 2024). With the 
exception of Wikipedia, these online spaces share 
a tendency for Low German to index regionality 
and authenticity rather than being used for its 
communicative functions. 

3. Data and methods 
3.1 Data collection 
The research project used a multimodal corpus of 
commercial Instagram posts collected in 2021 
(see Schram, 2023, 2025a, 2025b, 2026). In order 
to find suitable Instagrammers, that is, public 
accounts that regularly promote products and 
services and use Low German in their content, a 
manual search was conducted on the platform 
using different Low German related hashtags in 
Low German and High German. These include, 
for example, #plattdüütsch ‘#Low German’ in Low 
German and #plattdeutsch ‘#Low German’ in High 
German. I then went through the Instagrammers’ 
posts and collected only posts whose caption 
contained at least one Low German word. 
Consequently, the corpus also includes posts 
without hashtags. The Instagrammers in the 
corpus are small businesses, often run by 
individuals, that sell, for example, handmade 
goods, products with Low German prints, and 
decorative items, and a few restaurants and 
hotels. The posts’ images and videos, captions 
and emojis, and hashtags were collected 
manually. Table 1 provides an overview of the 
corpus data. 

Category  Σ 

Instagrammers  86 

Posts  1,157 

Captions 

- Words in captions  

1,157 

54,304 

Captions with hashtags 
- Hashtags in total 

1,140 
22,007 

Visuals (Images & videos) 1,753 

Table 1: Corpus data 

3.2 Coding and analysis 
Depending on the research focus, different 
samples of the data were analysed. All research 
questions were answered using a mixed-methods 
approach of quantitative and qualitative data 
analysis and manual annotation, all of which were 
carried out by the author. 

Low German use: In order to analyse the 
language use in the captions (1,157) (Schram, 
2023) and in written texts in visuals (1,318) 
(Schram, 2026), the data were first coded 
regarding language choice and language 
distribution. Low German content was further 
coded based on its extent and lexical complexity; 
specifically, whether the Instagrammers used 
single Low German words or longer syntactic 
units, and whether they used individual wordings 
or proverbs, greetings, and other fixed 
expressions. Furthermore, Low German content 
in the captions was analysed regarding 
codeswitching patterns and part-of-speech 
categories, its placement within the captions, and 
means of flagging. 

Associations with Low German: The coding 
process regarding common associations with Low 
German was based on a combination of inductive 
category formation (Mayring, 2015, 2022) and a 
deductive approach based on previous research 
on associations with Low German (see Schram, 
2025a). Kress and van Leeuwen’s (2006) visual 
grammar was used in the analysis of the visual 
data. Depending on the type of data, different 
coding steps were included: The captions (570) 
and visuals (895) were coded based on their 
content, metalinguistic commentary, and the 
meaning of the Low German text. Codes were 
established while going through the data and 
reassessed after no new codes emerged. 
Hashtags were analysed in terms of their 
frequency, and the 100 most common ones 
(9,448 tokens) were coded according to the 
categories established in the coding process of 
the captions and visuals. After being replaced with 
their Unicodes, emojis (244 types, 1,914 tokens) 
were analysed regarding their frequency and 
qualitatively, with respect to their use in the posts. 
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Identity construction: To approach the 
creation of regional identity, the coding and 
analysis of all captions of the corpus (1,157) and 
visuals with written text (819) included three steps 
(see Schram, 2025b). The first step was 
concerned with the use of Low German in the 
data. The data were coded according to the 
criteria introduced above for studying Low 
German language use. The second step 
examined how the Instagrammers address 
regional identity, combining their linguistic, 
stylistic, and discursive choices – analysed from 
the perspective of enregisterment and 
postvernacularity – with Wodak’s (2008) 
approach to in-group and out-group 
differentiation. This included statements and 
metalinguistic commentary on Low German, 
Northern Germans, Northern Germany, and other 
regional identities and how the Instagrammers 
positioned themselves. Lastly, the third step 
moved to the final, more abstract level of analysis 
by establishing superordinate categories to 
describe the Instagrammers’ use of Low German 
and other ways to construct Northern German 
identity, based on the patterns identified by the 
previous steps. 

4. Low German in commercial 
Instagram posts 

4.1 Language use 
The distribution and use of Low German differ 
between the captions and visuals (see Schram, 
2023, 2026). Table 2 shows the frequency of Low 
German in the captions and in visuals including 
Low German written text. Monolingual captions 
are rare, with the Instagrammers predominantly 
codeswitching between Low German and High 
German. In contrast, in the visuals that include 
Low German, monolingual Low German texts are 
the most common, followed by bilingual Low 
German–High German texts. The differences in 
the distribution of Low German can partly be 
explained by the nature of the data. Captions tend 
to be longer, where the Instagrammers promote 
products and provide information, whereas the 
texts in the visuals are considerably shorter, with 
Low German appearing as words and proverbs 
printed on products or introduced as vocabulary. 

Language(s) Captions 
(n=1,157) 

Visuals 
(n=972) 

Monolingual 
Low German 

30 (3%) 489 (50%) 

Low German & 
High German 

1,101 (95%) 363 (37%) 

Low German & 
other 

0 (0%) 62 (6%) 

Low German, 
High German, 
& other 

26 (2%) 58 (6%) 

Table 2: Language distribution 

In both datasets, the symbolic value of Low 
German outweighs its purely communicative 
function. Low German is limited to a set of well-
known words and phrases rather than longer texts 
carrying information. It is consciously deployed as 
an eye-catcher to draws attention to the 
Instagrammers’ content and products. In the 
captions, the Instagrammers often increase the 
salience of the Low German content through 
capitalisation, quotation marks, boldface, and the 
placement of Low German at the beginning of the 
captions. Similar strategies are used in the 
visuals. This use of Low German serves to 
highlight the distinctiveness of the Instagrammers’ 
products, emphasising authenticity and regional 
identity and contributing to the commodification of 
Low German. Given this connection between the 
Low German use with its potential for identity 
construction and group affiliation, the concepts of 
enregisterment and postvernacularity can be 
applied to some extent. 

This approach to written Low German in 
different datasets demonstrates not only how 
RML corpora can be analysed both quantitatively 
and qualitatively, but also how such an approach 
captures the communicative and symbolic 
function of language. 

4.2 Associations with Low German 
Similar to the rather limited use of Low German, 
the Instagrammers use and reinforce a small set 
of established associations with Low German 
(see Schram, 2025a). The associations with Low 
German fall into five superordinate categories, the 
distribution of which is presented in Table 3. The 
most common association across all types of data 
is the seaside, accounting up to 80% in the 
visuals, and the least frequent one is the 
association of home, family, community. The 
distribution of the other categories is more varied. 
The distribution of the associations reflects the 
context of the data. Combined with Low German, 
these associations serve as a marketing tactic for 
the Instagrammers. Thus, unlike previous studies, 
where Low German was closely connected with 
home, family, and community (cf. Adler et al., 
2016), the Instagrammers employ associations 
that have the potential to create a distinction from 
comparable content and can be a unique selling 
point. 

Category Captions 
(n=570) 

Visuals 
(n =895) 

Hashtags 
(n = 
9,448) 

Seaside 270 
(47%) 

719 
(80%) 

2,881 
(30%) 
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Character 
traits & 
humour 

153 
(27%) 

58 (6%) 390 (4%) 

Countryside, 
nature, 
farming 

121 
(21%) 

122 
(14%) 

0 (0%) 

Language 
area, region 

97 
(17%) 

100 
(11%) 

2,570 
(27%) 

Home, 
family, 
community 

81 (5%) 28 (3%) 460 (5%) 

Table 3: Associations with Low German 

Associations are visible in various ways in the 
data. In the different kinds of written texts, the 
Instagrammers use Low German nouns and 
short, mainly High German texts, which convey 
specific associations. Emojis in the captions, such 
as   and        , further strengthen these 
associations. Functioning as topic markers, 
mainly High German hashtags situate the posts in 
a regional context. The images of Instagram posts 
are particularly salient and offer multiple ways to 
convey associations with Low German. The 
settings and backgrounds, such as actual 
beaches or the countryside, written texts, and 
other modes facilitate the creation of regionalised 
content. 

By analysing how Instagrammers employ Low 
German and the associations connected to it, the 
study demonstrates both the dynamics involved in 
the commodification of RML and processes of 
enregisterment, and the effectiveness of manual 
coding for examining rich, multimodal social 
media data. 
4.3 Constructing regional identity 
In order to construct regional Northern German 
identity, three interconnected strategies can be 
observed (see Schram, 2025b). As illustrated by 
Table 4, these strategies include: 1) the use of a 
small set of (enregistered) Low German content, 
2) the foregrounding of specific character traits 
and coarse humour as typical Northern German 
features, and 3) differentiation between in- and 
out-group members. These strategies are 
combined with one another and are connected to 
the use and associations of Low German 
addressed in Sections 4.1 and 4.2. Given that the 
Instagrammers’ Low German use is already 
covered in Section 4.1., only the second and third 
strategies are discussed here.  

Strategy Captions 
(n=1,157) 

Visuals 
(n=819) 

Low German in 
multilingual texts 

1,127 (97%) 714 (87%) 

Distinct character 
traits & humour 

239 (21%) 201 (25%) 

In-group vs. out-
group 

134 (12%) 92 (11%) 

Table 4: Strategies for identity construction 

To establish the image of direct, taciturn, and 
tough Northern Germans, who are sarcastic and 
sometimes impolite, the Instagrammers employ a 
combination of indirect and direct strategies. 
Typical content includes direct statements in Low 
German and High German about Northern 
Germans, humorous content, and the use of 
coarse wording and swear words. Visuals often 
feature written texts, either as prints on products 
or as the focal point of meme-like images, which 
follow these patterns.  

The Instagrammers create a differentiation 
between a Northern German in-group and an out-
group through different, interrelated means. 
Similar to their statements to establish typical 
Northern German character traits, the 
Instagrammers use statements to distinguish 
between members of the in-group and outsiders. 
Through these statements, the Instagrammers 
position themselves as in-group members and 
authorities, using wordings such as “as we say 
here” in Low German and High German. 
Furthermore, the Instagrammers establish and 
reinforce norms of what constitutes the correct 
Northern German language use. Apart from 
distinguishing in-group from out-group members, 
they address the perceived authenticity of in-
group members and speakers of Low German. 
Lastly, the Instagrammers share humorous 
content resembling tutorials on understanding 
Northern Germans and their behaviour. This 
reinforces the idea that Northern Germans, their 
way of speaking, and their behaviour differ from 
those of people in other parts of Germany and 
therefore require explanation. 

The analysis of strategies to create and 
reinforce Northern German identity in commercial 
social media data demonstrates how discourse-
analytic approaches unfold the relationship 
between language commodification and the 
performance of regional identity beyond the 
specific case of Low German. 

5. Conclusion 
This paper has illustrated different approaches to 
the analysis of RML on social media platforms 
through the example of Low German on 
Instagram. It applied sociolinguistic, multimodal, 
and discourse-analytic perspectives to account 
for the diverse data and the different research foci 
of language use, associations with Low German, 
and identity construction. 

The analysis demonstrated that the 
Instagrammers combine the primarily symbolic 
use of Low German with a set of associations with 
the language and with specific ideas of what 
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constitutes Northern German identity. This 
combination serves as a valuable resource and 
marketing tactic to create distinctiveness and 
authenticity in commercial online contexts. 
Through their social media content and promoted 
products, the Instagrammers further the 
commodification of Low German.  

The conceptual and methodological 
framework applied in the described research 
project can be transferred to other contexts 
involving RML as well as to multilingual settings in 
CMC more generally.  
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Abstract
This study examines online discussions on English language skills and linguistic variation in the Suomi24 corpus 
covering the years 2021–2023. We apply corpus-assisted discourse analysis in order to identify evaluative 
discussions concerning English language skills and linguistic variation. In online discussion forum data, these 
themes are linked both to personal language attitudes and to broader, sociolinguistically prominent language 
ideologies. The way that English language skills are commented on and whose language skills are at the focus of 
discussion reveal that Finns have an emotionally charged relationship with the English language. Our findings also 
suggest that online discussants’ awareness of linguistic variation is rather narrow, and a good command of English
tends to be equated with native-like proficiency.

Keywords: corpus-assisted discourse analysis, keyword analysis, language ideologies, discussion forum

1. Introduction
Online discussion forums are spaces where 
people from different backgrounds can meet to 
discuss different topics without revealing their 
identities. Such data can provide a window into 
layman attitudes and conceptions on various 
topics, including language. Online discussions on 
different languages and language use can shed 
light on public opinions and attitudes as well as 
underlying ideologies relating to languages.

This study centers on public discussions 
pertaining to the English language in the Suomi24 
corpus. The Suomi24 corpus consists of 
discussions from the Suomi24 discussion forum, 
which is the largest online discussion forum in 
Finland (Lagus et al., 2016). Previous studies on 
the Suomi24 corpus have shown that the English 
language and particularly its increased use in 
Finland is a popular topic of discussion. Paulasto 
and Meriläinen (forthcoming) examine 
discussions on the status and use of English in 
Finland, and Meriläinen and Paulasto (2025) chart 
values and attitudes relating to language 
education and language choices in Finnish 
schools. This study focuses on discussions 
around English language skills and how they are 
commented on and evaluated by online 
discussants. Our data consist of online 
discussions from 2021–2023.

Our research questions are the following:
• What are the keywords characterizing a
corpus sample extracted with the queries 
osata + englanti (‘to know English’) and
puhua + englanti (‘to speak English’)?

• What kinds of broader topics are identified 
through a thematic classification of the 
keywords?

• What does the broader textual environment 
of selected keywords reveal about online 
discussants’ perceptions of (their own or

others’) English language skills, and what 
kinds of discourses are the perceptions 
linked to?  

Our method is corpus-assisted discourse 
analysis (CADS), which has commonly been 
applied, for example, in the analysis of political 
speeches, news texts and internet discussion 
forums (e.g. Scott & Tribble 2006, Partington 
2013, Jantunen 2018, Johansson et al. 2018). It 
is particularly suitable for the present study 
because it enables detecting quantitative patterns 
in large data, which makes it possible to uncover 
broader themes for closer qualitative analysis 
(Partington 2013, 9-10). The identification of 
broader discourses emerging from the Suomi24 
discussion forum allows us to examine how 
variation in English is evaluated and whose 
language is considered good or bad.  

2. Discourses and Ideologies of 
English Language Variation in 

Finland 
Discussions and opinions on language propriety 
can be addressed in light of language ideologies, 
such as ideologies of standard language, native 
language, and language purity (Mäntynen et al. 
2012, Blommaert et al. 2012). These language 
ideological positions are prevalent enough to 
generally lead language users to equate “good 
language” with standard language spoken by 
native speakers.  

In Finland, English has the status of a foreign 
language, which means that normative standard 
English (along with the British RP accent) is the 
typical target in traditional English language 
teaching. The current national core curriculum for 
basic education (OPH 2014) does not define a 
target variety but encourages acknowledging 
linguistic and cultural plurality and the role of 
English as a means of global communication. 
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Emphasis on the utilitarian value of English as a 
global lingua franca also leaves space for 
acceptance of variation (e.g. Barner-Rasmussen 
et al. 2024). 
Prior research has found that Finns’ attitudes 
towards non-standard English are usually 
negative and acceptance of diversity is low (e.g. 
Leppänen & Pahta 2012, Kytölä 2013, Peterson 
2020, 2022). In the present study, we follow up on 
these observations by examining metalinguistic 
discourses on English in the Suomi24 corpus to 
uncover Finnish discussants’ attitudes and 
conceptions of English language variation and the 
related language ideologies.  

3. Data 
The Suomi24 corpus is a multi-billion-word corpus 
consisting of posts on the Suomi24 discussion 
forum between 2001–2023 (Lagus et al., 2016). 
The corpus is regularly updated and openly 
available via the Language Bank of Finland 
(https://www.kielipankki.fi/aineistot/suomi24/). 
We focus on the most recent section of the 
dataset available at the moment, which consists 
of online discussions from the years 2021–2023. 
This dataset consists of 473,720,000 words 
(44,211,109 sentences).  
In order to locate discussions that focus on 
English language skills, we used the search 
queries [lemma=”osata”] []* [lemma=”englanti”] 
and [lemma=”puhua”] []* [lemma=”englanti”], 
which include any inflected form of the word osata 
‘to know’ or puhua ‘to speak’, followed by any 
inflected form of the word englanti ‘English’, with 
zero or more words in between. These search 
words were selected on the basis of our previous 
study, which showed that osata and puhua were 
among the most frequent collocates for englanti 
on the Suomi24 discussion forum (Paulasto & 
Meriläinen, forthcoming).1  

The search produced 2,495 hits for the query 
osata + englanti and 2,023 hits for the query 
puhua + englanti. The search results with the 
surrounding paragraph were exported into an 
excel file, where duplicates were automatically 
removed and the concordance lines were 
manually further checked for identical posts. The 
resulting corpus is 151,452 words in size and it 
consists of 4,070 hits (2,332 for the lemmas osata 
+ englanti and 1,738 for the lemmas puhua + 
englanti).  
As a reference corpus for keyword analysis, we 
use a sample of posts from the Suomi24 corpus 
(from the years 2021–2023) focusing on the topic 

 
1 Paulasto and Meriläinen (forthcoming) analysed the 
Suomi24 corpus data from the years 2018–2021 
through collocate analysis, with a thematic focus on the 
status and use of English in Finland. Discussions 
relating to English language skills were not further 
analysed.   

of language in general. The reference data was 
extracted with the search lemma kieli ‘language’, 
which produced 113,661 hits. In order to limit the 
size of the dataset, we downloaded every fifth 
page of the search results from the concordance 
window. The resulting reference corpus is 
1,030,658 words in size and contains 23,000 hits 
(including the search word and the surrounding 
paragraph).  

4. Results of the Keyword Analysis 
The data analysis is conducted in two stages. 
First, we conduct a keyword analysis with the 
corpus analysis software AntConc (Anthony, 
2026). The keyword tool compares the target 
corpus (search results with the lemmas 
osata/puhua + englanti) with the reference corpus 
(search results with the lemma kieli) and identifies 
words that occur unusually frequently in the target 
corpus in comparison to the reference corpus 
(Scott & Tribble 2006, 55-59). Through keyword 
analysis we aim to locate words that are 
characteristic of discussions about English 
language skills (section 4.1). In the second stage 
of the analysis, the keywords are grouped into 
broader thematic categories in order to identify 
underlying broader topics and discourses (section 
4.2). Selected keywords from the thematic groups 
will then be subjected to closer discourse analysis 
in section 5.  
4.1 Keyword Analysis 
There were, altogether, 236 statistically significant 
keywords in the target corpus. The statistical 
significance is calculated in AntConc with the 
keyness value, which is based on the Log 
Likelihood test.2 In the following analysis, we 
exclude keywords that are induced by the topic 
itself (different forms of the lemmas osata ‘know’, 
puhua ‘speak’ and englanti ‘English’), function 
words (e.g. jos ‘if’, koska ‘because’ and että ‘that’) 
and verbs, nouns and adverbs of a very generic 
meaning (e.g. erittäin ‘very’, henkilö ‘person’ and 
luulla ‘think’). The remaining 93 keywords are 
subjected to further analysis.  
Table 1 presents the 20 most significant keywords 
in the target corpus based on their keyness value. 
An overview of the most significant keywords 
indicates that the topics often mentioned in 
connection with English are other languages, 
nationalities, people and adjectives or adverbs 
describing language skills.  
 

2 The significance values of the Log Likelihood test in 
relation to p-values are as follows:  LL 3,84 = p < 0,05, 
LL 6,63 = p < 0,01, LL 10,83 = p < 0,001 and LL 15,13 
= p < 0,0001 (see Rayson 2003, 43–58).  
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Keyword Frequency Keyness 
value 

suomea ‘Finnish’ 735 972.07 
ruotsia ‘Swedish’ 593 769.22 
hyvin ‘well’  564 390.14 
ranskaa ‘French’  184 324.97 
saksaa ‘German’ 189 298.09 
Martina  121 281.91 
sujuvasti ‘fluently’  149 252.82 
espanjaa ‘Spanish’ 129 231.84 
sujuvaa ‘fluent’ 62 157.31 
Suomessa ‘in Finland’  496 129.48 
pelkkää ‘only’  81 129.43 
Marin  69 124.38 
venäjää ‘Russian’  152 121.29 
hyvää ‘good’ 140 102.88 
suomalainen ’Finnish’ 139 91.69 
suomalaiset ‘Finns’  169 91.48 
kielitaito ‘language 
skills’ 

95 91.20 

sanaakaan ‘not a 
word’ 

50 81.69 

suomeksi ‘in Finnish’  124 71.81 
auttavasti ‘passably’  38 71.07 

 
Table 1: 20 most significant keywords 

  

4.2 Keywords in Thematic Groups  
Thematic classification of the keywords reveals 
nine broader topics emerging from the 
discussions. These are words describing 
language skills (e.g., hyvin ‘well’, sujuvasti 
‘fluently’, names of languages (e.g., suomea 
‘Finnish’, ruotsia ‘Swedish’), names of people 
(e.g. politicians or celebrities such as Sanna 
Marin or Martina Aitolehti), labels (e.g. names or 
terms used to characterize English use, such as 
natiivi ‘native’ or rallienglanti ‘rally English’), 
nationalities (e.g. suomalaiset ‘Finns’, ruotsalaiset 
‘Swedes’, places (e.g. Suomessa ‘in Finland’, 
ulkomailla ‘abroad’), education and learning (e.g. 
ylioppilas ‘upper secondary school graduate’, 
aikuisiällä ‘in adulthood’), work life (e.g. töissä ‘at 
work’, asiakkaiden ‘customers’) and travel (e.g. 
matkustaa ‘travel’, turistit ‘tourists’). The thematic 
category was determined by examining the 
concordance lines and identifying the topic of 
discussion. For keywords occurring with a very 
high frequency, a sample of concordance lines 
was examined (cf. Baker 2023, 112–120).  
Figure 1 shows the thematic categories and the 
number of keywords in each category with their 
percentages. For closer qualitative analysis, we 
select the three largest thematic groups 

Language skills, People and Labels. Preliminary 
investigation of the concordance lines also shows 
that the theme of the discussions most often 
relates to commenting on and evaluating 
language skills. Although the thematic group 
Languages is also large, the keywords in this 
group often occur in connection with listing 
different languages and more rarely include 
broader context relevant to the present analysis. 
The qualitative analysis mainly focuses on the 
concordance line surrounding selected keywords, 
which is customary in the CADS framework (e.g. 
Baker 2023, 107–134). In unclear cases, the 
entire text paragraph will be examined.   

 

      
Figure 1: Keywords in thematic categories 

  

5. Discourses Identified in the Data 
The following analysis focuses on a few selected 
examples from the thematic categories of 
Language skills, People and Labels. These 
examples illustrate some of the common themes 
emerging around the keywords and the debates 
and controversies surrounding them.  

5.1 Language Skills 
The category of language skills consists of 
descriptions of what is considered good, bad or 
sufficient English. Native speaker ideology 
appears to be strong in the data, although low 
proficiency can also be considered adequate: a 
functional ability in English means that studying 
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other languages becomes unnecessary. The 
results show whose English is generally valued 
and whose is not.  
• I speak English fluently, people often think I’m 
a native speaker3 

• When everybody speaks English however 
they like, that’s the end of good and sufficient 
language skills. The outcome is that everyone 
speaks a weird mixed language  

5.2 People 
Former prime minister Sanna Marin is one of the 
high-profile politicians whose English skills are 
discussed in the data. The opinions are so varied 
that they are likely to reflect the discussants’ 
overall views on Marin as a person rather than her 
accent. Negative and positive assessments of the 
person appear to be projected onto views of her 
English, exemplifying the sociolinguistically 
central connection of “good/bad language” and 
“good/bad character”.   

• She can’t even speak proper English. Marin’s 
“British English” is annoying lisping. 

• Afterall, Marin speaks English near perfectly!! 

5.3 Labels   
One of the nationally well-known labels discussed 
in the data is “rally English”, a strong Finnish 
accent made famous by Finnish rally drivers (see, 
e.g., Peterson 2020, 14). This accent is not simply 
derided but also viewed as part of the global 
diversity of English and even appreciated to an 
extent. Nevertheless, the majority of views are 
negative; a Finnish accent is still not 
sociolinguistically acknowledged, and the native 
speaker norm prevails.    
• Finns are in a class of their own just by using 
basic school English, and we can make do 
with the slandered rally English just the 
same as everyone 

• Finnish rally English is such that it makes me 
ashamed to be a Finn. It’s a speech defect, 
really.  

6. Discussion and Conclusion 
Discussion forum data is highly polarized and 
filled with different types of juxtapositions. As 
described by Lehti et al. (2020), the Suomi24 
corpus can be viewed as a space for public self-
expression, where people meet to discuss and 
even debate on topics that may be controversial 
or affective in nature. The corpus covers a wide 
range of thematic sub-forums, and the language 
used on these sub-forums varies from informal 
and conversational in style to more carefully 
planned standard language (Niva et al. 2025).  

 
3 Examples from the data have been translated into 
English with Microsoft Copilot. The translations were 
checked and edited by the authors.   

Drawing wide-reaching conclusions based on 
such a large and heterogeneous corpus may not 
be warranted, but it is, nevertheless, evident that 
English and English language skills are topics that 
raise strong emotional reactions and give rise to 
differing opinions among the discussants. The 
high frequencies of the keywords identified in this 
study lead us to assume that the keywords 
originate from various different thematic sub-
forums, threads and discussants. Finns’ negative 
views towards non-standard English have also 
been identified in earlier studies (e.g. Kytölä 2013, 
Leppänen & Pahta 2012), and the findings based 
on the Suomi24 discussion forum are no 
exception.  
We may apply the concepts of verbal hygiene 
(Cameron 2012) and metapragmatic reflexivity 
(Kytölä 2013) to explain the observed drive 
towards debating what is good or acceptable 
English in the Finnish context. Many of the topics 
projected onto these arguments are not 
essentially about language, however, but they 
reflect political views, misogyny, xenophobia, or 
feelings of societal inclusion or exclusion.  
Standard language and native speaker ideologies 
appear to be strong on the discussion forum. One 
of its manifestations is language shame, either 
regarding one’s own or other Finns’ language 
skills: a proficient and credible Finn is expected to 
speak English fluently with a native-like accent. At 
the same time, there are signs of emergent covert 
prestige of rally English or the Finnish accent, 
because attempting to sound native can also be 
frowned upon. It can be viewed as “fake” or 
“pretentious”, whereas rally English is considered 
“honest” (see Kytölä 2013). Despite the 
underlying language ideologies, the discussion 
forum data indicate that Finns view the English 
they use as part of the global English language 
complex. This view entails variation as an 
essential characteristic.  

On a broader scale, our research shows that 
Finns’ language attitudes and the ideologies 
surrounding the debates about the English 
language are fruitful topics for further research. 
While the main focus of CADS is typically on 
quantitative corpus findings and selected 
concordance lines, tracing down individual posts 
or threads on the discussion forum would enable 
examining polarized arguments in a broader 
discourse context. Comparing discussion forum 
data with data deriving from other forums for 
public discussion (e.g. newspaper editorials or 
letters to the editor, cf. Leppänen & Pahta 2012) 
could shed further light on how accurately 
anonymous internet platforms represent wider 
public opinions.   
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Abstract
This paper examines how quantitative linguistic measures can be adapted for corpora of computer-mediated
communication (CMC) so that CMC data become comparable with spoken and written language. Such measures
are well established in text linguistics, but they were developed for linear, monologic written texts and remain
insufficiently operationalised for CMC. Drawing on recent work in text quality research and digital linguistics,
we propose a set of measures covering lexical diversity, lexical density, segment length, part-of-speech distri-
bution, and tense and mood distribution, complemented by interactional and multimodal metrics such as reply
structures, hyperlinks, and emoji use. We sketch possible applications and discuss the open methodological questions.

Keywords: computer-mediated communication, corpus linguistics, quantitative text analysis

1. Introduction

In this paper, we analyse how quantitative linguistic
measures can be applied to corpora of computer-
mediated communication (CMC) and used for em-
pirical comparison with spoken and written lan-
guage. Quantitative approaches to text description
have long been central to text complexity research,
but the measures behind them were developed
mostly for linear and monologic written texts. Their
extension to CMC data remains methodologically
underdeveloped, despite the increasing recognition
of CMC as a distinct communicative mode that can-
not be adequately captured by a simple dichotomy
between speech and writing Beißwenger (2020). A
recent overview of corpus-based work on CMC is
given in Beißwenger et al. (2025). Figure 1 shows
a typical example: non-standard orthography com-
bined with multilingual elements, emojis, and other
platform-specific markers. CMC texts of this kind
are often interactionally co-constructed, and they
raise questions of segmentation and comparability
that traditional text-linguistic methods do not handle
well.

The challenge is to make their structural and func-
tional properties measurable, both for comparison
across platforms and against established reference
corpora. Most existing work has focused on indi-
vidual phenomena, so systematic quantitative com-
parison between CMC genres, or between CMC
and other modalities, is still rare.

2. Theoretical Background

A central methodological argument in recent re-
search on digital language use is that claims about
language change under conditions of computer-
mediated communication require a sufficiently

Figure 1: Youtube comment with emojis, anglicism
and deviating spelling

strong empirical and conceptual baseline. Wolfer
et al. (2023) argue that both pessimistic and opti-
mistic accounts of digital writing practices remain
insufficiently grounded in systematic models, in
representative corpora, and in transparent eval-
uation procedures. Quantitative measures rest on
assumptions about what should count as a text or
as a unit of analysis in digital communication. The
same point applies on the technical side: the way a
corpus is segmented, annotated, and represented
determines what can later be measured. Our work
also draws on the older tradition of text quality eval-
uation in linguistics, most prominently the Zürcher
Textanalyseraster and related approaches. These
offer categories for analysing written texts along
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dimensions like coherence, adequacy, correctness,
and complexity, and they have been used produc-
tively in writing research and in the school con-
text. Recent work on digital communication has
extended them to capture the multimodality and in-
teractivity of online discourse and its dependence
on platform affordances. Storrer (2020), for exam-
ple, extends classical text quality models to digi-
tal environments by adding intertextual coherence
in multi-author settings such as comment threads,
and multimodal coherence between text, image, au-
dio, video, and hyperlinks. Our proposal builds on
this line of work but shifts the focus from qualitative
quality assessment to quantitative description.

3. Methodological Approach to
Quantitative CMC Analysis

A first challenge in quantifying CMC is how to define
basic linguistic units. Traditional texts are usually
segmented into sentences with clear punctuation,
but in digital environments this is less straightfor-
ward. Hashtags, emojis, URLs, and user mentions
raise questions about tokenisation, and the concept
of a sentence often does not apply, since CMC
data are frequently fragmented or non-standard.
Segmentation must be adapted to platform-specific
units such as posts, comments, threads, or mes-
sages.

Once such units are defined, a range of estab-
lished measures can be computed on them. The
core families we propose include measures of text
size and lexical inventory (tokens, types, lemmas),
of lexical diversity and of lexical density. Lexical di-
versity indicates how varied the vocabulary in a text
is, while lexical density measures the proportion of
content words and is therefore sensitive to register
and elaboration. Segment length and its variability
serve as proxies for syntactic complexity, although
in CMC the notion of a segment is less clear-cut
than in edited prose texts. A part-of-speech distri-
bution gives the relative frequency of word classes
such as nouns, verbs, pronouns, and particles, and
can reveal grammatical patterns across text types.
Tense and mood distributions complement this pic-
ture by capturing stylistic and functional variation,
for example between argumentative and conversa-
tional CMC genres.

Table 1 summarises four of these core measures
and their typical operationalisation in spoken lan-
guage, written language, and CMC. The asterisks
indicate that each of these measures, although
transferable in principle, requires methodological
adaptation in CMC, in particular with respect to to-
kenisation, segmentation, and tagger performance
on non-standard forms.

Beyond these core metrics, we add measures
specific to CMC. Hyperlinks can be treated as

Measure Spoken
language

Written
language

CMC

Lexical
inventory

words per
turn

words per
text

words per
post or
message*

Lexical
diversity

over tran-
scripts

over texts over posts
or threads*

Segment
length

turn length sentence
length

post or
message
length*

POS distri-
bution

high share
of pro-
nouns,
particles,
verbs

high share
of nouns,
adjectives

mixed pro-
file, often
with many
interjec-
tions and
pronouns*

Table 1: Selected quantitative measures across
spoken language, written language, and CMC. An
asterisk (*) marks measures that require adapta-
tion when applied to CMC data, for example with
respect to tokenisation, segmentation, or tagger
performance on non-standard forms.

cohesion markers and emojis as multimodal ele-
ments, both of which carry communicative weight
that purely lexical measures miss. For interac-
tional reply structure we follow (Herzberg and Lün-
gen, 2024) and their analysis of reply relations on
Wikipedia talk pages, which distinguishes technical
replies, indentation-based replies, and interpreta-
tive replies signalled by linguistic cues. Platform-
specific metadata such as likes, shares, replies,
and follower counts can also serve as indicators
of interactional dynamics. Together with the mea-
sures shown in Table 1, these CMC-specific metrics
form a baseline that supports systematic compari-
son.

4. Data

We plan to apply the proposed measures to existing
corpora that differ in their communicative character-
istics: Wikipedia discussion pages, YouTube com-
ments, blog posts, and instant messaging conver-
sations. These corpora vary in length, interactivity,
degree of standardisation, and level of moderation.
Several established resources are available for Ger-
man: the Dortmund Chat Corpus and the German
Reference Corpus of Computer-Mediated Commu-
nication DeRiK (Beißwenger et al., 2013) cover ear-
lier forms of internet-based communication, while
the Mobile Communication Database MoCoDa 2
(Beißwenger et al., 2019) collects WhatsApp and
similar messaging interactions. In addition, we plan
to use the NottDeuYTSch YouTube comments cor-
pus (Cotgrove, 2023) and the German Wikipedia
Talk Pages Corpus (Margaretha et al., 2025). As
written reference data we plan to use newspaper
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subcorpora and literary collections and for spoken
language, we draw on existing spoken corpora that
allow for the contrast with conversational data. The
following section presents examples of available
data resources in relation to different fields of appli-
cation.

5. Applications

5.1. Positioning CMC between speech
and writing

A first use case concerns the question of where
CMC is situated between spoken and written lan-
guage. For written German, the newspaper subcor-
pora of the Deutsches Referenzkorpus (DeReKo),
whose design and contents are described in Kupi-
etz et al. (2023), and the literary texts of De-
LiKo@DNB, explained in Kupietz et al. (2026)
and accessible through the KorAP platform of-
fer suitable reference data. For spoken German,
the Forschungs- und Lehrkorpus Gesprochenes
Deutsch (FOLK) and the further oral corpora in
the Datenbank für Gesprochenes Deutsch can
be used, both are described in detail by Schmidt
(2014, 2017). Running the proposed measures
over these corpora and over a range of CMC cor-
pora would show whether CMC data really shows
characteristics of both spoken and written language,
or whether some platforms lean more clearly toward
one side.

5.2. Beyond single-phenomenon
analyses

A second use case complements the detailed qual-
itative work that has shaped much CMC research.
Many studies offer close analyses of single features
such as emoji use or non-standard orthography, of-
ten on carefully selected datasets, and these case
studies have produced great insights into digital
communication. A standardised set of quantita-
tive measures extends this foundation by support-
ing comparable analyses across phenomena and
datasets, and by providing a broader empirical ba-
sis for claims about digital language use. It also
makes it easier to detect patterns that span several
phenomena, for example the effect of message
length or reply structure.

5.3. Heterogeneity within CMC
A third area of application is the internal variety of
CMC. The label CMC covers formats as different
as microblogging on Twitter/X, collaborative discus-
sions on Wikipedia talk pages, comment threads
on YouTube, and messaging on WhatsApp. These
formats differ, among others, in length, addressee

structures, and public visibility, yet quantitative com-
parison across them remains an open task. The
proposed measures can be used to test whether
the differences between them show up in quanti-
tatively, and so contribute to a more differentiated
empirical typology of CMC formats. This typologi-
cal work is also relevant for interoperability: corpora
that are quantitatively well described are easier to
integrate into larger research infrastructures.

6. Discussion and conclusion
This proposal paper starts from the observation
that quantitative text analysis provides a rich toolkit
for studying written and spoken language, and that
extending this toolkit to computer-mediated com-
munication (CMC) opens up productive new direc-
tions. CMC data are shaped by platform-specific
features and patterns of interaction, so established
measures benefit from adjustment before they can
be applied in a comparable way. Rather than in-
troducing entirely new metrics, we argue for an
adaptation of existing measures, combined with a
set of CMC-specific features. For the conference,
we plan to present first results from applying this set
of measures to a subset of the corpora described
in Section 4. Presenting these first results is also
a way of opening up the methodological decisions
behind them for discussion, since several of these
decisions are not yet settled. Feedback on which
additional measures the community would consider
indispensable, would directly inform the next stage
of the project.
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Abstract
For the past four years, the CORLI consortium has been developing the Open French Corpus (OFC) project 
(Parisse et al., 2023), which brings together existing French-language corpora within a standardized framework, 
both in terms of formats and metadata. The project aims to centralize these corpora in a shared, accessible 
environment on the Ortolang platform, supported by dedicated tools for exploration (Poudat et al., 2025). A
controlled vocabulary for its metadata is being developed in parallel on the Opentheso platform.
CMC corpora represent a substantial share of the resources currently being integrated into OFC. A significant part 
comes from the CoMeRe repository (Chanier et al., 2014), which gathers 13 corpora across a wide range of CMC 
genres: SMS, tweets, wiki discussions, weblogs, text chats, and multimodal environments including 3D virtual 
worlds. This contribution reports on the metadata adjustments we had to make when integrating these diverse 
resources into OFC’s transversal metadata scheme.
A transversal metadata framework necessarily loses some genre-specific detail, in exchange for broader 
interoperability. We illustrate this tension through concrete examples drawn from the integration of CoMeRe into 
OFC, focusing on two salient issues: (i) the typology of CMC corpora, where genre, platform and mode interact in 
ways that a single-axis classification hardly captures (e.g. a Second Life learner interaction combining text, audio 
and avatar gestures), and (ii) the communicative sphere, whose binary private/public distinction does not 
accommodate institutional or learning contexts (e.g. Twitter corpora classified as “private”, or pedagogical chats 
that are neither fully public nor private). We further relate these issues to the recommendations of the TEI P5 CMC 
module (chapter 9), which provides an external reference.
Rather than offering a definitive answer, this poster raises questions intended to contribute to ongoing reflection on 
metadata design for heterogeneous CMC corpus infrastructures.
Keywords: CMC corpora, metadata, interoperability, corpus infrastructure, TEI-CMC
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Abstract
Automatic speech recognition (ASR) is increasingly used for large-scale corpus construction, yet the impact
of decoding parameters on resulting datasets remains underexplored. We compare two operational decoding
configurations selected by fixed temperature settings (0.0 vs. 0.1) in a Singapore-English-adapted Whisper pipeline.
In a paired rerun of 1,322 podcast recordings (774 hours), sampling at temperature 0.1 produced 99,011 more
aligned words than beam search at temperature 0.0 (+1.02%; 95% paired-bootstrap interval: +0.89–1.16%).
Hand-checked passages show that these differences include both recovered audible material and acoustically
unsupported insertions. An additional sampling-only control at temperature 0.01 produced more output than at 0.1,
showing that output quantity was not monotonic with temperature. We argue that decoding configuration should be
treated as a methodological decision in corpus construction rather than a purely technical setting.

Keywords: ASR, corpus construction, Whisper, decoding configuration, transcription quality

1. Introduction

Recent advances in automatic speech recognition
(ASR) have enabled the creation of large-scale
spoken corpora from online audio sources with
minimal manual intervention. Systems such as
wav2vec 2.0 (Baevski et al., 2020), Whisper (Rad-
ford et al., 2022), or Qwen3-ASR (Shi et al., 2026)
have made it possible to generate time-aligned tran-
scripts at scale, supporting new directions in corpus
linguistics and computer-mediated communication
(CMC) research. These developments have facil-
itated the analysis of naturalistic spoken interac-
tion in ways that were previously infeasible (Coto-
Solano et al., 2021; Coats, 2025). At the same
time, ASR outputs are not neutral representations
of speech. Transcription systems may normalize or
suppress linguistically relevant features, including
discourse particles and non-standard morphosyn-
tax (Lea et al., 2023), leading to a growing recog-
nition that ASR should be treated as a component
of corpus design rather than a purely technical pre-
processing step.

Building on this perspective, the present paper
examines the role of decoding parameters in shap-
ing ASR-derived corpora. We focus on two oper-
ational decoding configurations selected by fixed
temperature settings (0.0 vs. 0.1), while holding
the fine-tuned model and input audio constant. We
show that this apparently minor user-facing setting
leads to systematic differences in corpus composi-
tion and to qualitatively different errors.

We argue that decoding parameters should be
treated as methodological choices in corpus con-

struction, with direct implications for downstream
linguistic analysis.

2. Decoding Parameters as Corpus
Design Choices

Recent work has emphasized that ASR systems do
not simply transcribe speech but actively shape the
resulting linguistic data. In the context of YCSEP,
fine-tuning was shown to substantially alter the re-
covery of discourse particles and morphosyntac-
tic variation, with consequences for corpus-based
analysis (Coats et al., 2025).

This supports a broader view of ASR as a con-
trollable component of corpus construction, where
modeling choices directly affect the representation
of linguistic phenomena. While prior work has fo-
cused primarily on model architecture and training
data, less attention has been paid to decoding pa-
rameters, which operate at inference time but may
have equally important effects.

Decoding temperature controls the degree of
stochasticity in token selection. In the faster-
whisper implementation used here, zero tempera-
ture invokes deterministic beam search, whereas
a positive temperature invokes sampling with best-
of selection. Temperature therefore selects oper-
ational configurations that can produce different
transcripts from the same model and audio.

Despite its importance in sequence generation,
the role of decoding configuration in corpus con-
struction has not been systematically examined.
This paper addresses this gap through a paired
comparison of the configurations selected by two
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fixed settings.

3. Data and Method

3.1. Decoding settings
Decoding temperature is a standard parameter in
neural sequence models that controls the concen-
tration of the probability distribution over possible
output tokens. At each decoding step, the model
produces a set of logits zi, which are unnormalized
scores for the candidate tokens. These scores are
converted into probabilities using a temperature-
scaled softmax (e.g. Hinton et al. 2015):

pi(T ) =
exp(zi/T )P
j exp(zj/T )

.

Temperature rescales the differences between
the logits without changing their ranking. For any
two tokens i and k, the ratio of their probabilities is

pi(T )

pk(T )
= exp

✓
zi � zk

T

◆
.

When T < 1, differences between logits are am-
plified, causing the probability distribution to be-
come more sharply concentrated on the highest-
scoring tokens. For a fixed non-uniform set of logits,
this generally lowers the entropy of the distribution
and reduces the probability that less likely alterna-
tives will be selected. As T ! 0, the distribution
approaches a point mass on the token with the
largest logit, so sampling becomes effectively equiv-
alent to greedy decoding, except in cases involv-
ing ties. When T > 1, differences between logits
are compressed, producing a flatter, higher-entropy
distribution. This increases the probability of sam-
pling lower-scoring tokens and therefore introduces
greater variation into the decoded output. In the
limit T ! 1, the distribution approaches a uniform
distribution over the candidate tokens. Tempera-
ture therefore controls the stochasticity of sampling-
based decoding: lower values make decoding more
conservative and repeatable, whereas higher val-
ues make it more variable but also increase the
risk of selecting implausible tokens. Importantly,
temperature affects the output only when tokens
are sampled from the distribution. Under strictly
greedy decoding, changing T does not change
the selected token because dividing all logits by
the same positive value leaves their ordering un-
changed.

In Whisper, temperature is not typically fixed but
used in a fallback schedule: decoding begins at
T = 0.0, and higher temperatures are applied only
if the initial output fails quality checks (e.g. low log-
probability or repetitive loops). We instead enforced
a fixed scalar temperature in each condition, with-
out fallback. Because faster-whisper changes from

beam search at zero to sampling with best-of se-
lection at a positive value, this is a comparison of
the two operational configurations selected by the
user-facing parameter, not of temperature scaling
with the internal search algorithm held constant.

3.2. Test data
The test data comprised 1,322 recordings (774.02
hours) from six Singapore English podcast series
in YCSEP. They include conversation, overlapping
speech, music, sound effects, editing, and vari-
able recording conditions. Audio was processed
with the Singapore-English-adapted Whisper large-
v2 model stcoats/whisper-large-v2-NSC in
a pipeline including transcription, WhisperX align-
ment, pyannote diarization, and token-level extrac-
tion.

Each recording was decoded under two fixed
settings (T = 0.0 vs. T = 0.1):

• Temperature 0.0: deterministic beam search
(beam size 5)

• Temperature 0.1: low-temperature sampling
(best-of 5)

The waveform, model, language and threshold
settings were identical. Each recording was down-
loaded and diarized once, and the same diarization
result was reused; the two transcripts were aligned
separately. Previous-text conditioning and VAD
filtering were disabled in both conditions.

This setup provides a paired comparison of how
the two decoding configurations affect the resulting
corpus.

As a sampling-only control, we subsequently de-
coded the same recordings at T = 0.01 with best-of
5, keeping the other transcription settings identical
to the T = 0.1 condition. This comparison isolates
two positive temperatures under the same search
procedure.

4. Results

All 1,322 recordings completed under both configu-
rations without processing errors. Table 1 reports
the paired corpus totals.

Aligned words ASR segments Derived turns Turn duration (s)
Temp 0.0 9,666,394 95,789 639,263 2,313,227
Temp 0.1 9,765,405 100,861 634,563 2,301,434

Table 1: Corpus statistics for temperature 0.0 and
0.1.

Temperature 0.1 produced 99,011 more aligned
words (+1.02%; 95% paired-bootstrap interval:
+0.89–1.16%) and 98,396 more words in the raw
ASR segments (+1.01%). These are differences
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in output quantity, not by themselves evidence that
all additional words represent recovered speech.

The segmentation measures moved in different
directions. Temperature 0.1 produced 5,072 more
raw ASR segments (+5.29%) but 4,700 fewer de-
rived turns (�0.74%). Derived turns were con-
structed after alignment, beginning at a speaker-
label change or a gap over 0.5 seconds; they are
not pyannote diarization turns. Their combined
duration also declined by 0.51%. Raw ASR seg-
mentation, aligned duration, and downstream turn
construction therefore cannot be treated as inter-
changeable measures of captured speech.

The aggregate totals do not determine whether
particular differences are deletions, insertions, or
substitutions. Hand-checking is therefore neces-
sary before interpreting additional output as greater
coverage or reduced output as greater precision.

Figure 1: Relative differences in corpus-level out-
put measures for sampling at temperature 0.1 com-
pared with beam search at temperature 0.0.

Figure 1 summarizes these differences. The
largest change is the 5.29% increase in raw
ASR segments; aligned words increase by 1.02%,
whereas derived turns and their combined duration
decline. The configuration change thus affects both
textual output and its downstream segmentation,
but not as a uniform increase across measures.

These differences can affect the linguistic struc-
ture of the corpus. Token counts and segmenta-
tion differ systematically between versions, while
features already vulnerable to ASR normalization—
such as discourse particles—may be affected by
either omitted or unsupported output.

Tables 2 and 3 present two hand-checked ex-
cerpts. Neither transcript is treated as a complete
gold reference; the examples isolate one audible
omission and one unsupported insertion.

The temperature 0.01 output also contained the
audible exchange in Table 2, but did not contain
the unsupported continuation in Table 3. The first
example therefore primarily distinguishes sampling
from beam search, whereas the second records
a divergence between the two sampling tempera-
tures. These examples do not establish corpus-
wide deletion or insertion rates.

The sampling-only control further qualified the
primary comparison. Temperature 0.01 pro-

Setting Transcript excerpt
Temp 0.0 that was our plug lah …how do you like

being back in the studio like back in the
office and all …ya ya ya maybe it’s harder
for us to have very heated arguments …

Temp 0.1 that was our plug lah …that was a plug
woah we totally skip the small talk ah I
actually like it man it’s a slightly differ-
ent dynamic to the podcast …but I think
it’s refreshing lah …ya ya ya maybe it’s
harder for us to have very heated argu-
ments …

Table 2: Hand-checked example of an audible pas-
sage present only in the temperature 0.1 output
(blue). Both outputs contain other transcription er-
rors.

Setting Transcript excerpt
Temp 0.0 his most famous film is Ex-Machina lah

…he wrote The Beach …
Temp 0.1 his most famous film is Ex-Machina lah

which is a movie that is set in the Middle
East and it’s about a guy named Alex-
Garland who is a terrorist who is trying
to escape from the u u u u u u u u u u u
u u u …he wrote The Beach …

Table 3: Hand-checked example of an acoustically
unsupported temperature 0.1 insertion (red), fol-
lowed by a repetition loop.

duced 10,051,644 aligned words, compared with
9,765,405 at temperature 0.1; output at 0.1
was 2.85% lower (95% paired-bootstrap interval:
2.68–3.01% lower). Transcript quantity therefore
did not increase monotonically with temperature.

In sum, the results show that the decoding config-
urations produce measurably different textual and
structural representations of the same audio.

5. Discussion
The results reinforce the view that ASR should be
understood as a component of corpus design rather
than as a neutral preprocessing tool. Previous
work has shown that fine-tuning can alter the rep-
resentation of linguistically meaningful features in
ASR-derived corpora (Coats et al., In review). The
present study extends this argument by showing
that operational decoding configurations, with both
the model and input audio held constant, can pro-
duce systematic differences in the resulting corpus.

The ideal outcome for corpus construction would
be a transcript containing all and only the mate-
rial supported by the speech signal: no omissions,
hallucinations, or substitutions. None of the config-
urations necessarily achieves this ideal. Sampling
at temperature 0.1 produces about one percent
more text than beam search, but output quantity
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alone cannot distinguish recovered speech from
insertions. The hand-checked examples demon-
strate that both occur in particular passages. The
temperature 0.01 control further shows that the re-
lationship between temperature and output quantity
is not monotonic. Without a corpus-wide gold tran-
script, the present study cannot estimate general
deletion and insertion rates or declare any configu-
ration more accurate overall.

One possible explanation for the greater output
at temperature 0.01 than at 0.1 is that, at ambigu-
ous boundaries, the broader distribution at 0.1 in-
creases the probability of sampling lower-ranked
end or timestamp tokens, or other tokens that sub-
sequently lead to earlier termination. The reverse
would apply where an end token already had the
highest logit. Because the experiment did not re-
tain complete token distributions or discarded can-
didate paths, the precise mechanism cannot be
determined from the resulting transcripts alone.

The consequences of omissions and insertions
depend on the intended use of the corpus. Omis-
sions reduce the amount of observable linguistic
material and may disproportionately remove quiet,
reduced, overlapping, disfluent, or otherwise acous-
tically difficult speech. This is particularly prob-
lematic for analyses concerned with interactional
phenomena, discourse markers, hesitation, repe-
tition, turn-taking, or non-canonical forms, since
precisely these features may be especially vulner-
able to deletion. Hallucinations create a different
problem: they introduce tokens and constructions
for which there is no corresponding evidence in the
audio. Such material may inflate word frequencies,
create spurious lexical or grammatical patterns, dis-
tort measures of repetition or fluency, and generate
apparently meaningful examples that were never
produced by a speaker.

Consequently, no configuration should be pre-
ferred solely because it produces more or less text.
For information retrieval, additional output may ex-
pose relevant material, but unsupported additions
also create false hits. For lexical, grammatical, in-
teractional, or quantitative corpus analysis, inser-
tions may be especially damaging because they
can be mistaken for genuine linguistic evidence;
omissions can be equally consequential when the
analysis depends on low-salience or interaction-
ally important material. The appropriate decoding
configuration must therefore be evaluated against
manually checked target-domain speech and in
relation to the intended downstream analysis.

These findings also have practical implications
for corpus-building workflows. Decoding config-
uration should not be treated as a minor imple-
mentation detail or left at an undocumented de-
fault. Corpus creators should report the model,
decoding strategy, temperature, fallback behavior,

segmentation procedure, and any post-processing
applied. The present study identifies paired corpus-
level differences and illustrates two hand-checked
passages, rather than providing a complete gold-
standard error analysis. The adapted model was
trained on comparatively clean two-person NSC
conversations, whereas YCSEP contains overlap,
production effects, music, and noise; the observed
differences may therefore interact with acoustic and
domain mismatch. Future work should compare
standard Whisper and the adapted model under
their normal fallback schedules and evaluate er-
ror types on a manually checked sample. Where
feasible, original audio should remain linked to the
transcript, and ASR-derived corpora should be ver-
sioned when decoding configuration changes.

The differences are not negligible variation
around an otherwise identical transcript: they
amount to approximately 99,000 aligned words and
thousands of segment-boundary differences. A cor-
pus generated with one decoding configuration may
therefore support different lexical searches, dis-
course samples, and interactional measurements
from a corpus generated from the same audio with
another configuration. Determining which differ-
ences constitute structured linguistic bias requires
a larger gold-standard sample, but the possibility is
sufficient to make decoding configuration method-
ologically relevant.

We consequently argue that decoding param-
eters should be explicitly reported, justified, and,
where possible, empirically evaluated in corpus-
based research using ASR. Rather than relying
uncritically on default settings, researchers should
treat decoding configuration as part of the design
space of the corpus itself. The aim is not to accept
a permanent choice between omissions and halluci-
nations, but to identify, document, and mitigate the
error profile introduced by the selected workflow.

6. Conclusion

This paper has shown that operational decoding
configurations can materially affect the structure
and content of an ASR-derived corpus. Sampling
at temperature 0.1 produced 1.02% more aligned
words than beam search at temperature 0.0, while
hand-checked examples revealed both recovered
audible material and unsupported insertion. A
sampling-only control showed that this difference
was not a monotonic effect of temperature.

We propose that decoding parameters should be
treated as first-order methodological decisions in
corpus construction. Future work should explore
additional parameters and develop standardized
practices for ASR-based corpus creation.

As ASR becomes increasingly central to corpus
linguistics, greater attention to these issues will be
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essential for ensuring the validity and reproducibility
of research findings.
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Abstract

We propose a methodology to detect and explain extremist narratives in online text by combining Graph Neural
Networks (GNNs) with explainability methods. We model text instances as graphs where nodes represent messages
and edges capture semantic relationships, enabling the GNN to leverage both textual and structural information for
classification. To provide interpretability, we identify influential connections between messages, leveraging Deep
Learning model explainability and Large Language Models to generate explanations about the in-group and out-group
interactions. Preliminary experiments were conducted on a French Annotated Dataset, which includes online discourse
around three di!erent topics, demonstrating that our approach not only enhances detection performance compared
to extremist narrative agnostic classification but also sheds light on how extremist narratives propagate.

Keywords:Extremist Narrative, Graph-based Text Classification, Explainability, LLMs

1. Introduction

Recent socio-political events, such as large-scale
social protest movements, the COVID-19 crisis,
and the geopolitical tensions, have significantly
intensified polarization in public discourse. Online
platforms, including social media and messaging
applications, have become key environments for
the dissemination and amplification of extremist
narratives.
Extremist narratives (EN) are not limited to iso-

lated expressions of radical opinions (Määttä, 2023;
Beyer and Schauer, 2021; Postigo Fuentes et al.,
2024; Ingram, 2016; Reed and Dowling, 2018; Glaz-
zard, 2017). They are structured forms of discourse
that challenge mainstream interpretations of reality
and organize social meaning in a polarized way.
A central characteristic of these narratives is the
construction of an opposition between an in-group
and an out-group, where the former is portrayed as
legitimate or threatened, and the latter as harmful
or responsible for societal issues.
Related Approaches and Challenges. Early com-
putational approaches to extremist discourse anal-
ysis focused on hate speech and Socially Unac-
ceptable Discourse (SUD), using NLP techniques
to detect explicit linguistic markers of toxicity or
hate (Niaouri et al., 2025b; Fortuna et al., 2022;
Niaouri et al., 2025a; Jahan and Oussalah, 2023).
While e!ective for overt content, these methods of-
ten fail to capture implicit, contextual, and narrative-
driven forms of extremism.
Another key challenge is explainability. In this

sense, Machine learning models adopted for text
analysis are often applied as black boxes. Given
the complex and often subjective narrative structure

at the core of extreme discourse, domain experts
require transparent and interpretable outputs to
trust and e!ectively use automated systems.
In our work, we decide to adopt and investigate

a Narrative analysis methodology based on graph
structure learning (Wang et al., 2024; Chavalarias
et al., 2023; Gaumont et al., 2018), which natu-
rally enables the modelling of relationship in terms
of community (topology) and semantic (connec-
tion attributes). We argue that such choice proves
especially valuable because it makes the internal
dynamics of the corpus explicit rather than treating
messages as isolated units.

Moreover, it o!ers a coherent view of the interplay
between textual content and contextual features,
making complex narrative structures both analyti-
cally accessible and explainable to domain experts.
We organize the remainder of the paper as

follows: in Section 2 we introduce the context
and the Data collected to validate our methodol-
ogy. In Sections 3, 4, and 5 we formally present the
preliminaries, the notation and the formal details
of our solution, whose evaluation is found in Sec-
tion 6.
2. Context and Problem Definition

Extremist narrative Definition. The ARENAS Eu-
ropean project1, is one of the first research e!orts,
recently centered on the definition and characteri-
zation of the extremist narratives spreading in the
European public debate and online exchanges.

In this context, Postigo-Fuentes et al. (2025) pro-
pose clear guidance and an interpretative frame-
work for identifying and analysing extremist narra-

1https://arenasproject.eu/
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tives through three main entity levels. First, the
group identity level examines how the narrative de-
fines the in-group and the out-group, how these
groups are connected or opposed, and the narra-
tor’s position toward them. Second, the thesis level

focuses on how a problem is presented, including
the issue itself and the perspective used to explain
it. Third, the solution level analyzes the proposed
response or preferred solution to the problem iden-
tified. Overall, the framework helps understand
who is involved, how the issue is framed, and what
action is encouraged.

Baider and Gregoriou (2024) propose an op-
erational framework for the structure of Extrem-
ist Narratives (ENs) by concentrating on extreme
speech and the ways it is linguistically expressed.
This schema goes beyond identifying in-groups and
out-groups by also capturing triggering problems,
proposed solutions, emotional appeals, rhetorical
strategies, and key dimensions of extreme speech.

In this way, the schema provides the linguistic
and textual detail needed to identify how Extremist
Narratives are constructed in discourse.

Extremist narrative Analysis To analyse Extrem-
ist narrative, we propose an ML-based classifica-
tion pipeline combining graph-based representa-
tion learning with explanation-driven modeling and
natural language generation.

In this context, we assess our proposal using
a dataset developed and provided from authors
of the ARENAS project, containing French tweets
extracted from various topics, i.e., national social
debate (in France), Gender, and Science, anno-
tated with contextual, and narrative features.

Specifically, each post includes: attributes (topic,
tone, narrator), group dynamics (in-group/out-
group), extremist markers (e.g., intolerance, hostil-
ity, perceived threat), narrative components (e.g.,
characters, events, solutions), and argumentative
strategies (e.g., appeals, conspiracy, irony). This
multi-level annotation enables a fine-grained repre-
sentation of the underlying narrative.

We depict the proposed pipeline in Figure 1,
which includes three main components: (i) a graph
representation learning of the analysed corpus (ii)
an explainable classifier that uses a Graph Neural
Network (GNN) and (iii) a novel narrative explana-
tion module inspired by GraphXAIN (Cedro and
Martens, 2026), leveraging a large language model
for human-readable interpretations. In the next sec-
tion, we introduce the notation and the preliminary
elements, before providing the details of the graph
representation construction.

3. Extremist Narrative Graph

Representation

Given a corpus X = {x1, ..., x|X|}, where xi

represents the ith text instance (e.g., a post or a
comment), with 1 → i → |X|, we construct an undi-
rected graph G = (V, E), where each node vi ↑ V
represents the d-dimensional embeddings of xi. In
our work, we use a Sentence-BERT (SBERT) em-
bedding model (Reimers and Gurevych), namely
sentence-transformers/paraphrase-multilingual-
MiniLM-L12-v2, to generate multilingual sentence
embeddings.
At the embedding construction stage, we also

consider the contextual features of each instance
xi, namely In-Group and Out-Group.
We build the edge set E ↓ V ↔ V considering

two complementary relationships:

• k-NN edges (EkNN ): connect each node to its
k nearest neighbors in the embedding space,
capturing semantic similarity.

• Attribute edges (Eatt): link nodes sharing
common narrative attributes, specifically the
same In-Group or Out-Group, modeling rela-
tional and narrative structure.

To refine the initial graph structure Figure 1(a),
we adopt SUBLIME (Liu et al., 2022), which is a
state-of-the-art graph-learning method based on
contrastive learning. Such a paradigm is based on
two stochastic augmented views generated upon G
(adopting stochastic perturbations like edge drop-
ping, feature masking, or subgraph sampling). The
model is in turn trained to align the two views in the
latent space yielding the final structure.

4. Extremist Narrative Classification

4.1. Classification framework

We input the constructed graph into a Graph Neural
Network (GNN) for performing node classification
(Figure 1(b)).

Since we are interested in analysing extremist
narrative spreading that naturally occurs at the topic
level, we consider topic classification and, by adopt-
ing explainability, we focus on how discriminative
features learned by a GNN can relate to narratolog-
ical aspects expected in extreme discourse.
In this context, we adopt the EXPASS frame-

work (Giunchiglia et al., 2022), which integrates
explainability directly into a message passing GNN.
EXPASS leverages node and edge importance
scores generated by an explainer (e.g., GNNEx-
plainer, Integrated Gradients, or PGMExplainer) at
training stage.
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(a) Graph construction and refinement 
with SUBLIME (Contrastive learning).

Corpus 𝐺(𝑉, 𝐸)

(b) EXPASS (Node 
Classification)

Edge score computation and 
Extremist Narrative
feature enrichment

(c) Prompt construction
(Edge-level)

(d) Chain extraction 
(depth-first search) 
Prompt construction

(Chain-level)

LLM
Natural 

Language 
Explanation

Figure 1: Machine Learning pipeline for Extremist Narrative explainability. (a) Graph construction and
learning, (b) Node (Topic) classification with EXPASS and extraction of edge scores, (c) Prompt construc-
tion upon edge scores and Edge-level LLM generated explanations, (d) Chain extraction and Prompt
construction for Chain-level LLM generated explanations.

Given two nodes u, v ↑ V , we represent with suv
the importance score of the edge (u, v) ↑ E in the
node classification (topic) task.

We can also compute node importance of a node
u ↑ V , computing the average of outgoing edge
scores. Hence, given Vu ↓ V the set of vertex
for which v→ ↑ Vu ↗↘ (v→, u) ↑ E, we have
su = 1

|Vu|
∑

v↑Vu
suv

In EXPASS, at training stage, the updated em-
bedding at layer l + 1 of a node u (h→

u
(l+1)) is

weighted by the neighborhood importance scores:

h→(l+1)
u = ω

(
h(l)
u ,

⊕

v↑Nu

suvε(h
(l)
u , h(l)

v )
)
,

where ε is the message function,
⊕

is an aggre-
gation operator (e.g., sum), and ω is the update
function (a non-linear activation) and Nu is the set
containing the k most similar neighbors of u.

During training, only scores of correctly classified
nodes are considered to ensure reliability. Mes-
sages deemed unimportant (suv ≃ 0) are blocked,
focusing learning on subgraphs critical for predic-
tion.
4.2. Extraction and Analysis of Important

Edges

To interpret the salient features learned by the GNN
classifier (in EXPASS) under the Extremist Nar-
rative lens, we extract the most influential edges
based on their learned importance scores (suv).
These edges capture key relationships between
messages that drive the topic prediction.

To relate each instance to an Extremist Narrative
context, each selected edge is enriched with: (I) the
source and target texts, (II) their predicted labels,
(III) in-group and out-group.

A ranked subset of top-k edges is then selected
through after human inspection, providing a struc-

tured view of the most influential interactions within
the graph.

5. Explain Extremist Narrative

Classification

5.1. Graph and Narrative Explainability

Analysis

We perform two-level explainability analysis adopt-
ing three generative Large Language Models
(LLMs):

• DeepSeek-R1 (7B): a reasoning-oriented lan-
guage model designed to enhance structured
and analytical generation through reinforce-
ment learning techniques. It contains approx-
imately 7 billion parameters (DeepSeek-AI
et al., 2024).

• LLaMA 3 (8B): a state-of-the-art open foun-
dation model developed by Meta, optimized
for high-quality general-purpose text genera-
tion. The 8B version used in this work contains
approximately 8 billion parameters (Touvron
et al., 2023).

• Mistral (7B): an e"cient open-weight lan-
guagemodel known for its strong performance-
to-compute ratio. It contains approximately 7
billion parameters (AI, 2023).

These models are used to interpret the most in-
fluential connections identified by the Graph Neural
Network by generating structured natural language
explanations . This analysis operates at two com-
plementary levels: individual edges and chains of
connected nodes.
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5.1.1. Edge-Level Explanations

The first strategy we adopt focuses on top-ranked
edges (Figure 1(c)), aiming to explain why individ-
ual connections contribute to potentially hostile or
extremist narratives. For each edge, the models
are prompted using: source and target messages,
message attributes (thematic label, in-group, out-
group), and the edge importance score to describe
the strength of the link.
We generate a prompt such that the generated

explanation might include: the actors or groups in-
volved, the relationship between messages (e.g.,
reinforcement, opposition), the narrative type (e.g.,
hostility, victimization, accusation), and the impor-
tance of the connection for the model prediction.
These structured outputs are then transformed

into human-readable narratives highlighting seman-
tic relations and the role of group dynamics.

5.1.2. Chain-Level Explanations

The second type of explainability aims to describe
chains of connected nodes (length k = 3), cap-
turing multi-step narrative dynamics. Chains are
extracted using a depth-first search (Figure 1(d)).
For each chain, the models receive all the informa-
tion, as in the preivous case, concerning the chain
nodes .
The generate explanation describe: the actors

involved, the narrative dynamics along the chain
(continuity, reinforcement, opposition), the narrative
type, the importance for the model prediction.
These explanations are then converted into co-

herent natural language narratives, enabling inter-
pretation of how sequential interactions contribute
to potentially extremist or hostile discourse.
By combining edge-level and chain-level anal-

yses, we transform graph-based signals into in-
terpretable narratives, providing insights over the
messages or sequences driving model decisions.
This dual strategy captures both local (edge-level)
and global (chain-level) narrative patterns.

6. Experimental Results

In this section, we present the experimental evalu-
ation of the proposed framework.
Experimental Setup We conducted experiments2
on the ARENAS French dataset. We learned an
enhanced graph structure with contrastive learning
(SUBLIME) trained for 5000 epochs, with tempera-
ture ϑ = 0.08, edge dropout pa = 0.2, and attribute
masking px = 0.35. The model achieved a con-
trastive loss of Lcontrastive = 0.9105.

2Github_repo containing the code, data and other
details.

We performed topic classification using the EX-
PASS framework using a GraphConv architecture
and IntegratedGradient explainer (Sundararajan
et al., 2017) to compute important score over 250
epochs. We split the obtained graph in Train and
Test sets using a 80/20% ratio.

In Table 1, we show the classification perfor-
mance of EXPASS (Accuracy and F1 score) along
some epoch checkpoints observing that test F1-
score reached 0.6448, whereas a baseline classi-
fier based on pretrained multilingual Transformer
encoder (mBert)(Devlin et al., 2019) finetuned for
topic classification achieves a 0.522 F1 score.

Table 1: Classification Metrics over 250 Epochs for
the EXPASS approach and mBert classifier.

Epoch Test F1

0 0.5200
100 0.6349
250 0.6448
Baseline classifier (mBert) 0.5222

6.1. Explainability Evaluation

We evaluate the proposed explainability through
a lightweight, text-based evaluation computing
the following metrics:

• Fidelity: Measures how closely each explana-
tion aligns with the textual content of the vertex
connected by an edge. This is approximated
by computing the cosine similarity between
embeddings of the instance texts and the ex-
planation provided by the LLM. Higher values
indicate that the explanation is more faithful to
the original messages (Reimers and Gurevych,
2019).

• Hallucination: Quantifies the proportion of
words in the explanation that do not appear in
the source or target messages. Lower percent-
ages indicate fewer hallucinations (Ji, 2023).

• Readability: Assessed using the Flesch
Reading Ease score. Higher scores indicate
more easily readable and fluid text (Flesch,
1948).

Table 2 reports the obtained results in the ARE-
NAS (French) datasets for the top five salient
edges.
We observe that DeepSeek produces the high-

est fidelity to the original messages, while LLaMA

has slightly higher readability but introduces more
hallucinated content. Mistral maintains moderate
fidelity and readability with intermediate hallucina-
tion.
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Model Fidelity Hallucination (%) Readability

DeepSeek 0.78 35 45
LLaMA 0.70 50 52
Mistral 0.65 40 48

Table 2: Evaluation of LLM explanations under the
Extremist Narrative Lens.

6.2. Chain-Level Explainability

Here, we discuss a salient example of explana-
tion obtained with the Chain-Level pipeline over
Extremist Narrative spreading in discourse around
the Gender topic. Hereafter, we report the actors,
the thematics and the obtained interpretations:
Connected Actors: Man ⇐ Woman ⇐ Feminists

and Homosexual men

Connected thematics: Gender discourse ⇐
Accusation ⇐ Identity reinforcement

Model Interpretations:

• DeepSeek: Interprets the chain as a discus-
sion around gender roles and consent, without
strong conflict, focusing on social dynamics
rather than hostility.

• LLaMA3: Identifies a continuity between mes-
sages leading to identity reinforcement and
accusation, highlighting the emergence of
gender-based stereotypes and a potentially
hostile narrative.

• Mistral: Captures a progression from personal
interaction to broader societal conflict, empha-
sizing power imbalance and accusations in-
volving multiple groups (women, homosexual
men, feminists).

Insight: The chain-level analysis reveals how nar-
ratives evolve across multiple messages. While
DeepSeek remains relatively neutral, LLaMA3 and
Mistral detect increasing levels of tension and ideo-
logical structuring, illustrating how local interactions
can scale into broader polarized or potentially ex-
tremist discourse.

6.3. Qualitative Analysis

We present here a qualitative analysis of a salient
Extremist Narrative occurrence. Table 3 reports
the data of two connected posts in the Narrative
Graph (posts 507 and 374). It includes the original
messages (in French) and the model-generated
relationship, narrative type, importance, and expla-

nation fields.
The first post discusses the availability of books

associated with “queer-trans” discourse and claims
that a publication presenting a critical perspective
is di"cult to obtain: “l’o!re de livres « queer-trans »

est démentielle dans les librairies, comme le mon-

tre cette vidéo. mais par contre transmania qui

o!re une critique approfondie de cette propagande

est souvent introuvable...” (“the supply of ‘queer-
trans’ books in bookshops is huge, as this video
shows; however, Transmania (Moutot and Stern,
2024), which o!ers an in-depth criticism of this pro-
paganda, is often nowhere to be found”).
The second post argues that people who reject

what it describes as “gender proselytism” are as-
signed ideological labels: “dès que les gens re-

fusent le prosélytisme du gender, on les taxe d’«

ultra-droite », « transphobes », et maintenant «

drag-phobes », dernier concept inventé par ! une

méthode éculée, vue et revue qui tente en vain

de museler ceux qui se soucient des enfants” (“as
soon as people reject gender proselytism, they are
branded ‘far-right’, ‘transphobic’, and now ‘drag-
phobic’, the latest invented term, through a worn-
out and repeatedly used method that attempts in
vain to silence those who care about children”).

The generated relationship identifies an opposi-
tional connection structured around perceived prac-
tices of delegitimization and labelling. The first post
presents a critical position as having limited visibility,
while the second presents dissenting individuals as
being discredited through labels such as “far-right”,
“transphobic”, and “drag-phobic”. Although the two
posts address di!erent immediate issues, namely
the availability of a publication and the ideological
labelling of individuals, the model connects them
through a shared representation of opposition to a
perceived dominant discourse.
The assigned narrative type is victimization, re-

flecting how both posts portray critics as being un-
fairly restricted, labelled, or silenced. The gener-
ated importance field suggests that this connection
captures a broader pattern in which dissenting in-
dividuals are framed as intolerant, reinforcing a
polarized “us versus them” narrative. Finally, the
generated explanation justifies the connection by
linking the reported di"culty in accessing critical
literature to ideological labelling, interpreting both
posts as contributing to a shared discourse of vic-
timization and perceived silencing.

7. Conclusion

We presented an explainable framework for extrem-
ist narrative analysis that combines graph learning
with natural language explanations. By integrating
a graph learning model with the EXPASS explainer,
our approach identifies the most influential graph
connections driving topic prediction. Experiments
on the ARENAS French dataset demonstrate the ef-
fectiveness of graph-based modeling and the value
of explainability for interpreting model decisions.
More broadly, we believe this framework is a promis-
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Table 3: Edge-level explanation generated for the connection between posts 507 and 374.
Input posts

Post 507 “l’o!re de livres « queer-trans » est démentielle dans les librairies, comme le montre cette

vidéo. mais par contre transmania qui o!re une critique approfondie de cette propagande est

souvent introuvable...” In-Group:Not clear ,Out-Group:LGBTQ+ , Topic:gender/sexuality

Post 374 “dès que les gens refusent le prosélytisme du gender, on les taxe d’« ultra-droite », «

transphobes », et maintenant « drag-phobes », dernier concept inventé par ! une méthode

éculée, vue et revue qui tente en vain de museler ceux qui se soucient des

enfants” In-Group:Heterosexual People ,Out-Group:LGBTQ+ , Topic:gender/sexuality

Model-generated output

Relationship The relationship between the messages is one of opposition and potential labeling. The
source message criticizes the availability of “queer-trans” literature while expressing di"culty
in finding critical resources like “Transmania”. The target message discusses being labeled as
intolerant for rejecting gender proselytism, which could be related to criticizing “queer-trans”
literature and ideas.

Narrative type Victimization

Importance This connection is important because it demonstrates a potential pattern of labeling individuals
who question or reject certain ideologies as intolerant, which could contribute to extremist
discourse by creating a divisive “us vs them” mentality.

Explanation The Graph Neural Network has identified a potential connection between two messages that
may be part of an extremist narrative. The source message expresses di"culty finding
criticism of “queer-trans” literature, which could be seen as a form of victimization by those
promoting such literature if they feel their ideas are being unfairly targeted. The target
message discusses being labeled as intolerant, which could be related to the source
message’s criticism and potentially contribute to a divisive narrative.

ing direction for computer-mediated communication
(CMC) corpus analysis, where understanding how
linguistic patterns propagate across message net-
works is essential. Future work will extend the ap-
proach to additional languages, topics, and graph
learning paradigms.
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Abstract

The CLARIN Resource Families (CRF)1 are curated lists of high-quality resources for various domains identified as 
particularly relevant to the CLARIN community, one of which is the CRF for Computer-Mediated Communication
(CMC)2, a.k.a. CMC-CRF.

Following the CRF coordinators' decision to request support from the CLARIN Knowledge Centres3 to help with 
curating these ever-growing lists,  the CLARIN Knowledge-centre for  Computer-Mediated Communication and 
Social Media Corpora4 has been asked to “adopt” the CMC-CRF and thus take care of the task of adding new 
relevant entries,  removing entries that no longer meet the inclusion criteria (for example because they are no 
longer available or are deemed not relevant enough anymore) and  updating existing entries if needed (e.g. if 
additional annotations have been added, the documentation has been improved or the location of the data has 
changed).

We introduced the core concept at last year’s CMC conference as a featured presentation and took the occasion 
to invite participants to join a taskforce tackling this effort. With this poster, we aim at presenting our first version of 
the curation guidelines.

We will detail the rationales behind the procedures devised and the criteria adopted for adding, updating and 
removing entries to the CMC-CRF. We will also take the occasion to describe the technical and organisational 
process as a whole and showcase the CMC-CRF itself. Finally we will argue in favor of not only showcasing popular 
datasets but also explicitly trying to include datasets covering unusual languages, unusual platforms or novel 
approaches to improve the diversity of research inputs.

Keywords: curation, infrastructure

1https://www.clarin.eu/resource-families/  
2https://www.clarin.eu/resource-families/cmc-corpora   
3https://www.clarin.eu/content/knowledge-centres   
4https://cmc-corpora.org/ckcmc/   
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Abstract

Universal Dependencies (UD) is widely used as a multilingual infrastructure for morphosyntactic annotation and
evaluation, and its benchmark scores are typically reported at the level of whole treebank splits. For CMC-oriented
questions, this is limiting because many treebanks contain heterogeneous material, including web, social, nonfiction,
and academic content. Building on earlier work that released sentence-level genre annotations for UD as a
reproducible, versioned sidecar layer, this paper presents a CMC-facing POS-tagging showcase in which social is
used as a practical proxy for CMC- and social-media-adjacent material, and specifically trained UDPipe models are
evaluated on full, social-only, and non-social test slices within the same underlying treebanks. The results do not
support a simple "social is harder" conclusion but show that sentence-level genre labels expose evaluation contrasts
that remain hidden under conventional whole-treebank scoring. The main contribution of the paper is therefore
infrastructural and methodological: demonstrating that UD resources can be repurposed as reusable genre-sliced
evaluation sets for CMC-oriented analysis.

Keywords:Universal Dependencies, genre annotation, CMC evaluation, POS tagging, social media

1. Introduction

Computer-Mediated Communication (CMC) re-
search often depends on distinctions that are too
coarse to be captured by a single global bench-
mark score. For POS tagging, parsing, or other
morphosyntactic preprocessing, it matters whether
evaluation data represent edited wiki content, re-
views, or interactional social media. Earlier work
on web and social-media data has shown that
POS-tagging performance can vary substantially
across such text types, even when the task is
treated as largely solved in standard benchmark
settings (Giesbrecht and Evert, 2009; Owoputi
et al., 2013; Behzad and Zeldes, 2020).
This problem is also relevant for Universal De-

pendencies (UD). In practice, UD-based evaluation
is typically reported at the level of the fixed treebank
test split. Although convenient, this convention is
also limiting, because many treebanks contain het-
erogeneous material, whereas the resulting score
is reported as if it described a single, homogeneous
evaluation condition. For CMC-oriented questions,
this is especially problematic because distinctions
between edited wiki content and social or interac-
tional material are often methodologically central
rather than incidental.
We address this problem through a deliberately

modest showcase. If sentence-level genre informa-
tion is available for UD, genre-specific test slices
can complement standard evaluation, and the re-
sulting scores can be interpreted in relation to more
precise communicative conditions. The method is

general, but its value for CMC research is specific:
it makes interactional, web-mediated, and social-
media-adjacent material visible inside a multilingual
infrastructure otherwise evaluated mostly through
whole-treebank scores. In the following, we focus
on social as a first proxy for CMC-adjacent ma-
terial.
Building on a reproducible, versioned sentence-

level genre layer for UD (Stemle, 2026a), we show
that ordinary UD treebanks can be reused as mul-
tilingual genre-sliced evaluation sets. This allows
comparison of full-test, social-only, and non-social
evaluation conditions within the same underlying
resource, rather than treating the whole treebank
as the only available unit of evaluation.

The paper has three contributions. First, it intro-
duces UD and UD genre metadata in a more di-
rectly accessible form for a CMC-oriented audience.
Second, it reports a first UDPipe-based social
showcase, in which models trained on ordinary full
UD training sets are evaluated separately on full,
social-only, and non-social test slices. Third, it dis-
cusses what these results do and do not show. In
particular, the main outcome is not a universal "so-
cial is harder" result, but the establishment of a
reusable, genre-aware evaluation layer for multilin-
gual UD resources. The remainder of the paper
follows this structure: Section 2 describes the UD
genre layer and the sentence-level release, Sec-
tion 3 introduces the experimental setup, Section 4
reports the POS-tagging results, and Sections 5
and 6 discuss their interpretation and implications.
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2. Sentence-Level UD Genres

2.1. UD as multilingual morphosyntactic

infrastructure

Universal Dependencies (UD) is a framework for
cross-linguistically consistent grammatical annota-
tion, covering parts of speech, morphological fea-
tures, and syntactic dependencies across a large
and still growing set of languages (Nivre et al.,
2020). Version 2.17 contains 339 treebanks in
186 languages and serves as both an annotation
framework and a multilingual benchmarking infras-
tructure (Zeman and Nivre, 2025; Universal Depen-
dencies contributors, 2026a). This scale makes
UD useful beyond core parsing research by provid-
ing a shared setting in which multilingual prepro-
cessing methods can be trained, compared, and
stress-tested across diverse linguistic and textual
conditions.
From a CMC perspective, UD is attractive pre-

cisely because it combinesmultilingual breadth with
substantial heterogeneity in text source and com-
municative setting. Treebanks di!er by language
and by domain composition. This treebank-level
heterogeneity means that a single whole-treebank
score can conflate multiple evaluation conditions
that would often be kept separate in CMC research.
UD is therefore not only a technical parsing re-
source, but also a community-maintained multilin-
gual infrastructure. Any improvement in how its
evaluation conditions are described, selected, or
sliced can consequently be useful beyond any par-
ticular experiment or community.

2.2. Genres in UD

UD treebanks carry genre metadata, but this layer
is comparatively underdeveloped relative to the
morphosyntactic annotation itself. The o"cial UD
documentation explicitly notes that genre labels are
assigned at the treebank level, are neither mutually
exclusive nor based on homogeneous criteria, and
do not provide a standardized machine-readable
mapping from labels to individual sentences (UD
contributors, 2026). If a treebank is genuinely
mono-generic, sentence inheritance is trivial: ev-
ery sentence can receive the same genre label.
The harder and more common problem for genre-
aware evaluation is the mixed treebank, where the
treebank-level metadata may list several genres
without specifying which sentence belongs to which
genre.
This matters because UD already contains a

broad inventory of genre labels relevant to CMC-
oriented work, but at a granularity that is usually
too coarse for downstream evaluation. The in-
ventory includes, among others, news, fiction,
nonfiction, academic, legal, government,

Method Sentences Share
single-genre-treebank 723,328 32.9%
virtual-split 474,096 21.6%
bootstrap-inferred 1,000,858 45.5%
Total 2,198,282 100.0%

Table 1: Method composition of the sentence-level
genre release used in the present experiment.

blog, reviews, social, email, spoken, wiki,
and web (UD contributors, 2026). Some labels
are comparatively intuitive from a CMC perspec-
tive: social typically covers social-media or
discussion-like material, email message-like writ-
ing, and blog and reviews authored web content.
Broader labels such as web or nonfiction, in
contrast, remain more heterogeneous and there-
fore require more careful interpretation. (Müller-
Eberstein et al., 2021; Danilova and Stymne, 2023)
Earlier work has already shown that genre is

a meaningful signal in UD. Müller-Eberstein et al.
(2021) demonstrated that sentence-level genre in-
duction from treebank-level metadata is feasible,
while UD-MULTIGENRE (Danilova and Stymne,
2023) showed through manual curation that the
existing UD genre layer is informative but also in-
consistent enough to require careful interpretation.
Taken together, these studies suggest that genre
matters in UD, but that treebank-level metadata
alone is insu"cient for targeted evaluation or data
selection.

2.3. The sentence-level genre release

The present experiment uses a sentence-level
genre release created for UD v2.17. The release is
built on a versioned UD dataset release and the cor-
responding conversion tooling, and it is distributed
as a sentence-level annotation layer over UD sen-
tences (Stemle, 2026b). The labels are joinable
against UD via the composite key treebank +
split + sent_id, which is crucial for determin-
istic downstream preprocessing (cf. Stemle (2026a)
for details).

The release covers 2,198,282 labeled sentences
and 18 genres. Importantly, the resulting labels
do not come from a single source. Rather, three
provenance classes are distinguished based on
di!erent degrees of direct metadata support and
methodological roles.
The first class, single-genre-treebank, is

inherited from treebanks that are e!ectively mono-
generic at the treebank level. The second class,
virtual-split, uses sentence-level metadata
patterns that allow reliable internal partitioning of
mixed treebanks. The third class, bootstrap-
inferred, is derived from genre inference and
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therefore represents the clearest expression of the
induction pipeline’s added value. In other words,
the release does not merely reorganize explicit
metadata; it also increases usable coverage for
downstream work.
For this paper, the key label is social: 46,575

sentences, or 2.1% of the 2,198,282 labeled sen-
tences. It spans 17 languages and 20 treebanks,
with the largest slices in Belarusian, Italian, Rus-
sian, English, and Portuguese. A longer tail of
smaller but still usable slices is available for lan-
guages such as Estonian, Ukrainian, Western Ar-
menian, Persian, Polish, Manx, Finnish, and Ro-
manian, meaning that the present showcase is em-
bedded in a broader, reusable resource.

CMC-relevant coverage is wider if one also con-
siders blog, reviews, email, web, and wiki.
Table 2 lists the ten largest language aggregates
for this bundle; the full top-25 output is part of the
experiment artifacts.

3. Experimental Design

3.1. Showcase logic

The experiment is designed as a showcase rather
than as an exhaustive benchmark. Its primary ques-
tion is straightforward: if UDPipe is trained on the
ordinary full training split of a mixed UD treebank,
how does it perform on the full test split, on the so-
cial-only subset of that split, and on the non-social
remainder? This comparison contrasts the con-
ventional whole-treebank score with genre-specific
scores computed on the same underlying resource.

A second question asks whether restricting train-
ing data to social or non-social material changes
social-test performance. For be_hse, en_ewt,
et_ewt, ru_taiga, and uk_iu, we additionally
train on social-only and rest-only subsets and
compare against the full-trained baseline. This sec-
ond comparison is methodologically informative be-
cause it shows that the labels support both evalua-
tion slicing and controlled train-set restriction within
the same multilingual infrastructure.
To separate genre e!ects from simple training-

set-size e!ects, we further compare the social-
only and rest-only models against matched ran-
dom baselines of the same size.

3.2. Treebanks and provenance

The core showcase cohort comprises five mixed
treebanks with su"ciently large social and non-
social test slices and the split structure required
for standard UDPipe training: be_hse, en_ewt,
et_ewt, ru_taiga, and uk_iu. An extended co-
hort is added to demonstrate broader multilingual
reach, even where social test slices are smaller:
gv_cadhan, hy_armtdp, hyw_armtdp.

The distinction between core and extended co-
horts is important for interpretation. The core co-
hort provides the stronger evidence because the
slices are larger and methodologically more stable.
The extended cohort serves a di!erent purpose: it
shows that the same evaluation logic extends be-
yond the best-supported cases, thereby illustrating
the multilingual reach of the sentence-level genre
layer.
Provenance is relevant for the same reason.

The cohorts include metadata-backed virtual-
split rows and clustering-derived bootstrap-
inferred rows. In en_ewt, metadata yields so-
cial and non-social slices directly: labels are
joined by treebank + split + sent_id, sep-
arate CoNLL-U files are written, UDPipe is trained
on the full training split, and full, social, and rest
tests are scored separately. In et_ewt, the same
workflow relies on bootstrap-inferred labels,
illustrating the additional coverage provided by the
induction step.

3.3. Backend and evaluation

All tagging experiments are run with a pinned devel-
opment checkout of UDPipe (Straka et al., 2017).
Training and evaluation are performed using deter-
ministic wrappers, while scoring is carried out with
the o"cial UD evaluation script. The main metric
is UPOS accuracy.
From a methodological perspective, this setup

keeps the intervention deliberately small. The mod-
els themselves are not modified to become genre-
aware. Instead, the contribution lies in the evalu-
ation layer: sentence-level genre information par-
titions the existing UD test data into full, social,
and non-social slices, so that ordinary UD models
can be evaluated under more specific conditions.

4. Results

Table 3 summarizes the main quantitative evidence
for the five core treebanks. Panel A reports the
central showcase comparison: models are trained
on the ordinary full UD training split and evaluated
on the full test split as well as on the social subset
of that same test material. Panel B addresses the
narrower secondary question of train-set restriction,
including matched random controls.
Panel A supports the main paper claim. Across

the core cohort, the macro-average full-test UPOS
accuracy is 94.65, whereas the corresponding so-
cial-slice score is 94.29. The di!erence is mod-
est in absolute terms, but it exposes an evaluation
contrast that remains hidden under conventional
whole-treebank scoring. Individual treebanks are
heterogeneous: be_hse and uk_iu score slightly
higher on social, whereas en_ewt, et_ewt,
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Code Language Treebanks Test Train Dev Total
ru Russian 4 4750 39619 3690 48059
ja Japanese 5 4557 22816 3890 31263
en English 6 3042 15220 2337 20599
tr Turkish 2 2691 15473 2166 20330
it Italian 5 1570 14515 1202 17287
nl Dutch 1 1761 13817 1542 17120
no Norwegian 2 1493 12416 1843 15752
de German 2 799 13118 499 14416
fr French 4 983 11752 1246 13981
be Belarusian 1 698 11236 636 12570
es Spanish 2 738 9518 946 11202
zh Chinese 3 1500 7994 1000 10494
pt Portuguese 3 4629 4684 1090 10403
et Estonian 1 913 5444 833 7190
fi Finnish 3 1941 4687 519 7147

Table 2: Largest language-level aggregates for CMC- and social-media-adjacent UD genres: blog,
reviews, social, email, web, and wiki. Counts are sentence counts by UD split, aggregated across
treebanks of the same language.

Panel A: Genre-sliced evaluation on the core cohort

Treebank Social test Full→Full Full→Social Social↑Full gap
be_hse 510 96.74 97.28 +0.54
en_ewt 722 94.83 93.79 -1.04
et_ewt 202 89.82 88.70 -1.12
ru_taiga 805 96.70 96.19 -0.51
uk_iu 164 95.17 95.51 +0.34
Macro average 94.65 94.29 -0.36

Panel B: Train restriction and matched controls on the core cohort

Treebank Social→Social ! S-Full ! S-Rand ! R-Rand
be_hse 96.32 -0.96 -0.01 +0.23
en_ewt 92.47 -1.32 +0.35 -0.03
et_ewt 78.91 -9.79 -4.00 +0.84
ru_taiga 93.64 -2.55 +1.75 +0.03
uk_iu 91.96 -3.55 +2.41 -0.20
Macro average 90.66 -3.63 +0.10 +0.17

Table 3: Core-cohort results. Panel A contrasts whole-treebank and social-slice evaluation for models
trained on the full UD training split. Panel B summarizes train restriction on the social test slice. ! S-
Full compares social-only training against the full-trained baseline; ! S-Rand and ! R-Rand compare
genre-restricted training against random subsets of equal training size of social and rest.

and ru_taiga score lower. The result is therefore
not that social material is universally harder, but
that sentence-level genre labels expose otherwise
invisible di!erences.

Panel B provides a more limited but still informa-
tive view of train-set restriction. Social-only training
is generally worse than full-treebank training on
the social test slice, with a macro-average drop
of 3.63 points. At the same time, matched ran-
dom controls show that the e!ect is not reducible
to training-set size alone: direction and magnitude
vary by treebank. The secondary outcome is there-
fore not a new best training regime, but a con-

trolled multilingual comparison made possible by
sentence-level labels.

This result is consistent with a cautious interpre-
tation of genre-specific training. For UPOS tagging,
the broader full training split can provide lexical,
morphological, and syntactic coverage that is still
useful for social material, even when the target
evaluation slice is genre-specific. Conversely, the
small positivemacro di!erences relative to matched
random controls suggest that genre restriction can
contain a useful signal. However, this signal is not
strong or stable enough to compensate uniformly
for the loss of broader training material.
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Extended cohort. The three extended treebanks
show the same general point of within-treebank
heterogeneity, but with smaller and therefore less
stable social slices. Here, the pattern remains
mixed rather than uniform: gv_cadhan scores
higher on the social slice than on the full test split
(+1.90), whereas hy_armtdp and hyw_armtdp
score lower (-2.28 and -0.81, respectively). These
rows broaden the multilingual reach of the show-
case, but they do not change its main interpretation.

5. Discussion

The main outcome of this paper is infrastructural
rather than algorithmic. The sentence-level genre
release turns UD into a more useful resource for
CMC-oriented evaluation, since ordinary treebanks
can be reused as genre-sliced evaluation sets. This
matters not only in metadata-backed cases, but
also in treebanks that become usable only through
sentence-level inference. Without that inferred
layer, the current multilingual showcase would be
substantially narrower.

At the same time, the present results should not
be over-interpreted. The social slices do not sup-
port a universal conclusion that social material is
always harder than the remainder of a treebank.
However, they show that whole-treebank scores
are often too coarse when the research question
is genre-specific. The relevant contrast is there-
fore not between a valid and an invalid evaluation
regime, but between a coarse one and a more tar-
geted one.

The mixed direction of the observed gaps is itself
informative. UPOS accuracy is not determined by
genre alone, but by the interaction of genre, lan-
guage, treebank composition, training-set size, an-
notation conventions, and the distribution of forms
and constructions in the test data. Consequently,
a lower social score should not be read as a di-
rect measure of CMC di"culty, and a higher score
should not be read as evidence that CMC material
is easy. Rather, the sentence-level genre layer en-
ables observation of where such contrasts occur
and investigation of them in relation to concrete
treebanks.
From a CMC perspective, social is a practi-

cal first proxy, not a full operationalization of CMC.
Other labels such as email, blog, reviews, web,
and spoken are likewise relevant to digitally medi-
ated communication and can support further com-
parisons once su"cient sentence-level coverage
is available. A natural next step is to subdivide
coarse social material where metadata supports
it, for example, into discussion/forum-like, Q&A,
comment, chat-like, or social-network material.
This broader use is particularly relevant for less

frequently studied languages, where dedicated

CMC corpora and evaluation sets may be un-
available or di"cult to compare across annotation
schemes. The contribution is therefore not that
UD becomes a purpose-built CMC corpus collec-
tion, but that CMC-relevant subsets can be identi-
fied inside a large, multilingual, and already widely
used benchmark infrastructure. At the same time,
provenance remains important: metadata-backed
virtual-split labels provide stronger direct ev-
idence, whereas bootstrap-inferred labels
extend coverage and should be interpreted as a
reproducible, explicitly marked resource-building
layer.
The same layer can support genre-stratified ro-

bustness analysis, domain-specific error analy-
sis, controlled training data curation, and com-
parisons across several CMC-relevant genres.
The matched-control results point in this direction:
genre-restricted training is not explained by size
alone, but it also does not yield a uniform advantage
over random subsets. In this sense, the present
paper argues against one simple result about so-
cial data, while pointing to a more general use
of sentence-level genre annotation for multilingual
CMC evaluation.

6. Conclusion

This paper has argued that sentence-level genre
information changes what can be measured in UD-
based evaluation. Building on an earlier resource
paper that introduced a reproducible, versioned
sentence-level genre layer for UD, we showed that
the same infrastructure can be used to construct
genre-sliced evaluation settings that are more infor-
mative for CMC-oriented questions than ordinary
whole-treebank scores alone.

The present showcase focused on the genre so-
cial as a practical first proxy for CMC- and social-
media-adjacent material. The results do not justify
a universal conclusion that social material is al-
ways "harder" than the remainder of a treebank.
However, that whole-treebank evaluation often ob-
scures di!erences that become visible once test
data are partitioned by sentence-level genre.

The main contribution is therefore not a new tag-
ging method, but a reusable evaluation layer. Once
sentence-level genre annotations are available in
a stable and joinable form, multilingual UD tree-
banks can be repurposed as genre-aware evalua-
tion sets, including for questions directly relevant
to CMC research. More broadly, this suggests that
UD can serve as a multilingual parsing benchmark
and, additionally, as a practical source of genre-
conditioned evaluation material for future work on
CMC and social media corpora - or even for other
communities.
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Emojis in Finland Swedish Speakers’ WhatsApp Discussions:

Hearts vs. Grins

Martti Mäkinen

Hanken School of Economics
Arkadiankatu 22, 00100 Helsinki martti.makinen@hanken.fi

Abstract

This paper charts the use and variation of emojis in WhatsApp discussions by Swedish-speaking young adults in
Finland, focusing on the most popular emoji elements, i.e. hearts, thumbs-ups, and grins. Variation in emoji use is
observed with respect to the age, gender, bilinguality, and the home dialect of the data contributors.

Keywords:WhatsApp, emojis, multilingualism, expression of identity, minority language corpora

1. Introduction

Emojis are pictograms nowadays ubiquitous in any
CMC, and not least in instant messaging. They can
be used for various purposes, from communicating
feelings to phatic communion and social support,
let alone the disambiguation of message content,
and therefore they have become more prominent
in pragmatics research in recent years (Zhang and
Luo, 2025; Ge and Herring, 2018).
The current paper takes a preliminary look into

the variation and purposes of use of emojis in
WhatsApp discussions by Swedish-speaking young
adults in Finland. The research is enabled by a re-
cent corpus project, the result of which,Multilingual
/ Multimodal WhatsApp corpus Hanken (MMWAH),
will be used as the data source. As Swedish is
a minority language in Finland, and exposure to
Finnish and English is unavoidable, it is natural that
many who identify themselves as Swedish speak-
ers are, in fact, multilingual. This is one of the
important demographic variables addressed in the
current study; the other variables considered are
age, gender, and the e!ect of dialects on the lan-
guage of the participants. These aspects have
been studied in many a project prior to this one (cf.
e.g. Sampietro, 2019; Herring and Dainas, 2020;
Szurawitzki, 2022); however, emoji distribution in
Finland SwedishWhatsApp data has not been stud-
ied before with such a dataset.

This paper will consider not individual emojis, but
popular visual elements in emojis. In MMWAH, the
top three are hearts (heart, heart eyes, heart hands
etc.), hands making an approving gesture (thumbs-
ups, ok hands, victory hands) and laughter (any
emoji with a happy, grinning mouth). The research
questions are the following:

RQ1: Is the distribution of emojis with
heart, thumbs-up, and laughter elements
conditioned by age, gender, multilingual-
ism, or the Swedish dialect of WhatsApp
users?

RQ2: What are the purposes of use of the
named emoji types in Finland Swedish
speakers’ WhatsApp discussions?

This study will approach the RQs through descrip-
tive statistics of the emoji distribution and a qual-
itative analysis of the immediate context of emoji
sequences.

2. About the project

Project Multilingual Instant Messaging: Focus on
WhatsApp in Finland Swedish Digital Communica-
tion 1 documents, charts, and investigates the multi-
lingual and polysemiotic practices in CMC of young
adult Swedish-speakers in Finland. WhatsApp is a
natural instant messaging platform of interest, due
to its popularity in Finland. Up to 87 % of the popu-
lation has some experience in its use, and 62 % of
the population between 16–74 years of age use the
app daily (for young adults between 18–30 years
the percentages are even higher) (AudienceProject,
2020; DNA, 2022).

The project has collected data as donations from
young adult speakers of Finland Swedish many of
which are bilingual or multilingual, due to exposure
to Finnish and English (the former is ubiquitous in
the Finnish society, and the latter prevails in the
consumed media). Therefore, the corpus contains
data mainly in Swedish, Finnish, and English (Mäki-
nen, 2023).

3. Literature review

The current paper posits that emojis have distri-
butions based on cultural, gender, and age di!er-
ences, and that they can be studied through the
demographic variables of gender, multilingualism,

1Funded by the Swedish Cultural Foundation in Fin-
land in 2022–2025.
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home dialect, and speaker age.2 The idea of cul-
tural di!erences has been studied widely, and it has
been corroborated by e.g. Chen et al. (2024) and
Sharath Chandra Guntuku and Mingyang Li and
Louis Tay and Lyle H. Ungar (2019). The former
paper studied the interpretation of facial emojis by
di!erent demographic groups (women and men,
from UK and China). The findings distinguished
culturally conditioned interpretations, and they im-
ply that such cultural di!erences also play a role
in the spontaneous use of emojis. The latter study
focused on cultural di!erences in emoji usage in
East (China, Japan) and West (UK, US, Canada),
and it identified universalities in the use of emojis
but also certain culturally-bound interpretations that
could be distinguished through topical analyses. In
this study, the cultural di!erences will be tapped
through the home dialect of data contributors as it
is assumed to also reflect the social and regional
culture in which they grew up.
Gender di!erences in emoji usage have been

established, even to the extent that the gender of
the writer can be predicted from the distribution
of emojis in a text (Chen et al., 2018). Women
tend to use more emojis than men (Herring and
Dainas, 2020), and they seem also make use of
more emoji types than men (Jones et al., 2020).
Also age as a variable has been found to correlate
with di!erences in emoji interpretation and usage,
in particular in comparisons between teenagers
and adults (Chen et al., 2024). In the current study,
the age groups compared are all within young adult-
hood, nominally from 18 to 30 years of age, but the
ages at the time of posting range from 14 to 32. In
e!ect the age groups compared are teenage, early
young adulthood, and later young adulthood.
Multilingual and monolingual backgrounds with

which data contributors have identified themselves
do not mean that only persons who claim to be
multilingual would participate in code-switching or
translanguaging in their WhatsApp discussions.
The way in which multiple semiotic resources are
used in the instant messaging platform is closer
to the definition of translanguaging or polylanguag-
ing (cf. Stavans and Porat, 2019). The variability
brought about by multilingualism may be seen as
a product of di!erent cultures colliding, or joining
forces in communication. Therefore, it is to be ex-
pected that also the di!erent linguistic backgrounds
will manifest themselves in the distribution of emo-
jis.

2Multilingualism entails exposure to di!erent cultures
that are expressed and experienced through languages,
hence multilingualism is deemed a valid variable in the
current study.

Gend. Gend.

%

Monol. Multil. Dial.

N

Dial.

Ö

Dial.

N, Ö

Dial.

other

F 82% 78% 94% 88% 85% 83% 75%
M 18% 22% 6 % 12% 15% 17% 25%

Table 1: Gender distribution of contributors; self-
attestation of the number of mother tongues and
dialectal influence on contributor language (N =
Nyland, Ö = Österbotten)

4. Method and data

4.1. Corpus

As indicated earlier, the data for the study is
collected from the XML-annotated3 version of
MMWAH. The corpus contains 35 discussions from
64 data contributors,4 of which 82 % identify them-
selves as women, and 18 % as men, as can be
seen in Table 1 (no non-binary identities were dis-
closed).

The data attests to Swedish varieties mostly from
Nyland and Österbotten, carrying also occasional
dialectal influence from other regions, like Åbo
and Kymmenedalen, and the neighbouring coun-
try, Sweden.5 The distribution of contributor gen-
ders is fairly even over the main dialect areas. The
contributors mostly identify themselves as mono-
linguals (78 %), even if they know and use several
languages.

MMWAH is a minority language corpus. Finland
Swedish is the mother tongue of c. 285,000 Finns,
and the population of Swedish-speaking young
adults is c. 40,000. Therefore, even if the cor-
pus is not huge, the compilers have received data
donations from roughly 2 per mille of the target
population (Mäkinen, 2023). The raw discussions
contain c. 115,000 tokens, making the average
length of a discussion roughly 3,300 tokens. The
size of the XML-annotated corpus is c. 224,000
tokens. The finalised corpus is GDPR-compatible,
i.e. there are no direct nor indirect identifiers in the
text, and also passages containing information that
could potentially compromise the identity of contrib-
utors have been either masked or removed. The
corpus will be published in 2026 with the Language
Bank of Finland.

3The annotation work was begun with the TEI CMC
Core proposal, and finalised with the published chapter
9 of TEI manual, "Computer-mediated Communication"
(TEI, 2026)

4Discussion participants were 82 in total, and 68
granted the permission to use their data. A few con-
tributors appear in more than one discussion, but that
information has not been preserved, to lessen the risk of
contributor re-identification.

5The use of Swedish place names for the Finnish
regions mentioned in this study is a deliberate choice.
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Emoji meaning Count % (N = 2,171)
Face with tears of joy 391 18 %
Red heart 316 14.6 %
Thumbs up 162 7.5 %

Table 2: Most frequent emojis, absolute figures and
percentages of total emojis

4.2. Queries and analysis

The searches for emojis were carried out with
XQuery (W3C, 2017), including the contributor de-
mographic parametres of year of birth, age at the
time of posting, self-identification of gender, mono-
/multilingual background, and the dialectal areas
influencing contributors’ language. The query re-
turned 2,171 emoji strings,6 and the top emojis of
the list are shown in Table 2. The top three emojis
provided the base for emoji analysis. In the con-
secutive searches, three classes of emojis were
looked for:

• Emojis containing a grinning mouth (e.g.
rolling on floor laughing; beaming face with
smiling eyes).

• Emojis containing a heart element (e.g. heart
hands; red heart).

• Emojis containing an approving hand element
(e.g. thumbs up; ok hand).

Each emoji string containing at least one of the
above elements was counted as one hit. Therefore,
1) some emoji strings function as hits for all the
three search elements, and 2) the number of hits
were normalized per the number of emoji strings.
The approach chosen for this study is quantitative-
qualitative, employing descriptive statistics and
close reading of discussion. The quantitative ap-
proach is a deliberate choice, as for some demo-
graphics the data is scarce and therefore the more
elaborate statistical approaches may not be appli-
cable.

5. Results

5.1. Quantitative results

Looking at the results through the defined demo-
graphic variables provides us a rough idea of where
the emoji distribution is as expected, and where
there are deviations that require further scrutiny.
We know the gender distribution of the contributors

6XQuery cannot search for emojis as such (i.e.
glyphs), and as a string of two or more emojis is cov-
ered by one <c type="emoji"></c> element in MMWAH,
each hit is a string of one or more emojis. The encoding
of emojis in the corpus will be developed in the future.

(82 % and 18 % for women and men, respectively),
and that men are responsible for 14 % of the posts
containing emojis (269 out of 2,171). Therefore, in
Figure 1, we can see that only the distribution of
grinning emojis corresponds at least to some extent
with the gender distribution. Emojis containing a
heart element seem to be shunned by men and pre-
ferred by women, whereas thumbs-up emojis are
more popular than expected in messages written
by men.

Figure 1: Emoji distribution per gender

The variables of multilingualism and age are de-
picted in Figure 2. Contributors with multilingual
identities seem to have a more even distribution of
heart and grinning emojis, whereas monolinguals
seem to prefer grinning emojis to heart emojis. The
use of thumbs-up emojis between the two demo-
graphics seems to be the same.
The di!erent age groups (20 or under, 21–25,

and 26 and over) seem to prefer grinning emojis,
even if there is a surge of heart emojis in the group
for 21–25 years of age. In the youngest age group,
heart emojis are the least favoured, but that may
reflect the over-representation of men in the named
age group (of all the messages with emojis by con-
tributors who are 20 or younger 29 % are written
by men).

Figure 2: Emoji distribution, age + multilingualism

127



Figure 3 displays the distribution of emojis over
the dialects self-identified by contributors to a!ect
their language. As the female–male distribution of
contributors per dialect area corresponds fairly well
with the overall gender distribution in the corpus,
we may actually see real regional conditioning of
emoji usage in the figure.
Among Nyland dialect speakers, heart and

grinning emojis seem to be fairly even in popu-
larity, whereas contributors from Österbotten or
from mixed backgrounds (Nyland and Österbotten)
seem to prefer grinning emojis by a wide margin.
Thumbs-up emojis are the least favoured in all di-
alect areas, even if they are more popular among
speakers of other dialects (Åbo, Kymmenedalen;
Sweden).

Figure 3: Emoji distribution per dialect area (N =
Nyland, Ö = Österbotten)

5.2. Qualitative results

All the emoji elements studied here have some kind
of positive connotation, varying from approval to
social and emotional support. Close-reading of the
immediate context of emojis will give a better idea
about the purposes of their use.

5.2.1. Heart emojis

Emojis with heart elements are fairly rare among
male-contributed data: they are 19 in total, and they
are used by four monolingual, Swedish-speaking
contributors from di!erent dialect areas (N, Ö, Swe-
den) who are almost exclusively under 23 at the
time of writing. One of them uses heart elements
only in "thank you" messages, but with the other
three, the messages also describe emotionally
more complex situations, like giving a friend very
positive feedback on their output (male to male dis-
cussion), or consoling a friend in a crisis situation
(male to female discussion).

Heart elements in the messages by female con-
tributors are more numerous, and they are used

by all women in the youngest demographic. Emoji
heart elements occur in expressions of agreement
and admiration, in requests for help and favours,
and in thank-you and congratulatory messages.
Emojis with heart elements are the most popular
among female contributors between 21–25 years
of age, as can be seen in Figure 2. In addition to
the purposes already seen with the younger demo-
graphic, messages are used to convey excuses, to
cheer up friends through positive messages, and
to console them.

In the most senior female demographic, heart el-
ements are not equally popular as they were in the
years 21–25. Thank yous, expressions of agree-
ment and joy, and congratulations are still sprinkled
with hearts, but now the main functions of the emo-
jis with heart elements are in messages expressing
the importance of the friends in the chat, seasons’
greetings, commentary of past events, and wishes
of good health.

5.2.2. Grinning emojis

In this study, any emojis with an open, smiling, grin-
ning, or laughing mouth qualify as "grinning emojis".
Men of all three age groups and dialectal areas use
grinning emojis, even if the majority of them are
monolinguals and from Österbotten (multilingual
speakers are underrepresented in the data). Grin-
ning emojis are used alone as a reply expressing
agreement or amusement, but also as parts of text
messages, often confirming or defining the tone of
the message. The latter happens when the content
of the message has been something that can be in-
terpreted as encumbering to the receiver, like news
on one’s well-being, requests for help, or admis-
sions of concerns or failures to do something. Grins
also accompany messages asking for a permission
to share the chat with MMWAH project.
Among women, grinning emojis are used

throughout the age groups, in all dialect areas, and
by mono- and multilinguals alike. There seems to
be a rising trend in the use of the emoji type that
correlates positively with increasing age, even if
that needs to be confirmed. Women use grinning
emojis in a manner similar to men; however, plan-
ning of future events seems to be more prominent
here than in men’s discussions.

5.2.3. Thumbs-up emojis

For male speakers, thumbs-up emojis and the like
(ok hand, victory hand) are almost always used
to replace the words "yes" or "ok", with or with-
out accompanying textual content in the message.
The same is true for female speakers, even if their
repertoire of thumbs-up emojis is slightly wider than
that of men, whose messages did not attest to the
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victory hand emoji. Women tend to express their ad-
miration more (in the manner of "Nice!" or "Cool!")
in messages with thumbs-up type emojis. In this
emoji group, no di!erences between dialectal areas
could be discerned.

6. Discussion

The quantitative analysis has made certain distri-
butions of emojis prominent: men seem to prefer
thumbs-up emojis, women hearts; heart emojis
are not really part of the active repertoire in fe-
male WhatsApp discussions before one turns 20;
grinning emojis trump everything in Österbotten,
whereas in Nyland hearts have their uses; and fi-
nally, multilingual WhatsApp users use hearts and
grinning emojis more evenly than monolinguals,
who prefer grinning emojis.

The qualitative assessment of the data shows us
di!erent functions for emojis: women tend to have
a more varied repertoire of uses per each emojis
type (even if the use of thumbs ups is almost equal
between men and women), and their usage seems
to also evolve as the WhatsApp users mature.

The identified distributions tell a lot about the dif-
ferent, overlapping cultures and behaviours among
WhatsApp users: we can see gendered behaviour,
regional cultures, and also behaviour conditioned
by age and linguistic background. Especially inter-
esting is the use of heart emojis growing among
users older than 20. Men play no part in this devel-
opment: it is women learning to use heart emojis
for purposes that were not in their repertoire earlier
in life.
Grinning emojis seem to be more popular than

thumbs-up emojis in all demographic divisions, and
there is a clear reason for that. Thumbs-up emojis
are communicatively limited to admiration, approval,
or indicating an ok status. Grinning faces can be
used for the same purpose, but they may also com-
municate something about the sender’s state of
mind, and even emotions; furthermore, they can be
used to renegotiate the tone of the message if the
desired tone has not been explicitly conveyed by the
text alone. Also, in this study, grinning emojis are
anything with an open, smiling, grinning, or laugh-
ing mouth, and therefore such emojis are quite a
few more than the type thumbs-up emojis.
Interestingly, when comparing genders, we see

hearts and thumbs-up emojis competing with one
another (i.e. they are the two parts of a complemen-
tary pattern), but in the regional / dialect compari-
son, it is hearts against grins. As was noted earlier
in the commentary for Figure 3, the gender distribu-
tion does not interfere with the regional distribution
of emojis, and therefore we have interesting, over-
lapping patterns of gender and dialect-conditioned
use of emojis.

7. Conclusion

The current paper set out to study the distribution
of certain emoji elements in young-adult Finland
Swedish speakers’ WhatsApp discussions, through
the variables of gender, age, home dialect, and mul-
tilingualism, and the functions the emoji types carry
in messages. Despite the scarcity of data, the study
was able to establish some undisputed distributions
conditioned by the variables, like men clearly prefer-
ring thumbs-up emojis over heart emojis, and Öster-
botten dialect speakers favouring grinning faces
more than Nyland dialect speakers. Also textual
functions per emoji type varied between men and
women, and di!erent dialect regions as well.

In the qualitative analysis, the overall trends were
clear: for the emoji elements selected for the study,
women seem to have more textual functions per
one emoji type. This does not mean that men would
not be able to express their sentiments with emo-
jis beyond approval; however, heart emojis were
underused by men as they seem to choose more
neutral emojis for approval messages, like faces
with a grinning element.

As has been stated before, MMWAH is a minor-
ity language corpus, and the data available does
not lend itself to all kinds of statistical approaches.
Partly for that reason, the study investigated emoji
elements rather than individual emojis. In the fu-
ture, the corpus can, potentially, be extended with
data from family chats, as they have been a popular
source of data for Master’s thesis projects. Also
the XML annotation of individual emojis can be
enhanced, to allow a more fine-grained study of
emojis in the future. Switches from one language
to another has not been annotated in the corpus as
of yet, due to the extent of non-standard language
in the corpus. Adding annotation for the di!erent
languages, one aspect to study in the future would
be the language in which emojis are embedded.
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“Yet another dumbass 덞덛덟덜덝”: Understanding 덞덛덟덜덝 within the Vietnamese
Online Community
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Abstract
How an emoji is used and interpreted may differ from culture to culture (Kejriwal et al., 2021). According to
Emojipedia, the slightly smiling face emoji is ambiguous in that it can either convey positive emotions, aggression,
or irony (덞덛덟덜덝 Slightly Smiling Face Emoji, n.d.). To bridge the gap between the author’s emic experience participating
in the Vietnamese social media and existing scholarship, this study sheds light on how 덞덛덟덜덝 is used specifically within
this community: how this ambiguous emoji is used in posts and comments, whether the positive or negative
connotation is more prevalent, and how the connotation is conveyed. To answer these questions, a two-pronged
study using both corpus and interview data was conducted. First, a corpus was built of posts and comments on a
Facebook confession page, known for a high density of impoliteness. Subsequently, a subcorpus (489,000 tokens)
with only posts and comments containing 덞덛덟덜덝was created for both quantitative and qualitative analyses. Results
based on raw frequency counts and mutual information (MI) scores show that (1) among all emojis present in the
corpus, 덞덛덟덜덝 was the third most popular, and (2) if considered a “node word,” it was most strongly associated with
sentence-ending emotive particles and the evaluative adjective sai ‘wrong’. A qualitative analysis of 200 first
comments in the 덞덛덟덜덝 subcorpus, as well as a comparison with its lesser used upside-down version 덮덯데덬덭, offers
insights into Vietnamese Facebook users’ habits of utilizing 덞덛덟덜덝. Most posts and comments with 덞덛덟덜덝 had negative
connotations, specifically impoliteness, with some rapport mismanagement (Spencer-Oatey, 2000). Within
Culpeper’s (2011, pp. 155–156) impoliteness framework, the emoji 덞덛덟덜덝 creates internal mismatches to express
implicational impoliteness. Simultaneously, an interview with 51 native Vietnamese active Facebook users reveals
that the interviewees generally view 덞덛덟덜덝 as a sarcastic and insincere smile, which is used to reflect negative
attitudes. This aligns with and complements findings from the corpus analysis. These findings may serve as a
foundation for future cross-linguistic, cross-community studies.

Keywords: computer-mediated communication, social media, impoliteness
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Abstract
This study investigates the ”flattening effect” in translated Vietnamese-English code-mixed discourse, a phenomenon
where semantic content is preserved while sociopragmatic nuances are erased. Utilizing a subset of the VietMix
corpus, an ”LLM-as-a-Judge” framework was employed to evaluate four dimensions: Structural Hybridity, Emotional
Buffering, Status Signaling, and In-group Identity. While the model demonstrated moderate reliability in binary
feature detection (inclusive κ = 0.416), its alignment with human consensus collapsed when quantifying erasure
severity (expressive κ = 0.141). Qualitative analysis revealed that the model frequently over-interprets functional
jargon while failing to recognize localized subcultural markers. These findings highlight a critical capability gap in
current models, which prioritize global linguistic patterns over localized sociopragmatic functions. Consequently,
future developments should move beyond semantic equivalence to incorporate localized cultural awareness within
automated computer-mediated communication (CMC) analysis.

Keywords: Sociopragmatic erasure, Code-mixing, Large Language Models (LLMs), Digital identity, Vietnamese
cyber-discourse

1. Introduction

Code-mixing (CM), the alternation of content
words, phrases, or clauses within a sentence for
communicative purposes, has become increas-
ingly common in Vietnam’s digital settings as En-
glish gains importance in communication (Ton
and Hoang, 2025; Doan et al., 2018). Rather
than merely bridging lexical gaps, code-mixing
in contemporary computer-mediated communica-
tion (CMC) functions as a mechanism for identity
construction. Users on social media frequently
blend their native syntax with other languages
to signal subcultural affiliation, modulate emo-
tional distance, and engage in structural playful-
ness (Williams et al., 2020; Zhang, 2019; Ton and
Hoang, 2025). However, when these hybrid texts
are translated into standard monolingual English,
whether for algorithmic moderation, cross-lingual
NLP tasks, or broader consumption, they undergo
significant sociopragmatic flattening (Zhang et al.,
2023; Yang and Chai, 2025; Janakiram, 2025).
While the core semantic meaning is typically pre-
served, the underlying social signals are often
lost. Existing translation metrics and unstructured
Large Language Model (LLM) evaluations inade-
quately capture this loss, as open-ended prompt-
ing relies on subjective inference of user intent,
yielding inconsistent assessments. Consequently,
there remains a critical methodological gap in sys-
tematically quantifying the sociopragmatic erasure
that occurs during the translation of online dis-

course. To address this gap, this study utilizes
an expert translated subset of the VietMix corpus
(Tran et al., 2026) to isolate structural erasure from
standard algorithmic translation error, guided by
two primary objectives:

• RQ1: To what extent does LLM align with
human consensus when evaluating sociolin-
guistic translation loss in Vietnamese-English
code-mixed texts?

• RQ2: How do varying pragmatic and subcul-
tural contexts impact the degree of alignment
between LLM and human evaluations?

2. Related Work
Code-mixing in digital communication is no longer
viewed as a linguistic deficit (Rahman et al.,
2025), but as a strategic tool for social naviga-
tion (Salem et al., 2020). Understanding its role
in computer-mediated communication (CMC) re-
quires examining its specific sociopragmatic and
identity-building functions.

2.1. The Sociopragmatics of
Code-Mixing

As English acquires symbolic value in bilingual
communities (Akhtar et al., 2016), and as code-
mixed social content proliferates (Rijhwani et al.,
2017), speakers increasingly employ metalinguis-
tic code-mixing to display linguistic competence
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and signal elite status, indicating status signalling
(Utami, 2019; Appel and Muysken, 2025). Code-
mixing is also utilized to signal belonging within a
social group or community, a function referred to
as in-group identity Zhang (2019); Azam (2019).
Another framework is structural hybridity where
non-standard lexical and syntactic forms are cre-
atively reshaped in line with audience expectations
and platform norms (Wei, 2011; Xueran, 2023; Ton
and Hoang, 2025). The final aspect is emotional
buffering which mitigates the face-threatening or
emotionally charged nature of taboo, embarrass-
ing, or distressing topics (Williams et al., 2020).

2.2. Computational Modelling and the
Translation Gap

While computational linguistics has progressed
in modelling sociolinguistic variation in code-
switched discourse (Salig et al., 2026) and psy-
cholinguistic research has highlighted its role in
multicultural identity navigation (Nazri and Kassim,
2023; Tyagi et al., 2025), there remain limitations
as LLM still lacks robust benchmarks for accurate
pragmatic interpretation in domain-specific expres-
sions compared to human annotators (Zhang et al.,
2023; Yang and Chai, 2025; Janakiram, 2025).

3. Data & Methods

3.1. Dataset

This study utilizes the VietMix corpus (Tran
et al., 2026), composed of authentic Vietnamese–
English code-mixed discourse extracted from
Threads. For this research, the controlled test
split was used, in which every sentence was manu-
ally translated and reviewed by bilingual experts to
produce monolingual English equivalents that are
faithful at the semantic level.

Using human-translated references allows this
study to control for the semantic distortions typi-
cally introduced by machine translation systems.
By establishing a baseline of semantic equiv-
alence, this design isolates and quantifies the
sociopragmatic erasure that occurs when code-
mixed discourse is transposed into a standard-
ised monolingual format, that is, the loss that re-
mains even after meaning has been faithfully pre-
served. Throughout this paper, the English trans-
lations presented alongside examples are repro-
duced verbatim from these reference translations,
which were produced independently of our annota-
tion process; the original phrasing is retained with-
out editorial correction.

3.2. Experimental Approach
This study employs an ’LLM-as-a-Judge’ pipeline,
benchmarked against a human-annotated ground
truth, to evaluate how sociopragmatic nuances are
maintained or erased in translation.

3.2.1. LLM Evaluative Framework and Rubric
We processed Vietnamese source texts (Vsrc)
and English translation (Etgt) pairs with
gpt-oss-120b in a few-shot prompting setup.
To minimize the risk of the model inferring socio-
pragmatic intent where none exists, the prompt
established two explicit exclusion criteria classi-
fied as non-applicable (−1). These include lexical
gaps, such as untranslatable proper nouns or
platform names, and metalinguistic discourse,
where the text functions primarily as language
instruction rather than social interaction.

To prevent zero-inflated averages, the system
reserves a 0–5 scale (0 = No Erasure; 5 = Com-
plete Erasure) only when a feature is present
across four dimensions:

• Structural Hybridity: The blending of gram-
matical systems, ranging from functional ha-
bitual mixing to expressive syntactic play.

• Emotional Buffering: Code-mixing used as
a psychological shield for taboo, heavy or em-
barrassing topics.

• Status Signalling: The intentional use of En-
glish to project an educated, cosmopolitan, or
elite socioeconomic identity.

• Ingroup Identity: Localized digital slang sig-
nalling micro-community affiliation.

3.2.2. Establishing the Human Ground Truth
Two bilingual researchers independently anno-
tated 200 randomly sampled sentences using
the identical rubric, utilizing platform-based prag-
matic validation as they queried ambiguous terms
directly on Threads to objectively verify and
evaluate their sociopragmatic functions in active
cyber-discourse. Reliability was assessed using
Weighted Kappa (κ) in two distinct stages. First, a
Human-Human κ validated the consistency of the
rubric based on the independent scores. Next, re-
searchers established a single ground truth via in-
vestigator triangulation (Carter et al., 2014). They
held a reconciliation discussion to resolve binary
detection disagreements (i.e., whether a specific
sociopragmatic feature was present or absent). If
consensus failed, the score of the annotator who
detected the feature was retained. Conversely,
when both detected a feature but disagreed on its
severity rating, their scores were mathematically
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averaged. Finally, a second Human-LLM κ was
calculated to measure the alignment of the auto-
mated model with this triangulated ground truth.

3.2.3. Analytical Procedures
Translation loss was quantified using frequency
(n), Mean (M ), and Standard Deviation (SD). To
ensure the integrity of the data, instances with ab-
sent features (−1) were mathematically excluded
from the Mean and SD calculations. This prevents
the artificial deflation of severity scores by separat-
ing non-applicable rows from true preservation (≥
0). Finally, comparative statistical and qualitative
analyses were conducted to map the LLM’s eval-
uative gaps. These failures were categorized into
False Positives, where the model over-interpreted
functional jargon as a social strategy, and False
Negatives, representing the model’s inability to de-
tect specific subcultural markers of identity and vul-
nerability.

4. Results & Discussions

4.1. Human Consensus and the
Hierarchy of Erasure

Before evaluating the LLM comprehension, a hu-
man baseline was established to determine if so-
ciopragmatic erasure is an objectively observable
phenomenon. Annotators demonstrated high inter-
rater reliability (inclusive κ = 0.958, expressive
κ = 0.948), suggesting that these nuances are con-
sistently identifiable by proficient speakers.

Analysis of Figure 1 reveals a distinct hierar-
chy of sociopragmatic fragility. Structural Hy-
bridity was the most ubiquitous feature (n =
157, 78.5%), followed by In-group Identity (n =
141, 70.5%). However, frequency appears to cor-
relate inversely with erasure severity. As seen
in Table 1, the rarest feature, Emotional Buffer-
ing (n = 11, 5.5%) exhibited the highest degree of
”flattening” in standard English translation (M =
3.32, SD = 0.78), suggesting that translation of-
ten neutralizes the psychological distance speak-
ers embed in code-mixed text. Conversely, Struc-
tural Hybridity proved the most resilient (M =
2.13, SD = 1.14). These results suggest that while
monolingual translation can effectively adapt func-
tional grammatical blending, it is less successful at
preserving localized identity signals and emotional
safety mechanisms.

4.2. The Illusion of LLM Comprehension
We compared the few-shot LLM outputs against
human consensus to evaluate the viability of au-
tomated CMC analysis. While the LLM demon-
strated moderate reliability in the binary detection

Figure 1: Human annotation profile by socioprag-
matic feature, showing the degrees of pragmatic
neutralization when translated into standard En-
glish.

of pragmatic features (Inclusive κ = 0.416), its
alignment with human experts was notably lower
when quantifying the severity of erasure (Expres-
sive κ = 0.141).

As Table 1 illustrates, the automated scores and
human consensus align most closely on Structural
Hybridity (mean difference of +0.19), suggesting
that the model parses mechanical linguistic fea-
tures with reasonable accuracy. Conversely, the
LLM significantly under-evaluates the degree of
loss in Status Signalling (+1.12) and Emotional
Buffering (+1.65). This divergence suggests a
limitation in the model’s ability to quantify subjec-
tive psychological boundaries and localized social
strategies compared to human linguistic intuition.

Table 1: Comparison of Human and LLM scoring across
four dimensions: Structural Hybridity (S.H.), In-group
Identity (I.I.), Status Signalling (S.S.), and Emotional
Buffering (E.B.) with ∆ denotes the score difference.

Dim. n Human LLM ∆
(M ± SD) (M ± SD)

S.H. 157 2.13± 1.14 1.94± 0.96 +0.19
I.I. 141 3.03± 1.06 2.62± 1.03 +0.41
S.S. 51 3.17± 1.21 2.05± 1.43 +1.12
E.B. 11 3.32± 0.78 1.67± 1.30 +1.65

4.3. Qualitative Error Analysis: LLM
Over-Interpretation and Blind Spots

A qualitative review of the instances where hu-
man and automated scores diverged significantly
reveals two distinct patterns of evaluative failure.

4.3.1. Sociopragmatic Over-Interpretation

The first pattern concerns the LLM’s tendency to
impose a sociolinguistic framework onto purely
functional language use.
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[ID 24] ”Confirm đúng nha nhưng tui tính từ
sinh nhật của mình... xin phép manifest tài
chính ạ.”
Translation: ”I truly confirm that’s true, but
I’m counting from my birthday...manifesting
financial success.”

The model interpreted the English insertions
confirm and manifest as moderate Status Sig-
nalling markers, assigning a score of 3 on the
assumption that the speaker was projecting an
educated identity. Human annotators, however,
recorded no Status loss (−1). In contemporary
Vietnamese digital culture, manifest is a normal-
ized item of spiritual slang and confirm circulates
as review and reaction jargon on social media; the
annotators accordingly located the relevant loss in
the In-group Identity dimension (mean score of 3),
where these terms signal subcultural participation
rather than socioeconomic standing. The LLM, by
contrast, failed to register this In-group function al-
together (−1). The error is thus twofold: the model
both over-attributed status and displaced the loss
onto the wrong dimension, missing the very sub-
cultural marker the human raters had identified.

[ID 142] ”...tôi xin disclaim trước là tôi không
thực sự biết... lúc team của FPT Play brain-
storm...”
Translation: ”...I wanna disclaim this first
thing, I don’t actually know what’s going on
while FPT Play’s team is brainstorming...”

The LLM mistakenly identified disclaim as a
severe Emotional Buffer and assigned a score of 4,
hallucinating a ”face-saving” psychological shield.
Humans scored this −1, recognizing disclaim
and brainstorm as standard corporate jargon
devoid of emotional vulnerability.

4.3.2. Subcultural Blind Spots

Conversely, the LLM failed to detect sociolinguis-
tic dimensions that are highly visible to the human
raters.

[ID 2] ”Bài này ko Viral, ko top 1 trending thì
là bài nào???”
Translation: ”If this post isn’t going viral,
top 1 trending, I don’t know what is.”

Human annotators identified a severe loss of In-
group Identity, assigning a mean score of 4. This
loss was driven by the translation of terms like
viral and top 1 trending which function as
heavy markers of digital youth subculture. How-
ever, the model gave a score of −1, considering

these phrases purely as standard semantic vocab-
ulary. This discrepancy highlights a profound lack
of localized subcultural context within the LLM’s
evaluative framework.

4.4. The Extremes of Sociopragmatic
Erasure

Aggregating scores across all dimensions shows
how multi-dimensional code-mixing is affected by
monolingual constraints.

[ID 123] ”Chợt nhận ra i’m not the only one
have this scenario... cant get an intern or
a proper job after graduation to extend visa.
But in the end there’re still another doors so
chin up em oii”
Translation: ”Just realize that i’m not the
only one to have this scenario...can’t get an
intern or a proper job after graduation to ex-
tend visa. But in the end, there’re still other
doors so chin up my dear.”

There is a severe ”flattening effect” on Sta-
tus Signalling, Structural Hybridity, and Emotional
Buffering whereby both the human annotators
gave mean scores of 5, 5, and 3.5 respectively.
This indicates that translating the text into English
has neutralized the signalling of international stu-
dent identity, as well as their use of English as
a ”face-saving” tool when discussing the failure to
find jobs.

[ID 167] ”Một tối yapping thật đã. Cảm ơn
vì đã đến Ted talk của tôi.”
Translation: ”A great evening of yapping.
Thank you for showing up at my TED talk.”

Conversely, this example experienced zero cul-
tural erasure as globalized slang like yapping
and Ted talk function the same in both the
source text and in standard English, the pragmatic
intent (sarcasm) is perfectly preserved in transla-
tion. It is important to note that across the dataset,
a score of 0 indicating perfect preservation was
an extreme anomaly. This means sociopragmatic
loss is almost guaranteed when translating code-
mixed text.

5. Discussion

While Bojić et al. (2025) and Gilardi et al. (2023)
argued that LLMs represent viable tools for an-
notating code-mixed texts, our findings suggest
a more cautious assessment. Although LLMs ef-
fectively preserve the literal semantic content of
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such texts, they systematically erase the socio-
pragmatic structure of the discourse. By address-
ing RQ1 and RQ2, this study reveals fundamen-
tal misalignments between human cultural intuition
and machine processing in computer-mediated
communication (CMC). It should be noted that only
a single LLM was evaluated in this study; perfor-
mance and error patterns may differ across mod-
els with different training configurations, parameter
scales, or degrees of culturally diverse exposure.

5.1. The Boomerang Effect and the
Erasure of Linguistic Capital

To address the mechanics of sociopragmatic era-
sure (RQ1), Status Signalling loss was exam-
ined across the corpus. In Vietnamese digital
discourse, English insertions function as prestige
markers, indexing a more elite or cosmopolitan
identity within the matrix language. Monolingual
translation triggers what we term a Boomerang Ef-
fect: the English insertion is returned to its native
linguistic environment, reverting from a marked
prestige signal to an unmarked default. LLMs
achieve semantic equivalence but fail to convey
the social capital encoded in the original code
choice.

Conversely, the model frequently produced false
positives, identifying status signalling where hu-
man annotators found none. This tendency re-
flects an over-reliance on surface lexical form
rather than cultural context, causing the model to
misread normalized functional borrowings such as
confirm or manifest as intentional sociolinguistic
strategies. These findings suggest that LLMs with-
out localized pragmatic grounding require human-
in-the-loop calibration for nuanced sociopragmatic
analysis.

5.2. Survival Sociolinguistics and the
Globalized Blind Spot

To evaluate the reliability of automated scoring
(RQ2), the qualitative blind spots where human
and LLM judgments diverged most significantly
were mapped. The most pronounced divergence
emerged in Emotional Buffering, while the most
consistent subcultural gaps appeared in In-group
Identity. Bilingual speakers frequently employ a
second language to create affective distance from
culturally sensitive topics; Vietnamese youth, for
instance, use English as a psychological buffer
when discussing mental health or LGBTQ+ identi-
ties. Lacking localized pragmatic benchmarks, the
LLM processes terms such as gay, fail, or stress
purely denotatively, overlooking the speaker’s un-
derlying vulnerability.

Furthermore, while the LLM accurately pre-
served highly globalized slang (e.g., yapping), it

failed to capture the specific playfulness of mark-
ers used within Vietnamese micro-communities
(e.g., up thread, viral). This pattern suggests that
current LLMs are optimized for a globally standard-
ized internet, one that structurally disadvantages
the nuances of localized subcultural expression.

Crucially, ground-truth data confirm a high fre-
quency of sociopragmatic loss during translation.
Across the evaluated dataset, only a single in-
stance achieved a score of zero, indicating com-
plete preservation of both semantic and pragmatic
meaning. This suggests that code-mixing in Viet-
namese digital discourse is rarely a purely lexi-
cal phenomenon, but is fundamentally tied to iden-
tity construction, prestige signalling, and emotional
modulation.

5.3. Implications and limitations

The findings highlight a significant risk for LLM-
based translation and automated content moder-
ation. Optimized for standardized, high-resource
patterns, these models risk erasing the nuances
of local digital cultures. When an algorithm over-
looks the protective function of Emotional Buffer-
ing or misreads an In-group marker, it does more
than mistranslate; it silences the sociopragmatic
coping mechanisms of digital youth. For LLMs to
navigate modern internet discourse reliably, devel-
opment must move beyond semantic equivalence
toward localized sociopragmatic awareness. This
study offers a clear means of measuring transla-
tional loss, but several limitations apply. First, our
evaluation rests on a single LLM; results may differ
across models with other architectures or degrees
of multilingual coverage. Second, the analysis
addresses only Vietnamese-English code-mixing
within one dataset, and speakers in other commu-
nities or platforms may behave differently. Third,
the conventions of digital discourse evolve continu-
ously, so the markers documented here represent
a bounded temporal snapshot rather than a stable
inventory. Future research should apply the four-
dimension framework to diverse language pairs,
benchmark multiple models against the same cor-
pus, and explore training on community-specific,
longitudinal data rather than large-scale static
datasets.
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Abstract 
Algospeak refers to linguistic strategies developed by social media users to avoid automated content moderation. 
As platforms intensify content governance, users increasingly adapt their language to avoid suppression, 
particularly when discussing taboo or sensitive topics. This pilot study examines algospeak within TikTok’s true 
crime community, a genre centered around topics of violence, trauma, and death. Drawing on a sample of eight 
videos from three creators, analyzed using Herring’s Computer-Mediated Discourse Analysis (CMDA), the study 
identifies the structural forms, communicative functions, and social implications of algospeak. Orthographic 
substitution and emoji replacement primarily occur in on-screen captions, while lexical innovation appears in both 
spoken and written language. Silenced audio functions as a speech-specific strategy and often occurs alongside 
corresponding caption-level censorship. The findings illustrate how creators adapt communication across modalities 
in response to perceived moderation constraints and suggest that algospeak has become an established feature of 
true crime discourse on TikTok.  

Keywords: algospeak, TikTok, internet linguistics, censorship, word-formation, computer-mediated 
communication, content-moderation, discourse analysis, algorithm awareness 

1. Introduction 
Algospeak is a relatively new linguistic 
phenomenon that refers to a linguistic strategy 
used by online users to circumvent automated 
content moderation. The emergence of algospeak 
represents a unique shift in the use of the English 
language online, driven by an increase in stricter 
content moderation practices, especially around 
sensitive topics.  
TikTok is a massively popular social media 
platform, and its main attraction is the 
algorithmically suggested “For You Page” tailored 
for each individual user. TikTok has repeatedly 
been criticized for its opaque moderation 
practices, and the disproportionate suppression of 
content created by marginalized users, including 
people of color (POC), LGBTQ+ users, users with 
disabilities, and users expressing certain political 
views (McCluskey, 2020; Botella, 2019). In light of 
this unpredictable moderation machine, many 
users turned to algospeak to self-censor their 
language in order to reach their intended 
audiences and continue posting about issues that 
are often subject to heavier censorship such as 
death, mental health, racial topics, sex, drug use, 
and more (Lorenz, 2022).  

This study focuses on TikTok’s true crime 
community, a popular genre of content that 
regularly discusses heavily moderated themes 
such as violence, trauma, and death. Studying 
algospeak directly is challenging due to its nature 
and main purpose being that of evasion, however, 
the true crime community provides an ideal 
discourse environment where moderation is 
heavy and strategies like algospeak are common.  

Algospeak as a hidden or coded language variety 
is certainly not a new phenomenon. Halliday’s 
(1976) work on anti-languages highlights how 
marginalized groups develop alternative linguistic 
practices in response to various social 
constraints. Historical parallels include Aesopian 
language, used by writers and political dissidents 
under censorship in Tsarist Russia; Polari, a 
sociolect used by gay men and other marginalized 
groups in Britain during periods of social and legal 
persecution; and English thieves’ cant and 
rhyming slang, coded varieties associated with 
criminal and working-class communities that 
obscured meaning from outsiders and authorities. 
While thieves’ cant frequently introduced entirely 
new vocabulary, rhyming slang manipulated 
existing words and expressions, a process which 
more closely resembles the lexical and 
orthographic modifications found in algospeak. 
Like these earlier forms of coded communication, 
algospeak allows speakers to communicate 
sensitive information while restricting 
comprehension by particular audiences (Halliday, 
1976; Kreuz, 2023; Salo, 2023).   
In digital contexts, the phenomenon of leetspeak 
provides an especially relevant precursor to 
algospeak. Leetspeak is a type of coded language 
used in chat forums and gaming communities that 
uses numbers in a symbolic sense to represent 
letters in an effort to avoid text filters (Coleman, 
2012: 269-70). This in a way makes leet a 
precursor to algospeak as an early Internet secret 
language.  
Algospeak is not simply slang, it is a conscious 
effort to fight against technological and social 
constraints, making it a great vehicle to examine 
the intersection of language, technology, and 
power online. Existing research on algospeak has 
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focused on computational language processing 
systems (Leal-Arenas and Corizzo, 2024), AI 
systems (Isam, 2025; Fillies and Paschke, 2024), 
and algorithm awareness (Klug et.al, 2023; Steen 
et.al, 2023). This study aims to address the 
question of how algospeak is used, and what that 
reveals about censorship, governance online, and 
the function of algospeak overall. The research 
questions are as follows: 
• RQ1: How do platform constraints on TikTok 
shape the use of algospeak in true crime 
discourse? 

• RQ2: What linguistic forms of algospeak are 
used by true crime creators on TikTok across 
spoken audio and on-screen captions? 

• RQ3: What communicative functions do these 
algospeak strategies serve in the true crime 
discourse on TikTok? 

2. Methods & Materials 
This present study was conducted as a pilot study 
for a larger project on algospeak in the true crime 
community on TikTok. A small purposive dataset 
was used to observe the phenomenon in situ.  
2.1 Data Collection 
Data collection was done on a newly created 
TikTok account, using a newly created email 
account that did not require a phone number. This 
was done to limit algorithmic bias from personal 
information and browsing histories. A fully factory 
reset device was not available, so data was 
collected using Google Chrome in incognito mode 
as TikTok could not be accessed through non-
tracking browsers like DuckDuckGo. 
A nonprobability purposive sampling was used as 
it seemed most fitting for studying context-
dependent linguistic phenomena where 
representativeness cannot be achieved 
(Buchstaller and Khattab, 2014). Criterion 
sampling ensured that all selected videos 
included at least one instance of algospeak, were 
in English, featured spoken narration and 
embedded captions, and were under 5 minutes in 
length. The initial searches were “true crime story” 
and “true crime storytime”, after which 
recommended videos that included algospeak 
were saved and the creator’s page viewed more 
closely. As videos were watched and saved the 
TikTok recommendation algorithm started to 
suggest similar content, which could be 
considered a form of “pseudo-snowball sampling” 
as the platform essentially used its network to 
“recruit” new samples for collection.  
The final dataset includes eight videos from three 
true crime creators, anonymized as Creator A, 
Creator B, and Creator C. Creator C’s videos 
were generally longer than 5 minutes but one 
relevant video was retained due to its usefulness 
for analysis.  

2.2 Analytical Framework   
This research used a qualitative discourse 
analytic approach, combining research in 
sociolinguistics with critical discourse analysis 
(CDA). Susan Herring’s Computer Mediated 
Discourse Analysis (CMDA) was adopted as the 
analytical framework for studying algospeak as 
the approach is well suited for studying micro-
linguistic phenomena in online communication 
(Herring, 2004).   
The analysis focused on three analytical levels of 
Herring’s framework: structural features, meaning 
and pragmatic function, and social behavior. The 
structural analysis examined formal aspects of 
algospeak such as orthography, emoji, and 
modality. These forms were then analyzed 
through a pragmatic lens to examine how the form 
impacts moderation and narrative cohesion. 
Finally, the social analysis viewed algospeak 
within the broader context of TikTok’s content 
moderation and algorithmic governance. 
Interactional analysis was excluded due to limited 
metalinguistic engagement with algospeak in the 
comment sections.  
Because TikTok discourse is inherently 
multimodal, both spoken narration and creator-
generated on-screen captions were analyzed. 
Attention was paid to whether algospeak occurred 
in spoken language, written captions, or both 
modalities, as creators employed different self-
censorship strategies across the data. 

3. Analysis 
3.1 Structural Features 
The most prominent type of word formation in the 
dataset was orthographic substitution, a 
longstanding feature of Internet language now re-
popularized by algospeak. Orthographic 
substitution has its roots in the early Internet 
dialects chatspeak and leetspeak, and refers to 
the substitution of letters, numerals, and 
typographic symbols to represent words or 
sounds (Crystal, 2008).  

3.1.1 Orthographic Substitution 
The most common words utilizing orthographic 
substitution in the data were murder, death, and 
kill. The following table shows the different 
varieties of orthographic substitutions of these 
common words across the three creators.  

Creator: Kill Murder Death/dead 

A k1ll3r, 
k*lled, 
k*ll 

murd3red, 
murd3r 

d3@th, d3@d 

B k!lled m*rder de*th 

C k!ller m*rdered de@th 

Table 1: Variations of common words 
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As the table shows, these three words and their 
different varieties were censored by each creator. 
Creator A was most consistent in their use of the 
numeral three (3) substituting the <e> grapheme, 
and the @-symbol in substituting the <a> 
grapheme, not just in d3@d and d3@th, but also 
b3@ting and thr3@tening. Creator A additionally 
substituted two graphemes in one word in 
sh00ting, h0moph0bic, and k1ll3r, which is a 
consistent feature Creator A’s use of algospeak 
not found in the other two creators in the data. 
Creator A’s consistency in using orthographic 
substitution points to a personalized and 
systematically developed algospeak variety 
adopted by Creator A.  
Creator B on the other hand favored typographical 
substitution by using asterisks (*) in substituting 
graphemes such as <a> and <u>, and the 
exclamation point (!) used in substituting <i>. 
Creator B’s use of asterisks is reminiscent of a 
more traditional, media-style censorship rather 
than a symbolic numeral substitution popularized 
in digital language varieties.  

Although limited by the small dataset, Creator C’s 
use of orthographic substitution combines 
features observed in both Creator A’s and Creator 
B’s strategies. Creator C uses a mixture of 
symbols (@, !, *) and numerals (0) when 
modifying sensitive words. In one instance, the 
spoken phrase “drugs and alcohol” is 
accompanied by an on-screen caption in which 
drugs is entirely omitted rather than modified. 
Given the limited amount of data from this creator, 
it is unclear whether this omission is a deliberate 
strategy or an isolated occurrence.  

The frequency of orthographic substitution could 
be explained by convenience.  It is the quickest 
method of self-censorship as it simply requires the 
substitution of one or two letters instead of the 
transformation of an entire word through 
phonologic substitution, lexical substitution or a 
combination of other strategies. TikTok’s auto-
captioning automatically transcribes speech when 
editing videos on the platform, which means 
creators only need to edit a few letters to disguise 
sensitive words instead of having to alter their 
word-choices or deliberately mispronounce 
words.  

3.1.2 Emoji 
Emoji substitution was found exclusively in the 
written captions, where emojis replaced target 
lexical items while the spoken narration retained 
the original term fully. Two emoji were found in the 
data, the blood emoji ( ) and the knife emoji 
(      ), both used by Creator A. In both cases the 
emoji replaced the whole target word, blood and 
knife respectively. This use is much more literal 
and straightforward than previous research on 
emojis as algospeak, where the links between the 
emojis and the target words were much more 

layered with symbolic and metaphorical ties to the 
target word, rather than literal (Salo, 2023).  

During data collection, Creator C was also 
observed using the blood emoji ( )  in numerous 
videos, however the video chosen for analysis did 
not include any such instances as there was no 
use of the censored word “blood” in that specific 
video. A more extensive dataset across different 
creators would reveal whether the use of the 
blood emoji is a community practice within true 
crime discourse on TikTok or if it is simply 
personal preference. 
One question raised by the use of the two emojis 
in this dataset is why? Why use the emoji instead 
of using orthographic substitutions like bl00d or 
kn1fe? One theory is that it is harder for keyword-
based moderation filters to recognize emojis as 
hiding something. Emojis need to be visually 
interpreted, in contrast to text based orthographic 
substitution, which could make it harder for 
automated moderation systems to consistently 
flag them. Another theory is simply variety and 
visual stimulation. An overuse of orthographic 
substitutions could become tedious to read, which 
could be eased by having an alternative 
substitution of an emoji somewhere in the mix. 
Emojis can also be used to shift the tone of a 
topic, shifting a word from text to a visual symbol 
could create some distance and soften the 
emotional impact of a heavy topic such as true 
crime. In this way, it could even be considered a 
politeness strategy mitigating the message.  

3.1.3 Silenced audio 
Unlike orthographic and emoji substitution, which 
were observed in embedded captions, silenced 
audio operated in the spoken modality. Creator B 
occasionally muted segments of the audio while 
simultaneously censoring the corresponding 
words in the on-screen captions through 
orthographic substitutions using asterisks and 
exclamation points. This multi-modal censorship 
strategy was most consistently applied to the 
word murder, which was censored in both 
modalities whenever used by Creator B.  

The following table shows all instances of 
silenced audio identified in the data, notably, all 
by Creator B. In each case, the muted audio 
corresponds to a word or phrase either partially or 
fully modified in the accompanying on-screen 
captions.  

Audio transcription: On-screen text: 

first degree m—er  first degree m*rder 

Facing — penalty 
eligible charges 

facing de*th penalty 
eligible charges 

beaten and — t— — beaten and st*bbed to 
de*th 
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I’ve —  some people I’ve k!lled some people 

m— and attempted 
— er 

m*rder and attempted 
m*rder 

first degree — first degree m*rder 

Table 2: Creator B’s use of silenced audio 

As noted previously, murder was one of the most 
frequently censored words in the dataset, with 
Creator B censoring the word in both audio and 
captions. The creator can be seen articulating the 
cut-out words in the video, which indicates that 
the audio was removed during editing rather than 
omitted in speech. Whether these edits were part 
of the original upload or added later in response 
to perceived algorithmic feedback remains 
unclear.  
The examples reveal different degrees of 
alignment between the two modalities of speech 
and writing. In cases such as “first degree murder” 
and “murder and attempted murder”, the same 
target word (murder) is censored in both speech 
and writing. In other instances, the captions 
provide additional information not recoverable 
from the audio alone, such as with “I’ve — some 
people” (killed) and “beaten and — t— —" 
(stabbed to death). The captions function as 
contextual support to the viewers, allowing them 
to infer the censored content in the absence of 
speech.  
Silenced audio is perhaps the most extensive 
form of self-censorship observed in the dataset. 
While emojis and orthographic substitutions 
distance the target word through the visual 
medium in altered written form, silenced audio 
removes the linguistic form from speech entirely. 
Meaning is thus recovered through contextual 
inference and the accompanying captions, rather 
than “hidden in plain sight”. Creator B consistently 
combined speech-level suppression with caption-
level censorship to perhaps further minimize the 
detectability of sensitive vocabulary, which could 
be reflective of a more guarded understanding of 
how the moderation system behaves.  
3.2 Meaning and Communicative 

Functions 
No instance of the words die and died were 
censored in the data, which suggests that 
creators may believe that the algorithm treats the 
words as less severe or less harmful than words 
like death or kill. Creators appear to be aware of 
these distinctions, censoring based on their own 
perception of how the algorithm functions. This 
paired with the personalized censorship styles 
demonstrated by all three creators reflects a high 
level of platform literacy and practiced adaptation 
to the linguistic landscape of TikTok.  

The repeated and casual use of algospeak across 
the data suggests that the phenomenon has 
become somewhat normalized in the genre of true 
crime on TikTok. The widespread adoption of 
unalive is a prime example of this normalization of 
algospeak. Unalive has undergone both semantic 
expansion and a shift in grammatical function. 
Originally used as an adjective meaning “not 
living” (Oxford University Press, 2026), it is now 
frequently used in algospeak as a verbal 
substitute for kill, murder and commit suicide.  

Creator B’s repeated use of unalive demonstrates 
the semantic flexibility of the term. Across seven 
instances, unalive functions as a substitute for 
several related concepts including death, kill, 
murder, and commit suicide. The word appears 
both as a noun (the unaliving of a minor, at the 
time of her unaliving) and as a verb (unalived his 
entire family, attempted to unalive himself), 
suggesting that the term has not only undergone 
semantic expansion but has also become more 
flexible grammatically. Creator B’s seamless use 
of unalive demonstrates that algospeak words 
can become fluent lexical items within online 
communities. The popularity of unalive may be 
attributed to its semantic flexibility, since it 
functions as a broad euphemistic resource for 
discussing death while remaining intelligible to 
broader audiences regardless of their familiarity 
with algospeak.  
Another example of the mainstream use of 
algospeak is the initialism SA, now commonly 
used online as a substitute for sexual assault and 
rape. Creator A uses the form in both spoken 
narration and written captions, including the 
derived form SA’d. Like unalive, the term appears 
in the same form in both modalities, which 
indicates that the two terms are moving beyond 
caption-level censorship to being integrated into 
everyday spoken vernacular. Whereas unalive 
has expanded semantically and grammatically, 
SA demonstrates the conventionalization of 
abbreviated forms. Together they illustrate the 
different ways algospeak could begin to influence 
ongoing language change.  
While these examples show how the study of 
algospeak can fit in with discourse on linguistic 
innovation and conventionalization, the creators 
in the dataset did not use algospeak in identical 
ways. Instead, each creator displayed different 
communicative strategies when balancing their 
narrative style with moderation avoidance. 
Creator A seems to prioritize smooth narration, by 
maintaining uncensored speech while relying on 
orthographic substitutions in embedded captions. 
Creator C’s longer video similarly seems to favor 
orthographic substitution accompanying 
uncensored speech; more videos by Creator C 
would need to be analyzed to establish patterned 
use. Creator B on the other hand seems to 
prioritize safety, muting sensitive words in both 
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speech and written text through muted audio and 
orthographic substitution respectively.  

The difference between the three creators’ 
censorship styles demonstrates that there is more 
to the study of algospeak than form, as the use of 
algospeak can be a strategic tool in conveying 
different meanings and intentions. Preferred 
censorship strategies might reflect individual 
creators’ perception of how the TikTok 
moderation algorithm works, resulting in 
differences in both the form and quantity of 
algospeak and self-censorship.  
3.3 Platform constraints and social 

implications 
Algospeak has been criticized online for being 
euphemistic, childish, or insensitive (e.g., the 
contested grape used for rape). These critiques, 
often found on Reddit and X, frequently ignore the 
underlying issues that make the use of such 
substitutions necessary.  The use of algospeak 
has wider social implications outside of being a 
form of online language change. While content 
moderation systems exist to decrease harmful 
and triggering content online, they also shape 
how users discuss and interact with sensitive 
topics online. Content creation on algorithmically 
driven platforms often involves a tension between 
producing engaging content and maintaining 
visibility and discoverability in a system that 
creators only partially understand. The popularity 
of the true crime genre highlights a demand for 
this type of content yet reaching that audience 
depends on remaining visible within a platform 
ecosystem shaped by inconsistent moderation 
and opaque recommendation algorithms.  

While moderation systems shape what users can 
say online and how they say it, recommendation 
algorithms influence what users see online. Like 
TikTok, most social media platforms rely on 
engagement-driven recommendation systems 
that suggest content to users based on their 
individual behavioral patterns. Fueled by these 
highly personalized systems, algorithms can 
influence users’ access to information, exposure 
to different perspectives, limit the visibility of 
certain creators, topics, communities, and stories. 
As a result, algorithms do not only function as 
censorship but also as selective mechanisms 
determining which content becomes visible and 
which remains unseen. 

This tension became evident during the data 
collection process. Despite creating a new TikTok 
account and attempting to minimize 
personalization whenever possible, the 
recommendation algorithm quickly began to 
suggest content from a small subset of creators. 
Interactions necessitated by data collection, such 
as watching videos in full and using the save 
function, provided the recommendation algorithm 
with enough engagement actions to limit new 
content and focus on the content that proved 

engaging (i.e. the same limited group of creators). 
In this way, the recommendation algorithm 
actively shaped the corpus itself, limiting what 
data was accessible.  

4. Conclusion 
This pilot study illustrates how TikTok’s perceived 
platform constraints encourage linguistic 
creativity within the true crime community through 
algospeak. Using Herring’s CMDA framework, the 
analysis identifies orthographic substitution, emoji 
substitution, lexical innovation, and silence as 
central strategies used by creators when 
discussing sensitive topics across both spoken 
and written modalities. The results suggest that 
algospeak functions as a communicative resource 
in the true crime community, allowing creators to 
maintain narrative cohesion while navigating a 
platform characterized by opaque moderation 
practices.   
Modal distinctions emerge across the data with 
orthographic and emoji substitutions occurring 
only in written captions, while lexical forms like 
unalive and SA appear in both speech and writing. 
Silenced audio is seen used as a censorship 
strategy in speech, used when censoring 
orthographic substitutions in the written form by 
Creator B. These findings demonstrate the 
importance of considering and studying 
algospeak as a multimodal phenomenon, rather 
than simply a feature of written online language.  

The aim of this study was not to catalogue and 
document every instance of algospeak but to 
examine how algospeak functions in this specific 
discourse context, hence the qualitative 
approach. Variation in results if replicated is 
expected, perhaps even guaranteed, due to the 
algorithmically driven platform and the constantly 
changing media landscape. Given the small and 
qualitative nature of the dataset, findings should 
be viewed as exploratory observations rather than 
generalizable conclusions about TikTok, its 
moderation system, or the true crime community. 
Larger datasets are necessary to evaluate the 
identified patterns of algospeak use and their 
possible impact on the relationship between 
content moderation and linguistic adaptation. 
Future research could expand on these 
observations through corpus-based and mixed-
method approaches, allowing researchers to 
examine the distribution, frequency, and variation 
of algospeak forms across larger creator groups, 
different discourse communities, and social media 
platforms. 
For now, and perhaps forever, the biggest 
challenge in studying algospeak is the algorithm 
itself. Nevertheless, this study demonstrates the 
value of examining algospeak not only as a micro-
linguistic phenomenon, but as a tool in examining 
the relationship between language, technology, 
and power online. 
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Abstract
This study examines how moral authority is performed through the phrase “should be ashamed” across
two contrasting platform ecologies: X, with its algorithmic amplification, and Bluesky, which currently 
lacks such mechanisms. Using a dataset of 400 posts (200 from each platform) collected via algorithmic 
ethnography-guided searches (Seaver 2017) conducted from newly created, unpersonalised accounts, 
the analysis identifies the actors positioned as subjects and objects of moral judgment. Drawing on 
Garcés-Conejos Blitvich’s (2022) work for understanding online public shaming, the study explores how
denunciatory practices unfold differently depending on platform affordances. Haugh’s (2024) work on
(im)politeness in online public forums informs the analysis of stance-taking, facework, and the 
negotiation of moral authority. Findings are expected to shed light on how the circulation, uptake, and 
interactional consequences of “should be ashamed” are shaped by user intent, but also by the
technological architectures that structure visibility and engagement across networked publics.
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