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1 Introduction

In research data management, descriptive metadata are indispensable to describing data and are a key
element in preparing data according to the FAIR principles (Wilkinson et al., 2016). Extracting semantic
metadata from textual research data is currently not part of most metadata workflows, even more so if a
research data set can be subdivided into smaller parts, such as a newspaper corpus containing multiple
newspaper articles. Our approach is to add semantic metadata at the text level to facilitate the search
over data. We show how to enrich metadata with three NLP methods: named entity recognition, keyword
extraction, and topic modeling. The goal is to make it possible to search for texts that are about certain
topics or described by certain keywords, or to identify people, places, and organisations mentioned in
texts without actually having to read them and at the same time facilitate the creation of task-tailored
subcorpora. To enhance this usability of the data we explore options based on the German Reference
Corpus DeReKo, the largest linguistically motivated collection of German language material (Kupietz
& Keibel, 2009; Kupietz et al., 2010, 2018), which contains multiple newspapers, books, transcriptions,
etc., and enrich its metadata on the level of subportions, i.e. newspaper articles. We received access to a
number of data files in DeReKo’s native XML format, I5. To develop the methodology, we focus on a
single XML file containing all issues of one newspaper of a whole year.

The following sections only give an overview of our approach, we intend, however, to provide a de-
tailed description of the experiments and the selection of data in a subsequent longer contribution.

2 Motivation

Specific research questions may focus on parts of a corpus. However, there is no general criterion for sub-
structuring a corpus, as this is highly dependent on the research questions. For someone interested in the
style of specific authors, the substructuring of such a corpus would be best if all articles or contributions
would be clustered by their author; for someone interested in specific topics, the clustering should be by
topic, for specific time frames by dates, etc. The internal structure of the original corpus data, however,
also allows for other partitions, such as identifying all newspaper articles published on a specific date,
belonging to specific sections, etc. These structures can be identified by their internal unique text sigles,
which are part of the XML representations of the data. Hence, a sigle is a unique identifier for a subpart,
either at a corpus, document, or text level, the latter corresponding to individual newspaper articles, for
example. Our goal is to enrich the corpus semantically on the text level in order to allow researchers to
create subcorpora tailored precisely to their scientific needs.

3 Approach

As a starting point to enrich DeReKo with semantic metadata, we focus on extracting topics, keywords,
and three types of named entities: academic institutions, research areas, and persons with an academic
background. We believe that these might be useful entry points for researchers to partition the reference
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corpus to fit their particular research questions. Additionally, applying three different NLP methods al-
lows us to explore how we can implement a metadata extension that captures semantic metadata besides
the existing catalog metadata. This extension also includes the possibility to record potential links be-
tween the extracted semantic information and other external data sets such as Wikidata (Vrandeci¢ &
Krotzsch, 2014), the Integrated Authority File (Gemeinsame Normdatei; GND; Behrens-Neumann &
Pfeifer, 2011), the Research Organization Registry (ROR; Lammey, 2020), the Open Researcher and
Contributor ID (ORCID; Haak et al., 2012) or even to lexical units from GermaNet (Hamp & Feld-
weg, 1997; Henrich & Hinrichs, 2010), a lexical-semantic network for German. To link extracted topics,
keywords, and named entities, the respective identifiers (QIDs, GND IDs, IDs from ROR and ORCID,
GermaNet IDs) of corresponding items from all these external knowledge bases can be encoded per text
sigle in semantic stand-off annotation files.

To find an appropriate strategy to enrich the metadata with such semantic information, we explored
four main approaches: (i) Integrating semantic information directly into the metadata header of the IS5
files; (ii) Storing enriched metadata in separate metadata files (in formats such as CMDI or JSON-LD) for
each individual sigle of the I5 file; (iii) Automatically generating CMDI files with descriptive metadata
extracted from the IS files, followed by expanding them with semantic information; and (iv) Generating
semantic information through real-time analysis. Option (iii) was chosen: The rationale for this approach
is that it allows for the storage of both types of metadata (descriptive and semantic) in the same file
without altering the primary I5 files; changing the CMDI schema is possible at any time, and files can be
converted to alternative formats, such as JSON-LD or HTML. CMDI files also facilitate sharing metadata
under open licenses, promoting accessibility and transparency while respecting legal restrictions on the
original data. Moreover, the chosen option avoids the significant technical and result-related challenges
of high computational resource requirements and infrastructure costs to generate the information in real
time. Although enriching semantic CMDI metadata requires intricate data modeling and interpretation,
it can be effectively implemented.

4 Data

For our experiments we selected a data sample from DeReKo, the 2020 volume of the newspaper corpus
Mannheimer Morgen (M20), published under the QAO-NC license (Kupietz & Liingen, 2014) allowing
for query-and-analysis-only, academic and non-commercial use. According to DeReKo’s structure, M20
is a single I5-formatted XML file containing several individual newspaper articles each identified by their
text sigle, e.g. M20/APR.00192, which consists of the corpus identifier M20, the document identifier,
corresponding to the month in which the article was released, and a five-digit text identifier. In total the
M?20 subcorpus comprises 44,383 texts.

5 Experiments: Topic Modeling, Keyword Extraction, and Academic NER

We employ topic modeling to group the articles into categories and use the topic model tool Top2Vec
(Angelov, 2020) to assign topics to the articles. Top2Vec divides the articles into 348 topics and assigns
the cosine similarity to every article. After a manual inspection, we use hierarchical topic reduction to
reduce the topics from 348 to 150 to circumvent that about half the topics are semantically too close to
each other. The output of the topic model is a number of unnamed topics and corresponding topic words
for each topic. We then prompt a large language model to do the labeling. The used model is based on
Meta’s Llama 2 model and twenty topic words form the basis for computing the label. The topic label
can be one of the topic words or a word derived from them. If the generated label is off topic (e.g.
‘unleashing’ for topic words about tracing/describing a person/an offender), we define a label manually.

To extract keywords, up to ten uni- or bigram keywords are extracted for each article by combining
YAKE! (Campos et al., 2018a, 2018b, 2020), a state-of-the-art unsupervised keyword extraction method
that assigns a score to each possible keyword based on statistical features, with a filter based on spaCy
(Honnibal et al., 2020) part-of-speech tags to exclude any parts of speech other than nouns and proper
nouns. In order to avoid inflected forms such as ‘Bundesfinanzministeriums’ (‘Federal Ministry of Fi-
nance’s’), the resulting keywords are lemmatised using spaCy’s lemmatizer.
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In order to recognize academic named entities, we fine-tune a German BERTpssg model as, to our
knowledge, no suitable German NER model exists that recognizes the three entity types we require. To
obtain training data, sentences are filtered out of 10,000 randomly selected texts from DeReKo with the
help of an off-the-shelf NER model from the Stanza NLP package (Qi et al., 2020) and word lists contain-
ing prototypical mentions for each of the entity types academic person (PER-RES), academic institution
(ORG-RES), and research area (AREA-RES) to detect candidate entities. During post-processing, can-
didate entities are manually reviewed, resulting in a data set of 4,928 sentences with a total of 7,199
tags. Using the spaCy transformer library, we fine-tune the model de_dep_news_trf and perform the
evaluation on the 489 sentences of the test split, yielding an overall micro-averaged F1 score of 92.45%.

6 Results and Outlook

Enriched metadata is crucial for enhancing corpus usability, accessibility and value. Users can easily
access comprehensive information on a corpus, including topics, relevant keywords, and named entities,
without the need to read each text individually. Below are our results and an outlook on the next steps.

For the method of topic labeling, the majority of the generated names for the topics are suitable.
Nevertheless, we changed the label in 39 out of 150 cases (26%). To improve the topic words, one option
is to apply lemmatisation before or after topic modeling.

Due to the subjective and impractical nature of manually determining a gold standard for keywords for
a large amount of texts, no qualitative evaluation is conducted regarding keyword extraction. However,
an examination of model-generated example keywords suggests they generally serve their purpose by
indicating article topics. Yet, they may contain errors in part-of-speech tagging and lemmatisation, and
the suitability of the chosen YAKE! parameters remains uncertain.

When applying the fine-tuned NER model to the M20 subcorpus, at least one academic named entity is
tagged in almost 40% of the 44,383 newspaper articles. Most of the tags, over 20,000, fall upon the type
PER-RES, almost 10,000 items are tagged with ORG-RES, and a bit more than 3,000 with the entity
type AREA-RES. Due to the size of M20, no qualitative analysis was made. To find error patterns in
the results, a more detailed analysis is required, also including the question of consequences of adding
more training data. An indication of the model’s confidence could be helpful for assessing the quality of
assigned tags.

Depending on the method, processing of the M20 subcorpus took between 6 hours and 3 days, which
could be further optimized regarding runtime and memory usage. Scaling this for the entire DeReKo
corpus would require optimization, possibly through parallel computing. Similar challenges exist for
temporary files generated during preprocessing I5 files before running the NLP processes.

Our experiments demonstrate the feasibility of extracting metadata from large corpora, with potential
future use in corpus analysis tools for identifying subcorpora. This methodology is applicable to various
national and large corpora, including those with legal constraints, like DeReKo. The method, adaptable
across languages and corpora with similar structures, awaits scaling for broader use. Integration with
linked data sources remains open. This includes plans to incorporate GermaNet, ontologies, and au-
thority files for enhanced metadata connectivity. Scaling experiments to the full dataset requires stable,
automated processes, building on successful initial tests, which still have to be performed. Future inves-
tigations will explore applying these methods to different corpus types, including endangered language
corpora such as DOBES, leveraging multi-tier annotations for metadata enrichment.
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